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Statistical and Structural Properties of
Generative Models

Xinwei Shen

Department of Mathematics

Abstract

Generative models have received considerable interest in modern machine learn-

ing and statistics as a method for data generation and representation learning.

Generative Adversarial Networks (GANs) and Variational Autoencoders (VAEs)

are the two important classes of implicit generative modeling methods, which

model the transformation between the latent variable and data variable to simu-

late the sampling process without specifying probability distributions explicitly.

Owing to the recent development of deep learning, generative models have yielded

remarkable empirical performance in a wide range of applications.

Despite the empirical success of generative models, their theoretical properties

were less justi�ed, especially those of GANs. This motivates the �rst thrust

of this thesis, which is statistical analysis off -divergence GANs. Our theory

gives rise to a new class of GAN algorithms with higher statistical e�ciency

and sheds light on the statistical problems including the relationship between

the modern algorithm (GAN) and the classical method (maximum likelihood

estimation) as well as how variousf -divergences behave. We also provide a

uni�ed view of GAN and VAE under the principled framework of bidirectional

generative models. In addition, we extensively adapt our proposed methods to
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practical tasks in computer vision and natural language processing and achieve

state-of-the-art performance. In particular, we present a new model architecture

and learning formulation based on our e�cient GAN approach for coherent and

diverse text generation.

Structures are pervasive and inherent in human's recognition and understanding

of the real world. The second part of this thesis shifts the focus to the structural

properties of generative models. An emerging �eld regarding this is disentangled

representation learning that starts with the premise that real-world data is gen-

erated by a few explanatory factors and aims at recovering the generative factors

as well as their underlying structure. Disentangled representations of data have

numerous bene�ts in the interpretability of deep learning models, downstream

learning tasks, and controllable generation. The di�culty of disentanglement

depends on the amount of supervision available as well as the complexity of the

underlying structures. It is acknowledged that disentanglement is impossible in a

fully unsupervised setting. Existing disentanglement literature mostly considers

simple structures such as independence or conditional independence given some

observed auxiliary variables, while a more general (and challenging) structure

is the causal structure where the underlying factors are connected by a causal

graph. We formalize the failure of previous methods in the causal case and

propose a method for disentangling the causal factors based on a bidirectional

generative model with a causal prior. We provide theoretical justi�cation on the

identi�ability and asymptotic convergence of the proposed algorithm. Finally, we

develop a nonparametric method to learn causal structures from observational

data.
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Chapter 1

Introduction

1.1 Broad Motivation

In modern machine learning and statistics, one of the core problems is to learn

the distribution of data. Generative modelsare an important class of methods

that learn to sample from an unknown true distribution. Unlike explicit density

estimation methods which have been widely studied in decades, generative mod-

els aim at learning a transformation, known as agenerator, from some latent

variables with a simple prior distribution to the data and do not necessarily ob-

tain an explicit estimation of the probability distribution function. Their main

advantage is that they can be applied to complex distributions even when the

classical parametric distribution families or nonparametric density estimation

approaches, such as the kernel density estimation, fail.

Over the past decade, owing to the overwhelming development of deep learn-

ing, there have been breakthroughs in the �eld of generative models in both

methodology and application. Among them the most extraordinary representa-

tive algorithms are Generative Adversarial Networks (GANs) [1] and Variational

Autoencoders (VAEs) [2] which prompt a wide range of remarkable applications,
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such as generating photorealistic images [3, 4, 5], videos [6], text [7], and mu-

sic [8]. Although VAEs and GANs are closely related in terms of the learning

formulation, the optimization of both algorithms di�ers signi�cantly, as we will

explain in Chapter 3. In particular, after proper reparametrization, VAEs can be

easily trained using standard stochastic gradient descent algorithms, while GANs

typically involve a minimax game, which makes their theoretical properties less

straightforward. As a result, compared with VAEs that often use Gaussian mod-

els, GANs allow much more �exible choices for the model distributions and have

achieved state-of-the-art performance in many generation benchmarks and real

applications, e.g., Brock et al. [3], Karras et al. [4]. Despite the empirical success

of GANs, there were limited theoretical studies on their statistical properties.

This motivates our work in Chapter 2, where we study the statistical behavior

of f -divergence GANs, based on which we develop a new GAN algorithm with

higher statistical e�ciency and address some interesting statistical problems in-

cluding the relationship between GAN and maximum likelihood estimation.

Apart from learning to generate new data, we are also interested in inferring

the underlying latent variables or learning representations from data. To achieve

this goal, bidirectional generative models aim at learning an additional trans-

formation, known as anencoder, from the data variable to the latent variable

in addition to the generator. In Chapter 3, we adopt and extend our proposed

algorithm in Chapter 2 to the generalf -divergence formulation of bidirectional

generative modeling.

From the perspective of application, in Chapters 2-3, we demonstrate the e�ec-

tiveness of our methods through experiments on both synthetic data and real

image data sets, where data are continuously valued. However, there exists in-

trinsic di�culty and challenge to applying generative models to discrete data like

texts, since the gradients cannot be normally back-propagated through discrete

tokens. Existing implementations of GANs directly on discrete outputs tend to
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be unstable and lack diversity. To this end, in Chapter 4, we consider applying

GAN in the continuous latent space of a Transformer autoencoder with a novel

design to encourage a better trade-o� between coherence and diversity of text

generation. In particular, we adopt our proposed GAN algorithm to optimize

the KL divergences involved in the learning objective.

Another crucial aspect of generative models is their structural properties. Be-

cause real-world data are often complex and high dimensional, they are not di-

rectly structured in the original data domain. For an example of images, one can

hardly �nd structures on the pixels that are meaningful to humans. In generative

models, however, the structures naturally lie in the latent space which is often

low dimensional and expected to be at a higher level. When we expect the la-

tent variables of the generative model to be meaningful or interpretable in terms

of some underlying true generative factors of data, we are essentially expecting

a certain structure among the latent variables. In order to achieve this, at a

high level, one needs to impose proper inductive biases to the latent variables,

e.g., through the assignment of the prior distribution or resorting to some fairly

weak form of supervision. One particular desirable property to describe this

goal is disentanglement of latent variables, known asdisentangled representation

learning [9, 10]. Roughly speaking, disentanglement refers to the representation

or latent variable whose each dimension captures a distinct generative factor of

data. Disentanglement of the latent representations is regarded as a desirable

property because of its bene�ts in terms of interpretability of deep learning mod-

els, e�ciency and transferability in downstream learning tasks, and controllable

generation, which will be discussed in detail in Chapter 5.

Among all types of structures of the underlying factors, the simplest structure

is independence, which is commonly imposed by the literature through a prior

distribution of an isotropic Gaussian. Going one step further, one may consider

conditional independence given some additionally observed variables. Under this
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setting, Khemakhem et al. [11] established the �rst identi�ability result of the

latent variables in a bidirectional generative model, which sheds light on provable

disentangled representation learning without direct access to the ground-truth

factors. Nevertheless, since the underlying factors of our interest are high-level

and abstract concepts, a more principled and general class of structures is the

causal structure. Then disentanglement of the underlying factors becomes a

much more challenging task that requires stronger assumptions or prior knowl-

edge and new methods to be developed. Disentanglement of the causal factors is

also known as discovering the underlying causal variables that explain the com-

plex data to facilitate learning and planning [12]. In Chapter 6, we point out

the failure of previous methods in the causal case and propose a new method of

causal disentanglement learning with theoretical guarantees.

Learning of the causal structure is not only important for disentangling the causal

factors but also a fundamental problem in various disciplines of science [13]. In

a nonparametric setting, the causal structure is often identi�able from the ob-

servational distribution only up to Markov equivalence, and for the purpose of

causal inference, it is useful to learn a graphical representation of the Markov

equivalence class (MEC). The Greedy Equivalence Search (GES) algorithm [14]

has been widely cited as a score-based algorithm for learning the MEC of the

underlying causal structure. The standard GES algorithm has been adopted in

together with score functions born out of restrictive parametric assumptions on

the data distribution, while we observe that in order to make the GES algorithm

consistent (in a nonparametric setting), it is not necessary to design a scoring

metric that evaluates graphs. Instead, it su�ces to plug in a consistent estima-

tor of a measure of conditional dependence to guide the search. Therefore, in

Chapter 7, we present a reframing of the GES algorithm, which is more �exible

than the standard score-based version and readily lends itself to the nonpara-

metric setting with a general measure of conditional dependence. In addition, we
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propose a neural conditional dependence (NCD) measure, which utilizes the ex-

pressive power of deep neural networks to characterize conditional independence

in a nonparametric manner. The combination of the reframed GES algorithm

and NCD measure leads to a nonparametric method for causal structure learning.

1.2 Overview of Thesis

The remainder of the thesis is organized as follows.

ˆ In Chapter 2, we study the statistical behavior of the generalf -divergence

formulation of GAN. When the generative model is correctly speci�ed, we

investigate the relationships (asymptotic equivalence) between variousf -

divergence GANs and between GANs and maximum likelihood estimation.

Under model misspeci�cation, we show that the existingf -GAN method

is not optimal in that one can achieve a smaller asymptotic variance when

the discriminator training in the original f -GAN formulation is replaced

by logistic regression. The resulting estimation method is referred to as

Adversarial Gradient Estimation (AGE). Empirical studies are provided

to support the theory and to demonstrate the advantage of AGE over the

original f -GANs under model misspeci�cation.

ˆ In Chapter 3, we extend the AGE algorithm to bidirectional generative

models which can be used for both data generation and representation

learning. We discuss the advantages of thef -divergence formulation in bidi-

rectional generative modeling, including unidirectional generation, mode

coverage, and cycle consistency, and present a uni�ed view of VAE and

GAN. Extensive experiments are provided on both synthetic and real vi-

sion data sets to demonstrate the advantages of our approach over existing

ones. This chapter is based on Shen et al. [15].
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ˆ In Chapter 4, we apply our proposed generative modeling methods to the

problem of text generation. We combine a Transformer autoencoder and

GAN in the latent space with a novel design and distribution matching

based on the KL divergence. Speci�cally, to improve local and global

coherence, we explicitly introduce a multi-scale discriminator to capture

the semantic information at varying scales among the sequence of hidden

representations encoded by Transformer. To train the decoder reliably,

we enhanced the objective function by another KL term, forcing the de-

coder to be compatible with the latent-generator. Experimental results

demonstrate the e�ectiveness of our method, especially in a better quality-

diversity trade-o�. This chapter is based on Diao et al. [16].

ˆ Chapter 5 is devoted to an introduction and background of disentangle-

ment. We discuss the notion, motivation, and conditions of disentangle-

ment and review the well-noted methods of disentanglement learning under

the independence and conditional independence structures. We also give a

brief introduction to causal inference, which serves as the basis for causal

disentanglement.

ˆ In Chapter 6, we aim at disentangling the causally related generative fac-

tors. We �rst show that previous methods with independent priors fail to

disentangle causally correlated factors. Motivated by this �nding, we pro-

pose a new disentangled learning method called DEAR that enables causal

controllable generation and causal representation learning. The key ingre-

dient of this new formulation is to use a structural causal model (SCM)

as the prior distribution for a bidirectional generative model. The prior

is then trained jointly with a generator and an encoder using a suitable

GAN algorithm incorporated with supervised information. We provide

theoretical justi�cation on the identi�ability and asymptotic convergence

of the proposed method. We conduct extensive experiments on both syn-
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thesized and real data sets to demonstrate the e�ectiveness of DEAR in

causal controllable generation, and the bene�ts of the learned representa-

tions for downstream tasks in terms of sample e�ciency and distributional

robustness. This chapter is based on Shen et al. [17].

ˆ In Chapter 7, we present a reframed GES algorithm that works with a

measure of conditional dependence rather than a scoring metric for graphs.

We also propose a neural conditional dependence measure based on neu-

ral network representations to characterize conditional independence in a

nonparametric manner. We provide theoretical and empirical evidence

to justify the e�ectiveness of our nonparametric causal structure learning

method.

ˆ In Chapter 8, we summarize the thesis and discuss future directions worth

exploring.

1.3 Notations

Throughout the paper, all distributions are assumed to be absolutely continu-

ous with respect to the Lebesgue measure unless stated otherwise. For random

vectorsX; Y , let Cov(X; Y ) = E[(X � EX )(Y � EY)> ] be their covariance ma-

trix and Var(X ) be the variance matrix ofX . For a scalar functionh(x; y), let

r xh(x; y) denote its gradient with respect tox, which is a column vector; let

r 2
xh(x; y) denote its Hessian matrix with respect tox. For a vector function

g(x; y), let r xg(x; y) denote its Jacobian matrix with respect tox. Without am-

biguity, r x is denoted byr for simplicity. Notation kxk denotes the Euclidean

norm for a vector x and the Frobenius norm for a matrixx. For a vector x,

x 
 2 stands forxx> . For a vector x, let [x]i denote thei -th component ofx. d!

means converging in distribution.
p

! means converging in probability. For two
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deterministic sequencesan ; bn > 0, we sayan = o(bn ) if 8M > 0; 9n0; 8n > n 0 :

jan j < Mb n ; an = O(bn ) if 9M > 0; 9n0; 8n > n 0 : jan j � Mbn ; an = � (bn ) if

9M 1 > 0; M2 > 0; 9n0; 8n > n 0 : M 1bn � an � M 2bn . For stochastic sequences,

we useop and Op to denote the counterparts ofo and O in probability.

De�nition 1.1 (Smoothness). Consider a functionh(x) : Rd ! R. h(x) is `0-

smooth with respect tox if h(x) is di�erentiable and its gradient is `0-Lipschitz

continuous, i.e., we have

kr h(x) � r h(x0)k � `0kx � x0k; 8x; x0 2 Rd:

De�nition 1.2 (Polyak-Šojasiewicz [18]). For a set S � Rd, consider a func-

tion h(x) : S ! R and let h� = min x2S h(x). Then h(x) satis�es the Polyak-

Šojasiewicz (PL) condition if there existsc > 0 such that for all x 2 S

h(x) � h� � ckr h(x)k2
2:
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Chapter 2

Asymptotic Statistical Analysis of

f -divergence GAN

2.1 Background for GAN

Consider a random variableX following an unknown true distribution p� on X �

Rd. We assume thatx1; : : : ; xn are independent and identically distributed (i.i.d.)

copies of a random variableX � p� . In the framework of generative models, there

is a random variableZ with a known distribution pz (e.g., a Gaussian) onZ � Rk .

We aim at learning a transformationG of the variableZ , known as agenerator,

so that the distribution of the generated variableG(Z) becomes close top� . In

Generative Adversarial Networks (GANs), the generator is parametrized using

parameter� 2 � , usually represented by a deep neural network. The distribution

of the generated dataG� (Z ) is denoted byp� . Let z1; : : : ; zm be an i.i.d. sample

from pz whose sample sizem is usually much larger than that of the real datan.

The transformationsG� (zi ) (i = 1; : : : ; m) are samples fromp� .

To learn the generatorG� , the original formulation of GAN in Goodfellow et al.
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[1] introduced a discriminatorD 2 D to solve the following minimax optimization

problem

inf
� 2 �

sup
D 2D

"
1
n

nX

i =1

ln(1 + e� D (x i )) +
1
m

mX

i =1

ln(1 + eD (G� (zi )) )

#

; (2.1)

whereln is the natural logarithm. Under appropriate conditions, the above prob-

lem is shown to be equivalent to minimizing the Jensen�Shannon (JS) divergence

between the true and generated distributions [1, 19],

inf
� 2 �

DJS(p� ; p� ); (2.2)

where DJS(p; q) denotes the JS divergence of two distributions which will be

formally de�ned later.

Here, we consider the more generalf -divergences as the objective function, which

are a broader class of divergences and include the Kullback�Leibler (KL) diver-

gence that is closely related to the maximum likelihood principle in statistics.

Given two probability measures� and � with absolutely continuous density func-

tions p and q with respect to the Lebesgue measure onX , the f -divergence is

de�ned by

D f (p; q) =
Z

X
p(x)f (q(x)=p(x))dx =

Z

X
q(x) ~f (p(x)=q(x))dx; (2.3)

wheref : R+ ! R is a convex, lower-semicontinuous function satisfyingf (1) = 0

and ~f (r ) = rf (1=r) is a notation for convenience that will be used in Chapter 3.

Throughout this paper, we focus on the case wheref is twice continuously dif-

ferentiable and strongly convex so that the second order derivative off , denoted

by f 00, is always positive, which includes the commonly used divergences as listed

in Table 2.1.

Analogous to (2.2), the generalf -divergence formulation of generative modeling

is

inf
� 2 �

D f (p� ; p� ): (2.4)
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Table 2.1: List of f -divergences: KL divergence, reverse KL divergence, JS

divergence� 2, and squared Hellinger distance. When the divergence is sym-

metric, f = ~f , e.g., JS andH 2.

Name f (r ) rf 00(r ) ~f (r ) r ~f 00(r )

KL � ln r 1=r r ln r 1

RevKL r ln r 1 � ln r 1=r

2JS � (r + 1) ln 1+ r
2 + r ln r 1

1+ r

H 2 (
p

r � 1)2 1
2
p

r

Similar to the original GAN (2.1), a direct minimax formulation of f -divergence

GAN can be obtained, leading tof -GAN [20]. In the f -GAN approach, di�erent

f -divergences lead to di�erent minimax objective functions analogous to (2.1).

We show in Section 2.5.1 that if the model is correctly speci�ed, variousf -GANs

are asymptotically equivalent. Nevertheless, in most applications of GANs, the

true distribution is so complex that there hardly exists� 2 � such that p� = p� ,

leading to model misspeci�cation. In such cases, di�erent divergences lead to

di�erent generators, i.e., the solutions of (2.4). Therefore it is worthwhile to

consider generalf -divergences and study the statistical properties of generative

modeling methods under various divergences.

However, limited by the inherent minimax formulation,f -GAN adopts di�erent

discriminator losses for di�erent divergences, as reviewed in Section 2.2.1. We

show in Section 2.4.1 that this approach does not result in a statistically e�cient

discriminator estimation. Motivated by this �nding, we propose to replace the

training of the discriminator in f -GAN by logistic regression, which can leverage

the statistical e�ciency of the maximum likelihood estimation. This leads to a

new method AGE (Adversarial Gradient Estimation) for the generalf -divergence

formulation (2.4). The method can be regarded as an approximate gradient de-

scent algorithm with the gradient being estimated using a discriminator learned
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by logistic regression. We show in Section 2.4 that our AGE method obtains

asymptotically more e�cient estimators for both the discriminator and the gen-

erator than the original f -GAN under general cases with model misspeci�cation.

Therefore for generalf -divergences, AGE can be regarded as a class of principled

statistical methods with good asymptotic properties.

Despite the empirical success of GANs, there were limited theoretical studies on

their statistical properties. Most existing works [21, 22, 23, 24, 25] focused on

the Integral Probability Metric (IPM) framework which includes WGAN [26], a

celebrated extension of GAN to the Wasserstein distance. However, they do not

apply to f -GANs or the original GAN. Moreover, they studied the generalization

properties of GAN or the weak convergence of the learned distribution under

certain metrics, which is complementary to our focus on the asymptotic behavior

of the parameter estimation.

The current work is motivated by Biau et al. [19], which studied the asymptotic

properties of the original GAN formulation (2.1) with m = n, while did not dis-

cuss the statistical consequences of the analysis. Our work investigates additional

implications of the asymptotic statistical analysis which were not considered by

Biau et al. [19], thus contributing to a better statistical understanding of GANs.

First, we extend the JS divergence to generalf -divergences which includes the

commonly used KL divergence, and study how various divergences behave under

the GAN framework. It is shown that with correctly speci�ed generative mod-

els, all methods are asymptotically equivalent. Second, for misspeci�ed models,

our statistical analysis leads to an improved GAN method which has a smaller

asymptotic variance than that of the commonly usedf -GAN method. Third,

we allow a much larger sample sizem for the generated data than Biau et al.

[19]. It is shown that when the ratio m=n ! 1 , and with an appropriate lo-

cal discriminator class,f -divergence GANs are asymptotically equivalent to the

maximum likelihood estimate under regularity conditions. This demonstrates
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the statistical e�ciency of GANs.

The remainder of this chapter is organized as follows. In Section 2.2, we brie�y

introduce the original f -GAN and present our proposed AGE method. In Sec-

tion 2.3, we study the asymptotic behavior of AGE andf -GAN, based on which

we develop a more detailed analysis and consequences in the following two parts.

In Section 2.4, we provide a comprehensive discussion on the asymptotic rela-

tive e�ciency of various approaches under model misspeci�cation. Section 2.5 is

devoted to an insightful analysis on the relationship between GAN and classical

MLE, as well as variousf -divergence GANs under correct model speci�cation.

Section 2.6 presents the simulation results that support our theory.

2.2 f -divergence GAN

In this section, we start with a brief introduction of f -GAN [20] and then pro-

pose our new approach, both of which are GAN methods to solve the general

f -divergence formulation (2.4) of generative modeling. We also discuss the com-

parison between the two methods.

2.2.1 f -GAN

f -GAN was proposed in Nowozin et al. [20] based on the variational character-

ization of f -divergences. For a convex functionf , its conjugate dual function

f � is de�ned as f � (v) = supu2 domf
[uv � f (u)]. One can also representf as

f (u) = supv2 domf � [vu � f � (v)], which is then leveraged to obtain a lower bound

on the f -divergence,

D f (p� ; p� ) � sup
V 2V

(Ep� [V (X )] � Ep� [f � (V(X ))]) ;
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whereV is an arbitrary class of variational functionsV : X ! R. Note that the

above bound is tight forV � (x) = f 0(p� (x)=p� (x)) , under mild conditions for f

[27]. f -GAN then formulates the following minimax problem for learning� ,

inf
� 2 �

sup
V 2V

(Ep� [V (X )] � Ep� [f � (V(X ))]) : (2.5)

To apply the objective (2.5) for di�erent f -divergences,f -GAN respects the

domain domf � of the conjugatef � by representing the variational function in the

form V(x) = a(D(x)), which is composite of a functionD : X ! R without any

range constraints and an output activation functiona : R ! domf � speci�c to

the f -divergence used. To unify the notation, up to some shift and scaling ina,

we rewrite the f -GAN formulation as follows

inf
� 2 �

sup
D 2D

�
� Ep� [l f

1 (X ; D)] � Ep� [l f
2 (X ; D)]

�
;

wherel f
1 and l f

2 for variousf -divergences are listed in Table 2.2, andD is a family

of discriminators that contains the log-density ratioD � (x) := ln( p� (x)=p� (x)) .

Given the sampleSn = f x i ; zj ; i = 1; : : : ; n; j = 1; : : : ; mg, where x i 's are i.i.d.

samples fromp� , zi 's are i.i.d. samples frompz, and m = �n , the empirical

formulation of f -GAN is given by

inf
� 2 �

sup
D 2D

"

�
1
n

nX

i =1

l f
1 (x i ; D) �

1
m

mX

i =1

l f
2 (G� (zi ); D)

#

: (2.6)

Table 2.2: f -GAN loss functions.

Divergence l f
1 (x; D) l f

2 (x; D)

KL � D(x) eD (x)

RevKL e� D (x) D(x)

2JS ln(1 + e� D (x)) ln(1 + eD (x))

H 2 e� D (x)=2 eD (x)=2

14



Note that when the JS divergence is used as the objective,f -GAN recovers the

original GAN in (2.1). The f -GAN algorithm to solve (2.6) is summarized in

Algorithm 1.

To take a closer look at the discriminator estimation, we write the discriminator

loss in f -GAN as

L f (D) = EX � p� [l f
1 (X ; D)] + EX � p� [l f

2 (X ; D)]: (2.7)

We note that D � = argminD L f (D) for all f -divergences listed in Table 2.1. This

suggests that the discriminator inf -GAN for various divergences is intended to

estimate the same target,D � . However, limited by the inherent minimax for-

mulation (2.5), f -GAN adopts di�erent discriminator lossesL f (D) for di�erent

f -divergences, all of which in general di�er from the logistic regression that is

the maximum likelihood estimate ofD � . Therefore we expect thatf -GAN suf-

fers from inferior statistical e�ciency, which is formally shown in Section 2.4.

Motivated by this statistical �nding, in the next section, we propose to replace

the estimation method of the discriminator inf -GAN by logistic regression to

leverage the statistical e�ciency of the maximum likelihood estimation.

Algorithm 1: f -GAN

Input: SampleSn , initial parameter � 0, meta-parameterT

1 for t = 0; 1; 2; : : : ; T do

2 Generatex̂ i = G� t (zi ) for i = 1; : : : ; m

3 D̂ t = argminD 2D

�
1
n

P n
i =1 l f

1 (x i ; D) + 1
m

P m
i =1 l f

2 (x̂ i ; D)
�

4 � t+1 = � t � � r � [� 1
m

P m
i =1 l f

2 (G� t (zi ); D̂ t )] for some� > 0

Return: � T

2.2.2 Adversarial Gradient Estimation

Now we formally present our new method. We denote the objective function by

L(� ) = D f (p� ; p� ): (2.8)
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The following theorem enables us to evaluate the gradients of thef -divergence

with respect to the generator parameter� without resorting to the explicit form

of p� (x). It presents a general formula to evaluate gradients that applies to

various f -divergences with the only di�erence being the scaling. The proof is

given in Appendix B.1.

Theorem 2.1. Let r (x) := p� (x)=p� (x) = exp( D � (x)) . Then we have

r � L(� ) = � EZ � pz

�
s� (G� (Z ))r � G� (Z )> r xD � (G� (Z ))

�
; (2.9)

wheres� (x) = f 00(1=r(x)) =r(x) is the scaling factor depending on thef -divergence

used.

Notice that the gradient in (2.9) depends on the unknown or implicit densities

p� and p� . Thus, the gradient cannot be computed directly. To this end, similar

to the adversarial scheme in GANs (but without using the standard minimax

formulation of GANs), we train a discriminator that directly estimates the log-

density ratio D � (x) = ln( p� (x)=p� (x)) from the data using logistic regression.

Formally, for random variableX , let label Y = 1 if X � p� and Y = 0 if X � p� .

That is, the conditional densities arep(xjY = 1) = p� (x) andp(xjY = 0) = p� (x).

Let � � 1 be the ratio of the number of generated data fromp� (x) to the

number of real data fromp� (x). It implies that P(Y = 1) = 1 =(1 + � ) and

P(Y = 0) = �= (1 + � ). While only the situation of � = 1 was considered in [19],

we study the more general situation of� � 1 because in practice, we generate

many more data fromp� (x) in GAN, and thus � is often much larger than1. In

addition, as we will see later, a large� reduces variance, and the variance can

approach that of the maximum likelihood estimate as� ! 1 for well-speci�ed

models.

Given � , the marginal distribution of X is given by

p0(x) =
p� (x)
1 + �

+
�p � (x)
1 + �

: (2.10)
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For the family D of discriminators, by using the Bayes rule, we can derive the

corresponding family of conditional distributions as

pD (yjx) =
ey(D (x)� ln � )

1 + eD (x)=�
; D 2 D ;

where we assume thatkDk1 =
R

jD(x)jp0(x)dx. The population version of logis-

tic regression corresponds to the loss function

Ld(D) = Ep� [ln(1 + e� D (X ) � )] + � Ep� [ln(1 + eD (X )=� )]: (2.11)

The population minimizer is D � = argminD 2D Ld(D):

Given the sampleSn = f x i ; zj ; i = 1; : : : ; n; j = 1; : : : ; mg as in the previous sec-

tion where m = �n , the empirical logistic regression minimizes the loss function

L̂d(D) =
1
n

nX

i =1

ln(1 + e� D (x i ) � ) +
�
m

mX

i =1

ln(1 + eD (G� (zi )) =� ): (2.12)

Let D̂ (x) = argmin D 2D L̂d(D) be the solution to the empirical logistic regression

problem (2.12). As we will show in Section 2.3, under appropriate conditions,

when the sample sizen is su�ciently large, we have D̂ (x) � D � (x).

Next, we introduce the method to learn the generator based on the estimated

discriminator. Given a discriminator D, denote the plug-in estimator for the

gradient in (2.9) by

hD (� ) = �
1
m

mX

i =1

�
s(G� (zi ); D)r � G� (zi )> r xD(G� (zi ))

�
; (2.13)

wheres(x; D) = f 00(1=eD (x))=eD (x) . We can now solve the optimization problem

(2.4) using approximate gradient descent, with gradient estimation based on

Theorem 2.1 and approximation ofD � given by D̂ . This leads to Algorithm 2.

Since the proposed approach involves an adversarially learned discriminator, we

call it Adversarial Gradient Estimation (AGE). Note that for simplicity, we de�ne

the � t with the minimal estimated gradientkhD̂ t
(� t )k as the algorithm output. In

practice, one can use the last iterator� T as the output estimator with a similar
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theoretical guarantee. Let� � = argmin � 2 � L(� ) be the target parameter and

�̂ AGE be the output of the algorithm with a su�ciently large T. We establish the

asymptotic convergence of̂� AGE to � � in Section 2.3, which justi�es the method

statistically.

Algorithm 2: Adversarial Gradient Estimation (AGE)

Input: SampleSn , initial parameter � 0, meta-parameterT

1 for t = 0; 1; 2; : : : ; T do

2 Generatex̂ i = G� t (zi ) for i = 1; : : : ; m

3 D̂ t = argminD 2D

�
1
n

P n
i =1 ln(1+ e� D (x i ) � )+ �

m

P m
i =1 ln(1+ eD (x̂ i )=� )

�

4 � t+1 = � t � �h D̂ t
(� t ) for some� > 0

Return: argmin� t :t=1 ;:::;T khD̂ t
(� t )k

2.2.3 Comparison between AGE and f -GAN

To compare the two algorithms, we notice that lines 4 of Algorithms 1 and 2 are

identical for the samef -divergence in that

r �

�
�

1
m

mX

i =1

l f
2 (G� (zi ); D)

�
= hD (� ):

Hence, for the samef -divergence, AGE andf -GAN algorithms di�er only in

line 3, which corresponds to the estimation method for the discriminator. We

have seen in Section 2.2.1 that the discriminator losses inf -GAN and AGE

share the same population optimal solutionD � . In contrast to f -GAN which

uses di�erent loss functions for di�erent divergences, AGE always adopts logistic

regression (2.11) for estimating the discriminator and hence provides a more

uni�ed treatment for di�erent divergences. More importantly, in Section 2.4,

we will analyze the improved statistical e�ciency in the estimation of both the

discriminator and generator bene�ted from our modi�cation.

In addition, for JS divergence,f -GAN di�ers from the AGE discriminator loss

(2.12) only in the factor of� . When � = 1, or equivalently n = m, both methods
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share the same discriminator loss. In this case, as explained below, both methods

lead to the identical algorithm for JS divergence. However when� > 1, AGE and

f -GAN are di�erent algorithms which result in di�erent statistical properties, as

discussed formally in Section 2.4. In this paper, we do not introduce� correction

into the f -GAN formulation as in (2.11). In fact, for somef -divergences, such

as the KL divergence, thef -GAN objective function with � correction is given

by

Ep� [ln � � D(X )] + � Epz [eD (G� (Z )) =� ];

which is identical to the one without correction.

2.3 General Asymptotic Analysis

In this section, we study the asymptotic properties of the proposed AGE al-

gorithm as well asf -GAN. In Section 2.3.1, we prove a consistency result of

Algorithm 2 under mild assumptions with a nonparametric discriminator fam-

ily. In Sections 2.3.2 and 2.3.3, we consider parametric models, and obtain under

appropriate regularity conditions the typical
p

n-rates of convergence and asymp-

totic normality guarantees for both the discriminator and the generator of AGE

and f -GAN.

Note that our estimator �̂ AGE is de�ned as the output of a procedure rather

than the solution of an optimization problem, which makes the analysis more

involved than the standard asymptotic analysis of an empirical estimator and

requires new techniques. Existing works including Biau et al. [19] that study the

minimax problem like (2.1) cannot handle our case.
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2.3.1 Consistency

We begin with some additional notations. First we explicitly add subscript�

to the optimal discriminator of Theorem 2.1 asD �
� (x) = ln( p� (x)=p� (x)) , the

estimated discriminator D̂ � = argmin L̂d(D) in (2.12), and to the marginal dis-

tribution of (2.10) as p0;� . We then de�ne h0
D (z; � ) as

h0
D (z; � ) = � s(G� (z); D)r � G� (z)> r xD(G� (z)) ; (2.14)

so that hD (� ) of (2.13) can be written as the average ofh0
D (zi ; � ) for i = 1; : : : ; m.

Moreover, we leth0(z; � ) = h0
D �

�
(z; � ).

To characterize the consistency of the estimated discriminator and generator, we

assume the following regularity conditions.

A1 For all x 2 X , D �
� (x) and r xD �

� (x) are Lipschitz continuous with respect

to � .

A2 The parameter space� is compact and contains� � as an interior point.

A3 The modeled discriminator classD is compact, and contains the true class

f D �
� : � 2 � g.

A4 On any compact subsetK of X , functions in D have uniformly bounded

function values, gradients and Hessians, i.e., there existsB > 0 such that

8D 2 D , 8x 2 K , we havejD(x)j � B , kr D(x)k � B and jtr (r 2D(x)) j �

B .

A5 On any compact subsetK of X , function classesD and fr D(x) : D 2 Dg

are uniformly Lipschitz continuous with respect tox, i.e., there exists̀ > 0

such that everyD 2 D and r D are `-Lipschitz continuous overx 2 K .

A6 For all � 2 � , Ep0;� (x) [supD 2D jD(X )j2] < 1 andEp0;� (x) [supD 2D kr D(X )k2]

< 1 .

A7 Epz [sup� 2 � ;D 2D kh0
D (Z ; � )k] < 1 and Epz [sup� 2 � ;D 2D jD(G� (Z )) j] < 1 .
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A8 Epz kr � G� (Z )k2 is uniformly bounded.

A9 The objective function L(� ) is smooth with respect to� and satis�es the

Polyak-Šojasiewicz (PL) condition in De�nition 1.2, i.e., there existsc > 0

such that for all � 2 �

L(� ) � L(� � ) � ckr L(� )k2
2:

Remark 2.1. Here, conditionA1 is about the distributions p� and p� . Condition

A2 is a common requirement on the parameter space of� . Conditions A3 -

A5 impose requirements on the modeled discriminator classD, where A3 is a

common regularity condition for statistical estimation,A4 assumes the uniform

boundedness andA5 assumes the uniform Lipschitz continuity of functions and

derivatives in D. Note that both properties are assumed on a compact subset,

which is much easier to be satis�ed than on the whole sample space. Conditions

A6 and A7 are the set of envelope conditions [28] to guarantee some uniform

convergence statements. ConditionA8 assumes a certain kind of smoothness

of the generator. ConditionA9 is about the objective function, where the PL

condition asserts that the suboptimality of a model is upper bounded by the

norm of its gradient, which is a weaker condition than assumptions commonly

made to ensure convergence, such as (strong) convexity. Recent literature showed

that the PL condition holds for many machine learning scenarios including some

deep neural networks [29, 30]. To better understand these conditions, we provide

a simple concrete example in Appendix B.5, where all these assumptions hold.

We now show in the following theorem that under appropriate conditions, the

gradient estimator hD̂ �
(� ) is a uniformly consistent estimate of the true gradient

r L(� ). The proof is given in Appendix B.2.1.

Theorem 2.2. Under conditions A1-A8, we have asn ! 1

sup
� 2 �

khD̂ �
(� ) � r L(� )k

p
! 0: (2.15)
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Based on the consistency of the gradient estimator, we obtain the consistency of

Algorithm 2 in the following theorem whose proof is given in Appendix B.2.2.

Theorem 2.3. Under conditions A1-A9, we haveL(�̂ AGE )
p

! L(� � ), as n ! 1 .

Remark 2.2. Throughout the paper, �̂ AGE is the output of Algorithm 2 with

a su�ciently large T = � (n). In addition, whenever we study the deviation

�̂ AGE � � � , they are associated with the samef -divergence. Note that in cases

with model misspeci�cation, � � may di�er for di�erent f -divergences.

We then add the identi�ability assumption and achieve the consistency in terms

of the parameter in Corollary 2.1, whose proof is given in Appendix B.2.3. Such

a parameter identi�ability assumption is standard in asymptotic statistical anal-

ysis.

A10 For all � such that L(� ) ! L(� � ), we have� ! � � .

Corollary 2.1. Under conditions A1-A10, we havê� AGE
p

! � � , as n ! 1 .

In the next few sections, motivated by Biau et al. [19], we will consider para-

metric models where both the generatorG and the discriminator D belong to

�nite-dimensional parametric function classes. Under the consistent condition of

Theorem 2.3, we will consider the asymptotic properties of the learned generator

and discriminator, as well as their asymptotic e�ciency.

2.3.2 Asymptotic Normality of Discriminator

Now we consider a parametric discriminator family with parameter 2 	 . For

unifying analysis, we de�nel1(x;  ) = ln(1 + e� D  (x) � ) and l2(x;  ) = � ln(1 +

eD  (x)=� ): Then the discriminator loss functions in (2.11) and (2.12) can be

respectively written as

Ld( ; � ) = Ep� (x) [l1(X ;  )] + Ep� (x) [l2(X ;  )];
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and

L̂d( ; � ) =
1
n

nX

i =1

l1(x i ;  ) +
1
m

mX

i =1

l2(G� (zi );  );

where we explicitly express the dependency on� in the loss functions. Given� ,

we de�ne the target parameter � and the empirical estimator ̂ AGE respectively

by

 � (� ) = argmin
 2 	

Ld( ; � );  ̂ AGE (� ) = argmin
 2 	

L̂d( ; � ):

Analogously, for f -GAN discriminator loss function (2.7), we denotel f
i (x;  ) =

l f
i (x; D  ); i = 1; 2, the population loss by

L f ( ; � ) = EX � p� [l f
1 (X ;  )] + EX � p� [l f

2 (X ;  )];

and the empirical loss by

L̂ f ( ; � ) =
1
n

nX

i =1

l f
1 (x i ;  ) +

1
m

mX

i =1

l f
2 (G� (zi );  ):

To clarify the notations of various loss functions, throughout the paper,L and L̂

without subscripts stand for the population and empirical loss for the generator,

respectively;Ld and L̂d with subscript d denote the population and empirical loss

for the discriminator in the AGE method; L f and L̂ f with subscript f denote

the population and empirical loss for the discriminator in thef -GAN method.

Since we have established the consistency of generator estimator�̂ AGE , we now

restrict our discussion in the following sections in a bounded neighborhoodN (� � )

of � � . We assume the following regularity conditions hold for all� 2 N (� � ).

B1 The parameter space	 is compact and contains � (� ) as an interior point,

satisfying D  � (� ) = D �
� . Ld( ; � ) and L f ( ; � ) achieve the unique minimum

at  � (� ).

B2 For all x 2 X , l i (x;  ) and l f
i (x;  ) are three times continuously di�eren-

tiable with respect to  , for i = 1; 2.

B3 The Hessiansr 2
 Ld( � (� ); � ) � 0 and r 2

 L f ( � (� ); � ) � 0.
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B4 Ep� [sup jl1(X ;  )j] < 1 , Ep� [sup jl2(X ;  )j] < 1 , Ep� [sup kr 2
 l1(X ;  )k]

< 1 , and Ep� [sup kr 2
 l2(X ;  )k] < 1 , which also hold analogously for

l f
1 ; l f

2 .

In the following two theorems, we obtain the consistency and more importantly

the asymptotic normality of the estimated discriminator parameter. See Ap-

pendix B.2.4 and B.2.5 for the proofs, respectively.

Theorem 2.4. Under conditions B1-B4, for all � 2 N (� � ), we have ̂ AGE (� )
p

!

 � (� ) as n ! 1 .

Theorem 2.5. Under conditions B1-B4, for all � 2 N (� � ), as n ! 1 , we have

p
n

�
 ̂ AGE (� ) �  � (� )

� d! N (0; � d(� )) ;

where� d(� ) := H � 1
d VdH � 1

d , Hd := r 2
 Ld( � (� ); � ), and

Vd := Var p� (r  l1(X ;  � (� ))) + Var p� (r  l2(X ;  � (� ))) =�:

We then give out the analogous results onf -GAN discriminator estimation. Let

 ̂ f -GAN (� ) = argmin
 2 	

L̂ f ( ; � );

and �̂ f -GAN be the output of Algorithm 1. For simplicity, we assume the con-

sistency of  ̂ f -GAN and �̂ f -GAN as follows, which can be derived similarly as in

Theorems 2.2, 2.3 and 2.4 under some suitable regularity conditions.

Assumption 2.1 (f -GAN consistency). As n ! 1 , we have ̂ f -GAN (� )
p

!  � (� )

for all � 2 N (� � ), and �̂ f -GAN
p

! � � .

The following theorem presents the asymptotic normality off -GAN discrimina-

tor estimation. See Appendix B.2.6 for the proof. In Section 2.4.1, we take a

closer look at the asymptotic variances of discriminator estimation of AGE and

f -GAN, and compare their asymptotic e�ciency.
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Theorem 2.6. Under Assumption 2.1 and conditions B1-B4, for all� 2 N (� � ),

as n ! 1 , we have
p

n( ̂ f -GAN (� ) �  � (� )) d! N (0; � f (� )) , where � f (� ) :=

H � 1
f Vf H � 1

f with H f := r 2
 L f ( � (� ); � ) and Vf := Var p� (r  l f

1 (X ;  � (� ))) +

Varp� (r  l f
2 (X ;  � (� ))) =�:

2.3.3 Asymptotic Normality of Generator

We proceed to study the asymptotic normality guarantees of the learned gen-

erator. Again some additional notations are needed. We rewrite the objective

function of the generator in (2.8) as

L(� ) = EZ � pz [lg(Z ; � )]; lg(z; � ) = eD �
� (G� (z)) f

�
e� D �

� (G� (z))
�

:

The empirical loss given sampleSn can be written as

L̂ (� ) =
1
m

mX

i =1

lg(zi ; � ): (2.16)

To obtain the asymptotic distribution of �̂ AGE , we assume the following regularity

conditions.

C1 The parameter space� is compact and contains� � as an interior point.

Lg(� ) achieves the unique minimum at� � .

C2 For all z 2 Z , lg(z; � ) is three times continuously di�erentiable and smooth

with respect to � .

C3 The HessianEpz [r 2
� lg(Z ; � � )] � 0.

C4 Epz [sup� jlg(Z ; � )j] < 1 .

We now present the asymptotic normality of the AGE estimator̂� AGE , followed by

an analogous result forf -GAN estimator �̂ f -GAN . See Appendix B.2.7 and B.2.8

for the proofs and more insights on the asymptotic behavior of GAN algorithms.
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Theorem 2.7. Under sets A-C of conditions, we have asn ! 1 ,

p
n(�̂ AGE � � � ) d! N (0; � );

where the asymptotic variance is given by� = Var( � + � ) with

� := � H � 1
g h0(Z ; � � )=

p
�;

� := H � 1
g CH � 1

d

h
r  l1(X ;  � ) + r  l2(G� � (Z );  � )=

p
�

i
;

where Hg := r 2
� L(� ), C := r  E[h0

D  
(Z ; � � )]j  � (� � ) and Hd is de�ned in Theo-

rem 2.5.

Theorem 2.8. Under conditions B1-B4 and Assumption 2.1, we have asn !

1 ,
p

n(�̂ f -GAN � � � ) d! N (0; � f );

where the asymptotic variance is given by� f = Var( � + � f ) with

� := � H � 1
g h0(Z ; � � )=

p
�

� f := H � 1
g CH � 1

f

h
r  l f

1 (X ;  � ) + r  l f
2 (G� � (Z );  � )=

p
�

i
:

When we consider the JS divergence and� = 1 (i.e., the real data sample and

generated sample share the same sample sizen = m), the above result recovers

[19, Theorem 4.3]. It is also important to point out that the asymptotic variance

with � = 1 as derived in Biau et al. [19] is not the best possible that can be

achieved by GAN. Note that by Theorem 2.8, as� grows, the variance of̂� f -GAN

actually decreases, indicating a more e�cient estimator than� = 1. It will be

shown later that in the case of the correctly speci�ed model, with an appropri-

ately chosen local discriminator family, one can achieve the optimal variance with

� ! 1 , matching that of the maximum likelihood estimate. Furthermore, for

misspeci�ed generator models (which is also considered in Biau et al. [19]), we

will show in Section 2.4.2 that the AGE estimator�̂ AGE is asymptotically more

e�cient than the f -GAN estimator �̂ f -GAN for �xed � > 1.
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In the next two sections, we will study the consequences of the asymptotic the-

ory developed in this section, and analyze generative algorithms both with and

without model misspeci�cation.

2.4 Model Misspeci�cation

As mentioned in Section 2.1, in most GAN applications, the true distributionp�

is so complex that the generative model will be misspeci�ed, which is formally

stated in Assumption 2.2. In this section, we compare AGE withf -GAN un-

der this common case and show the superiority of AGE in terms of asymptotic

e�ciency of estimating both the discriminator and the generator.

Assumption 2.2 (Generative model misspeci�cation). There does not exist� 2

� such thatp� (x) = p� (x) almost everywhere.

However, we assume that the discriminator is still well-speci�ed in that for any

� 2 � , D �
� (x) = ln( p� (x)=p� (x)) 2 D . Similar to Biau et al. [19], we can also tol-

erate a small approximation error in the discriminator, which makes no essential

di�erence. In general, such an assumption is consistent with practical applica-

tions because it is much easier to �nd a good discriminator (binary classi�er) to

predict conditional distributions using neural networks than a good generator.

2.4.1 Discriminator E�ciency

In Theorems 2.5 and 2.6, we have the asymptotic normality of AGE estimator

 ̂ AGE and f -GAN estimator  ̂ f -GAN for the discriminator. To compare their

asymptotic e�ciency, we explicitly compute the asymptotic variances of the dis-

criminators of AGE and f -GAN for all f -divergences listed in Table 2.1. The

results are summarized in Theorem 2.9, which indicates that̂ AGE is asymptot-

27



ically more e�cient than  ̂ f -GAN . See Appendix B.3.1 for the calculations and

proof.

Theorem 2.9. Suppose Assumptions 2.1-2.2 and conditions B1-B4 hold. With-

out loss of generality, suppose the �rst dimension of the parameter corresponds

to the intercept, i.e., the �rst entry of r  D  (x) equals 1. Then Table 2.3 explic-

itly lists the asymptotic variances of interest, all of which we assume to be �nite.

Furthermore, for 1 < � < 1 , for all � 2 N (� � ), the asymptotic variances of

AGE estimator  ̂ AGE (� ) and f -GAN estimator  ̂ f -GAN (� ) satisfy � d(� ) � � f (� ).

Table 2.3: Discriminator asymptotic variances. The �rst line is AGE and the

remaining four lines aref -GAN for various divergences. We use subscriptsk; r; j

and h to stand for KL, reverse KL, JS divergence and squared Hellinger distance,

respectively. � 0 is a matrix whose �rst diagonal entry is 1 while all other entries

are 0 and� 0
0 = (1 + 1 =� )� 0.

Method Variance

AGE � d = E� 1
p�

� p�
p� + p� =� r  D  �


 2�
� � 0

0

f -KL � k = E� 1
p�

�
r  D  �


 2�
Ep�

� p� + p� =�
p�

r  D  �

 2�

E� 1
p�

�
r  D  �


 2�
� � 0

0

f -RevKL � r = E� 1
p�

�
r  D  �


 2�
Ep�

� p� + p� =�
p�

r  D  �

 2�

E� 1
p�

�
r  D  �


 2�
� � 0

0

f -2JS � j = E� 1
p�

� p�
p� + p�

r  D  �

 2�

Ep�

� p� (p� + p� =� )
(p� + p� )2 r D 
 2

�
E� 1

p�

� p�
p� + p�

r D 
 2
�

� � 0
0

f -H 2 � h = E� 1
p�

� q p�
p�

r  D  �

 2�

Ep�

� p� + p� =�
p�

r  D  �

 2�

E� 1
p�

� q p�
p�

r  D  �

 2�

� � 0
0

As suggested in Theorem 2.9, the two crucial assumptions for AGE to enjoy more

e�cient discriminator estimation than f -GANs are model misspeci�cation and

a �nite � . Regarding model speci�cation, in the rare case where the model is

correctly speci�ed, whenp� = p� , all variances are identical. However, this almost
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never happens in applications of GANs. Moreover, empirically one observes that

at the early stage of the algorithms, the two distributionsp� and p� often di�er

signi�cantly. In such case, the asymptotic variance of discriminator estimation

in AGE is strictly smaller than those in f -GANs. Therefore, one can expect

that the AGE algorithm is more robust empirically. This is con�rmed by the

simulation results illustrating that in some cases AGE has much smaller variances

than f -GAN.

Regarding the ratio � of the real and generated sample sizes, we notice that all

the variances (ingoring the intercept) decreases as� grows. More speci�cally, we

have the following proposition, which suggests as� ! 1 , f -GAN-KL becomes

as e�cient as AGE, while f -GANs for the other three divergences still remains

inferior to AGE. See Appendix B.3.2 for the proof. In practice, due to the

computational complexity, only a �nite � is applicable, in which case AGE is

favored.

Proposition 2.1. Under Assumption 2.2, for all � 2 � , as � ! 1 , we have

k� k(� ) � � d(� )k = � (1=� ), and k� f (� ) � � d(� )k = � (1) for f = r; j; h .

2.4.2 Generator E�ciency

In Theorems 2.7 and 2.8, we have the asymptotic normality of AGE estima-

tor �̂ AGE and f -GAN estimator �̂ f -GAN for the generator. We �rst simplify the

asymptotic variances of�̂ AGE and �̂ f -GAN as follows to obtain more informative

conclusions:

� = H � 1
g C� d;� � C> H � 1

g +
1
�

H � 1
g

�
E[h0(Z ; � � )h0(Z ; � � )> ] + � c + � >

c

�
H � 1

g ; (2.17)
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where � d;� � := � d(� � ) is the asymptotic variance of ̂ AGE (� � ) at the optimal

generator� � , and � c := Cov
�

� h0(Z ; � � ); CH � 1
d r  l2(G� � (Z );  � (� � ))

�
.

� f = H � 1
g C� f;� � C> H � 1

g +
1
�

H � 1
g

�
E[h0(Z ; � � )h0(Z ; � � )> ] + � f

c + � f
c

>
�

H � 1
g ;

(2.18)

where� f;� � := � f (� � ) and � f
c := Cov

�
� h0(Z ; � � ); CH � 1

f r  l f
2 (G� � (Z );  � (� � ))

�
.

Now we compare the asymptotic variances� and � f under model misspeci�ca-

tion. We notice that for a particular f -divergence, they only di�er in two terms:

� d;� � and � c in (2.17) versus� f;� � and � f
c in (2.18). By Theorem 2.9, we know

� d;� � � � f;� � under model misspeci�cation, so the �rst term in � is small than

the �rst term in � f . However, theoretical comparison of the covariance terms

� c and � f
c in general cases remains open due to the complication in calculating

the covariance terms.

We analyze their di�erence as follows. From Proposition 2.1, we know that for

the reverse KL, JS divergence and squared Hellinger distance, the di�erence in

the �rst terms of (2.17) and (2.18) is of orderO(1), while the di�erence in the

second terms is of orderO(1=� ). Hence, we can set a large enough� such that

the overall variances satisfy� � � f , for f = r; j; h . For the KL divergence,

however, the di�erences in both the �rst and the second terms of� and � k are

of O(1=� ), which indicates that when� becomes su�ciently large, AGE-KL and

f -GAN-KL achieves the same asymptotic variance in generator estimation. This

is consistent with the discriminator behavior in the KL case. Nevertheless, for

more practical cases with �nite � , we consider a one-dimensional special case

and explicitly compute � c and � f
c based on numerical integration. As shown in

Figure 2.1, AGE-KL always achieves a smaller covariance term thanf -GAN-KL

with varying � . Moreover, we conduct simulations in Section 2.6 to empirically

demonstrate that AGE generally achieves smaller variances thanf -GAN for all

divergences with a wide range of �nite� .
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Figure 2.1: Values of� c (AGE-KL) and � f
c (f -GAN-KL) in the Laplace-Gaussian

example described in Section 2.6.2 with� varying from 1 to 104.

Alternatively, one may consider using two independent samples in updating the

discriminator and generator. Formally, suppose we have two independent sam-

ples S1
n = f x1; : : : ; xn ; z1

1; : : : ; z1
mg and S2

m = f z2
1; : : : ; z2

mg, where x i 's are i.i.d.

samples fromp� , z1
i 's and z2

i 's are i.i.d. samples frompz. We useS1
n to estimate

the discriminator in AGE and f -GAN (line 3 of Algorithms 1 and 2) and S2
m

to update the generator (line 4 of Algorithms 1 and 2). This scheme is feasible

in practice because we can generate as many dataG(Z) as we desire by �rst

drawing Z from pz and then transforming it using generatorG.

Under the two-sample scheme, the asymptotic results still hold where the covari-

ance term in asymptotic variance (2.17) becomes

� c = Cov
�

� h0(Z1; � � ); CH � 1
d r  l2(G� � (Z2);  � (� � ))

�
= 0;

where Z1 and Z2 independently followspz. Similarly, the covariance term� f
c

in (2.18) also becomes a zero matrix. Then the asymptotic variances� and

� f di�er only in � d;� � versus� f;� � . Since� d;� � � � f;� � under model misspeci-

�cation, we immediately have � � � f , that is, the AGE estimator �̂ AGE has a

smaller asymptotic variance thanf -GAN estimator �̂ f -GAN . This directly sug-
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gests how the generator estimation bene�ts from the e�cient discriminator esti-

mation adopted by AGE.

2.5 Correct Model Speci�cation

When the generative model is correctly speci�ed, let� � 2 � be such that

p� � (x) = p� (x), a.e. Then� � is naturally the target parameter de�ned earlier by

argmin� 2 � L(� ) for various f -divergences. Therefore, the �rst interesting ques-

tion is how di�erent f -divergences behave in estimating the common true value

� � . Moreover, it is well known that when the model is correctly speci�ed, under

mild regularity conditions, maximum likelihood estimation (MLE) achieves the

optimal parametric e�ciency among the class of asymptotically unbiased estima-

tors. Thus, another intriguing question is about the relationship between GAN

and MLE, in particular, how GAN behaves compared with MLE and whether

GAN can be as optimal as MLE in terms of statistical e�ciency. Although in

most applications we do not enjoy correct model speci�cation, this section is

mainly devoted to theoretical understanding, in which we satisfactorily answer

the above questions.

2.5.1 Various f -GANs Are Asymptotically Equivalent

We have the following corollary from the general asymptotic normality results in

Theorems 2.7 and 2.8. See Appendix B.4.1 for the proof.

Corollary 2.2. Assumep� 2 f p� : � 2 � g. Under sets A-C of conditions, as

n ! 1 , we have
p

n(�̂ AGE � � � ) d! N (0; � 0) and
p

n(�̂ f -GAN � � � ) d! N (0; � 0),

where� 0 := H 0
g

� 1C0� 0
d;� � C0> H 0

g
� 1 with H 0

g := E
�
r � [r � G� � (Z )> r xD �

� � (G� � (Z ))]
�
,

C0 := E[r � G� � (Z )> r  r xD  (G� � (Z )) j  � (� � ) ], and � 0
d;� � := (1+1 =� )E� 1

p�
[r  D  �


 2]

� � 0
0, all of which do not depend on thef -divergence used.
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In Corollary 2.2, we �nd that the asymptotic distributions of both AGE estima-

tor �̂ AGE and f -GAN estimator �̂ f -GAN for all f -divergences listed in Table 2.1

are the same, which indicates that under the circumstances with correct model

speci�cation, AGE and f -GAN for all f -divergences are asymptotically equiv-

alent. Their di�erence only comes out in the case of a misspeci�ed generative

model, where AGE is provably favorable, as shown earlier in Section 2.4.

2.5.2 Optimal GAN

This section discusses the relationship between GAN and MLE. We start with a

simple example of estimating the mean of a multivariate Gaussian distribution,

where we show that GAN can achieve the optimal (among the class of asymp-

totically unbiased estimators) e�ciency of MLE. Then we extend beyond the

Gaussian case and propose a local GAN approach that can provably be as e�-

cient as MLE under general circumstances. Note from the previous section that

in the correctly speci�ed case, AGE andf -GAN are asymptotically equivalent,

so here we only study the AGE algorithm as a representative of GANs.

Gaussian mean estimation

Consider the true distribution p� = N (� 0; I d), where � 0 2 Rd is the mean vec-

tor and I d denotes ad-dimensional identity matrix. The goal is to learn the

mean vector � 0 using a generator classf G� (Z ) = � + Z : � 2 � g, where

Z � N (0; I d) and � is a compact parameter space containing the true value

� � = � 0 as an interior point. The induced generated distribution is given by

p� (x) = exp( � (d ln(2� ) + � > � )=2 + � > x � x> x=2).

Given an i.i.d. samplef x1; : : : ; xng from p� , the maximum likelihood estimator
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is de�ned by

�̂ MLE = argmax
� 2 �

1
n

nX

i =1

ln p� (x i ): (2.19)

According to the classical MLE theory [31, Theorem 3.10], we have asn ! 1 ,

p
n(�̂ MLE � � � ) d! N (0; I (� � )� 1);

where the asymptotic variance is the Fisher information

I (� � ) = � Ep� [r 2
� ln p� � (x)] = I d

which achieves the Cramér-Rao lower bound of� .

Note that when solving (2.19) analytically or using gradient descent, one lever-

ages the explicit form ofp� (x). Now we consider utilizing such information in an

alternative way under the GAN framework. We obtain the optimal discriminator

for each generator� in the following form

D �
� (x) = ln( p� (x)=p� (x)) = ( � 0 � � )> x + � > � + � >

0 � 0;

which motivates us to construct a linear discriminator class

D = f D  (x) =  0 +  >
1 x :  0 2 R;  1 2 Rd;  = (  0;  >

1 )> 2 	 g;

where	 is a compact subset ofRd+1 containing the optimal discriminator class

f  � 2 Rd+1 : D  � = D �
� ; � 2 � g. Hence this example is a relatively simple case

of GAN in the sense that both the discriminator and the generator are linear.

The following corollary for the AGE estimator �̂ AGE can be obtained from the

general asymptotic normality result in Theorem 2.7. See Appendix B.4.2 for the

proof.

Corollary 2.3. Under the above scenario, asn ! 1 , we have

p
n(�̂ AGE � � � ) d! N (0; (1 + 1=� )I d):
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Here we focus only on the statistical complexity concerning the sample sizen of

the real data, while do not care about the computational complexity. In practice,

we can generate as many dataG(Z) as we desire by �rst drawingZ from pz and

then transforming it using G. Therefore in practice, we can use a large� if we

ignore its computational complexity. Notice in Corollary 2.3 that as� ! 1 , the

asymptotic variance of�̂ AGE approachesI d = I (� � )� 1 which coincides with that

of MLE. This suggests that if we take� = n for eachn, then asn ! 1 , GAN

achieves the same asymptotic variance as that of MLE. Therefore, in this case,

GAN is asymptotically as e�cient as MLE.

Local GAN with score discriminator

Next, we consider a general true distributionp� and a general generatorG� (Z ),

with Z � N (0; I ), which induces the generated distribution classf p� : � 2 � g.

Here, unlike the Gaussian case, globally we no longer have a linear discriminator

class. However, as we will elaborate next, given a root-n consistent generator

estimator, locally there exists a linear discriminator class with the Fisher score

as its feature, which can be utilized to develop a local GAN algorithm that can

provably achieve the same asymptotic variance as MLE.

Let S(� ; x) = r � ln p� (x) be the score function. Although in most GAN appli-

cations, S(� ; x) cannot be explicitly computed (e.g., when the generatorG� is

a multilayer perceptron with the ReLU activation function), here to study the

relationship between GAN and MLE, since MLE utilizes the explicit form of the

score, we also assume it can be computed, which can be readily generalized to

the case with a root-n consistent score estimator.

Suppose the following regularity conditions hold, where conditionsD1-D3 are

commonly required in the asymptotic theory of MLE, and conditionD4 is re-

quired for the generator, which can be easily shown to hold in the above Gaussian
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case.

D1 The support f x 2 X : p� (x) > 0g is independent of� .

D2 For all x 2 X , the density p� (x) is three times di�erentiable with respect

to � .

D3 For all � 2 � , Ep� [r � p� (X )] = 0 and

Ep� [�r 2
� p� (X )] = Ep� [r � p� (X )r � p� (X )> ] =: I (� ) � 0:

D4 For all z 2 Z , S(� 0; G� (z)) is continuous with respect to(� 0; � ) 2 � 2 and

sup� 0;� 2 � Epz [r S(� 0; G� (Z ))] < 1 .

Under conditionsD1-D3, the MLE, de�ned by (2.19), satis�es

p
n(�̂ MLE � � � ) d! N (0; I (� � )� 1)

as n ! 1 , where now the Fisher information is no longer an identity matrix as

in the Gaussian example.

Now we describe the approach to make GAN as e�cient as MLE. According

to Theorem 2.7, we can obtain a root-n consistent estimator�̂ (i.e., k�̂ � � � k =

Op(1=
p

n)) by adopting the AGE algorithm normally, whose asymptotic variance,

however, may not be optimal. Then based on̂� , we adopt a local GAN within a

neighborhood of� � with a radius of orderOp(1=
p

n). When k� � � � k = O(1=
p

n),

we have for allx 2 X ,

D � (x) = ln( p� � (x)=p� (x)) = ( � � � � )> S(� � ; x) + O(1=n); (2.20)

where the leading term is linear with respect to the scoreS(� � ; x). Due to the

root-n consistency of̂� , we have for allx 2 X that S(�̂ ; x) � S(� � ; x) = Op(1=
p

n).

Then we replace the score at the unknown true value� � in (2.20) by the score

at its estimator and obtain

D � (x) = ( � � � � )> S(�̂ ; x) + Op(1=n):
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This motivates us to construct discriminators with the estimated score as the

feature, which gives a linear discriminator class in terms of the score

D l = f D  (s) =  > s :  2 	 g;

where	 is a compact subset ofRd� containing the approximate optimal discrim-

inator classf  � = � � � � : � 2 � g, and d� is the dimension of� .

Based on the linear score discriminator, the gradient estimator (2.13) can be

written as

~h (� ) =
1
m

mX

i =1

h
�r � S(�̂ ; G� (zi ))> r sD  (S(�̂ ; G� (zi )))

i
:

Note that since variousf -divergences lead to asymptotically equivalent algo-

rithms in the correctly speci�ed case by Corollary 2.2, here we use the gradient

estimator corresponding to the reverse KL divergence which has the simplest

scaling factor, 1. We summarize the whole procedure of local GAN in Algorithm

3.

Algorithm 3: Local GAN

Input: SampleSn , meta-parameterT

1 Obtain an initial estimator �̂ , e.g., from Algorithm 2

2 Initial parameter � 0 = �̂

3 for t = 0; 1; 2; : : : ; T do

4 True scoressi = S(�̂ ; x i ) for i = 1; : : : ; n

5 Generated scoreŝsi = S(�̂ ; G� t (zi )) for i = 1; : : : ; m

6  ̂ t = argmin  2 	

�
1
n

P n
i =1 ln(1+ e� D  (si ) � )+ �

m

P m
i =1 ln(1+ eD  (ŝi )=� )

�

7 � t+1 = � t � � ~h ̂ t
(� t ) for some� > 0

Return: argmin� t :t=1 ;:::;T k~h ̂ t
(� t )k

Let �̂ local be the output of Algorithm 3 with a su�ciently large T = � (n).

Then the following corollary from Theorem 2.7 provides the asymptotic normality

result of the local GAN estimator, whose proof is given in Appendix B.4.3.

37



Corollary 2.4. Under the above scenario and conditions D1-D4, asn ! 1 , we

have
p

n(�̂ local � � � ) d! N
�
0; (1 + 1=� )I (� � )� 1

�
:

Similar to the discussion in the Gaussian case, without the worry of computa-

tional complexity, by letting � = n, the asymptotic variance of�̂ local becomes

identical to that of MLE. Therefore, in this more general case, as long as we

have access to an in�nite amount of generated data, GAN can be asymptotically

as e�cient as MLE through the process of local GAN. In other cases where a

larger discriminator class is adopted, the variance of GAN may be consequently

enlarged, resulting in a less e�cient estimator.

2.6 Empirical Analysis

In this section, we provide simulation studies on the estimation performance

of both the discriminator and the generator, and compare our method withf -

GANs. The experiments on real data are presented in Appendix B.6 and all

implementation details are described in Appendix B.7.

2.6.1 Discriminator estimation

This section illustrates the results in Sections 2.3.2 and 2.4.1 regarding the dis-

criminator estimation. We consider a classi�cation task of two 2-dimensional

Gaussians whose means and variances are di�erent, i.e.,p1 = N ((0; 0); � 2
1I 2) and

p2 = N ((� 2; � 2); � 2
2I 2), where � 2 2 R determines the distance between the two

distributions, � 2
1 = 0:1 and � 2

2 = 0:05. We regardp1 as the real data distribution

and p2 as the generated distribution. Then the optimal discriminator is given by

D � (x) = ln( p1(x)=p2(x)) = ln
� 2

2

� 2
1

+
� 2

2

� 2
2

�
� 2

� 2
2
(x1 + x2) +

1
2

�
1
� 2

2
�

1
� 2

1

�
(x2

1 + x2
2);
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wherex = ( x1; x2)> . We assume a quadratic discriminator classD = f D  (x) =

 0 +  1x1 +  2x2 +  3x2
1 +  4x2

2 +  5x1x2 :  2 	 g where 	 is a compact

subset of R6 containing  � associated withD � . We adopt the discriminator

estimation methods in AGE and variousf -GANs to estimate  � . Suppose we

are given an imbalanced samplef X i
i.i.d.� p1; i = 1; : : : ; n; X i

i.i.d.� p2; i = n +

1; : : : ; n+ mg, wheren = 104 and m = 10n. As � 2 increases, the two distributions

become farther away from each other, which corresponds to a higher level of

misspeci�cation in a task of generative modeling.

Table 2.4 shows the estimation results of di�erent methods as the misspeci�ca-

tion level increases, where two metrics are reported: the sum of the empirical

variances of each dimension, Var=
P 5

i =0 V̂ar(  ̂ i ), and the sum of the estimated

squared biases of each dimension, Bias2 =
P 5

i =0 (Ê ̂ i �  �
i )2, where the empirical

variances and means are obtained from 500 random repetitions. In Section 2.3.2,

we prove or assume the consistency of̂ to  � using AGE or f -GANs, respec-

tively, which is veri�ed in the simulations in that the biases are much smaller

than variances. As to statistical e�ciency, AGE always has the lowest variance.

As � 2 grows, which corresponds to the case with more severe model misspeci�ca-

tion, all methods become less e�cient while AGE exhibits even more signi�cant

advantages compared with others.

Next, we take the ratio� = m=n into account and study its role in the estimation

of the discriminator using di�erent approaches. Table 2.5 shows the estimation

results as� grows with n = 1000 �xed, where the metrics are computed similarly

as in Table 2.4. As more and more negative samples fromp2 are available,

all methods become more statistically e�cient. Speci�cally, compared withf -

GAN-KL, AGE has much smaller variances when� is small, while as� becomes

su�ciently large, their variances become close. However, we notice that even

in this simple simulation setting, � needs to be very large forf -GAN-KL to

perform comparably to AGE, which means high computational complexity. The
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discriminator losses off -GAN for the other three divergences perform obviously

worse than AGE even when� is fairly large. For JS, as mentioned earlier, when

� = 1, f -GAN or GAN are identical to AGE, but for general cases with� > 1,

AGE outperforms GAN. All these empirical �ndings are consistent with the

theoretical results in Section 2.4.1.

Table 2.4: Results of discriminator estimation for varying distances between the

two classes, where the last four columns of each subtable correspond to thef -

GAN for a particular divergence, e.g.,f -RKL means f -GAN for the reverse KL

divergence.

(a) Var

� 2 AGE f -KL f -RKL f -JS f -H 2

0 0.0400 0.1069 0.0616 0.0482 0.0428

0.1 0.0477 0.1785 0.0750 0.0566 0.0509

0.2 0.0627 0.6809 0.1248 0.0789 0.0725

0.3 0.0958 2.5991 0.3448 0.1378 0.1263

0.4 0.1747 9.6381 1.4361 0.2458 0.2908

0.5 0.3823 26.621 9.1281 0.6790 0.7074

(b) Bias2

� 2 AGE f -KL f -RKL f -JS f -H 2

0 0.0001 0.0028 0.0003 0.0003 0.0002

0.1 0.0001 0.0108 0.0004 0.0003 0.0002

0.2 0.0002 0.1620 0.0004 0.0003 0.0003

0.3 0.0002 1.4570 0.0009 0.0005 0.0003

0.4 0.0003 3.5922 0.0196 0.0012 0.0011

0.5 0.0004 16.366 0.6542 0.0013 0.0023
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Table 2.5: Results of discriminator estimation for varying� .

(a) Var

� AGE f -KL f -RKL f -JS f -H 2

1 1.8423 16.258 2.2940 1.8423 2.3744

10 0.6259 3.0741 1.3320 0.8691 0.6984

102 0.3635 0.9131 1.3051 0.7522 0.5391

103 0.2895 0.4636 1.2998 0.6983 0.5227

104 0.2412 0.2857 1.2751 0.6885 0.5127

5 � 104 0.2415 0.2517 1.2534 0.6790 0.5132

(b) Bias2

� AGE f -KL f -RKL f -JS f -H 2

1 0.0052 7.1760 0.0083 0.0052 0.0510

10 0.0023 0.9532 0.0080 0.0036 0.0053

102 0.0035 0.1548 0.0030 0.0029 0.0021

103 0.0010 0.0166 0.0026 0.0017 0.0018

104 0.0007 0.0031 0.0014 0.0012 0.0015

5 � 104 0.0008 0.0037 0.0017 0.0008 0.0011

2.6.2 Generator estimation

This section illustrates the results in Sections 2.3.1, 2.3.3 and 2.4.2 regarding

the generator estimation. We begin with a one-dimensional Laplace distribution

p� (x) = ejx j=b=2b with b = 1:5, like in Biau et al. [19]. We learn the scale pa-

rameter b using a misspeci�ed Gaussian distribution family through a generator

G� (Z ) = �Z where� 2 [0:1; 103] and Z � N (0; 1). Then the generated distribu-

tion p� is N (0; � 2). Hence, for a generatorG� , the optimal discriminator is given

by

D �
� (x) = ln( p� (x)=p� (x)) = ln

� p
2��
2b

�
�

jxj
b

+
x2

2� 2
;
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which motivates the construction of the discriminator class

D = f D  (x) :  0 +  1jxj +  2x2;  = (  0;  1;  2)> 2 	 g;

where 	 is a compact subset ofR3 containing the optimal discriminator class

f  � 2 R3 : D  � = D �
� ; � 2 [0:1; 103]g. We call this setting Laplace-Gaussian for

short.

In the second setting, we consider a one-dimension Gaussian distribution with

non-zero meanp� (x) = N (� 0; � 2) with � 0 = 1 and � = 1. Again, we learn

the scale parameter� using a Gaussian distribution family with a misspeci�ed

mean p� = N (0; � 2) through a generatorG� (Z ) = �Z where � 2 [0:1; 103] and

Z � N (0; 1). Then the optimal discriminator is

D �
� (x) = ln

�
�
� 0

�
�

� 2
0

2� 2
0

+
� 0

� 2
0
x +

1
2

�
1
� 2

�
1
� 2

0

�
x2;

which motivates the construction of the discriminator class

D = f D  (x) :  0 +  1x +  2x2;  = (  0;  1;  2)> 2 	 g

with 	 being a compact subset ofR3 containing the optimal discriminator class

f  � 2 R3 : D  � = D �
� ; � 2 [0:1; 103]g. This setting is called Gaussian2.

We consider KL, reverse KL and JS divergences as the objectives respectively,

and adopt AGE and f -GAN with n = 100 or 1000 and � varying from 1 to

1000. Figure 2.2 plots the true densitiesp� and the optimal generated densi-

ties p� � under the three divergences. We see that with misspeci�ed models, the

KL objective tends to overestimate the variance while the reverse KL objective

tends to underestimate the variance, which is consistent with common statisti-

cal knowledge. The JS divergence behaves in between KL and reverse KL. As

mentioned in Section 2.1, di�erent applications may favor di�erent divergences

as the objective function, so it is worth discussing the statistical properties of

generative modeling methods under various divergences.
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(a) Laplace-Gaussian (b) Gaussian2

Figure 2.2: Truep� and optimal generated densitiesp� � with various divergences

as the objective. � � for KL and reverse KL can be obtained analytically, while

� � for JS is estimated using the average over 500 random repetitions of the setup

n = 1000; � = 1000 with an optimal discriminator D � in AGE algorithm.

Tables 2.6-2.11 present the results of generator estimation in the above two set-

tings using AGE andf -GAN with the three divergences as the objective. As in

the previous section, we report two metrics, the empirical variance Var= V̂ar( �̂ )

and squared bias Bias2 = ( Ê�̂ � � � )2, both of which are obtained from 500 random

repetitions.

In general, we observe that AGE achieves lower variances thanf -GANs, espe-

cially when the sample sizen or the ratio � is small. For all methods, the biases

are signi�cantly small compared with the variances, which supports the consis-

tency results in Section 2.3.1, so we regard the variance as the measure of the

estimation error. Speci�cally, for KL, as shown in Tables 2.6 and 2.9,f -GAN

performs extremely poor with smalln or � , while becomes more comparable to

AGE when � is fairly large, e.g.,� = 1000. For reverse KL, as shown in Tables

2.7 and 2.10,f -GAN always exhibits a gap from AGE regardless of� . For JS,

sincef -GAN (or GAN) algorithm is identical to AGE when � = 1 and close to

AGE when � is small, the gap betweenf -GAN and AGE is not as large as that

43



for the other two divergences. However, as shown in Tables 2.8 and 2.11, AGE

still exhibits an advantage overf -GAN. These empirical �ndings are consistent

with the theoretical results in Section 2.4.2 and the simulations in the previous

section.

Table 2.6: Results of generator estimation under KL objective (Laplace-

Gaussian).

(a) Var

n � AGE f -GAN

100

1 0.0882 380.84

10 0.0614 188.42

100 0.0583 15.302

1000 0.0585 0.0693

1000

1 0.0135 23.585

10 0.0089 0.1132

100 0.0067 0.0084

1000 0.0055 0.0056

(b) Bias2 � 102

AGE f -GAN

1.0341 33107

0.3894 3637.8

0.0562 50.455

0.0105 0.0162

0.4153 466.17

0.1159 0.1396

0.0606 0.0717

0.0010 0.0218
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Table 2.7: Results of generator estimation under reverse KL objective (Laplace-

Gaussian).

(a) Var

n � AGE f -GAN

100

1 0.0602 3.7240

10 0.0442 3.7551

100 0.0400 2.6711

1000 0.0379 2.4325

1000

1 0.0066 1.4725

10 0.0049 0.7929

100 0.0044 0.0059

1000 0.0041 0.0054

(b) Bias2 � 103

AGE f -GAN

1.6465 2928.3

2.0814 2597.8

1.0642 885.97

0.8081 658.05

0.0856 2471.9

0.0104 51.859

0.0113 0.0368

0.0108 0.0336

Table 2.8: Results of generator estimation under JS objective (Laplace-

Gaussian).

(a) Var

n � AGE f -GAN

100

1 0.0763 0.0763

10 0.0523 0.0603

100 0.0426 0.0513

1000 0.0422 0.0498

1000

1 0.0072 0.0072

10 0.0043 0.0049

100 0.0041 0.0048

1000 0.0041 0.0050

(b) Bias2 � 104

AGE f -GAN

1.5445 1.5445

0.6202 0.4277

0.2038 0.8254

0.3865 0.6833

0.0787 0.0787

0.0998 0.1165

0.0662 0.0721

0.0459 0.0484
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Table 2.9: Results of generator estimation under KL objective (Gaussian2).

(a) Var

n � AGE f -GAN

100

1 0.0290 100.74

10 0.0095 54.782

100 0.0076 14.082

1000 0.0068 2.2878

1000

1 0.0025 18.187

10 0.0009 1.6849

100 0.0006 0.2074

1000 0.0006 0.0053

(b) Bias2 � 103

AGE f -GAN

0.3695 15330

0.1626 9730.5

0.0374 5871.7

0.0386 401.66

0.0372 4749.9

0.0116 485.38

0.0015 22.795

0.0029 0.0265

Table 2.10: Results of generator estimation under reverse KL objective (Gaus-

sian2).

(a) Var

n � AGE f -GAN

100

1 0.0183 0.2547

10 0.0060 0.1092

100 0.0050 0.0592

1000 0.0047 0.0532

1000

1 0.0020 0.0048

10 0.0009 0.0040

100 0.0005 0.0038

1000 0.0005 0.0034

(b) Bias2 � 104

AGE f -GAN

9.2068 139.20

4.9493 45.554

1.1988 10.720

2.1428 7.5374

0.0329 1.0071

0.0173 0.4603

0.0046 0.4937

0.0018 0.2115
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Table 2.11: Results of generator estimation under JS objective (Gaussian2).

(a) Var � 102

n � AGE f -GAN

100

1 2.6237 2.6237

10 0.8137 0.8387

100 0.7033 0.7509

1000 0.6964 0.7401

1000

1 0.2402 0.2402

10 0.0905 0.0956

100 0.0899 0.0935

1000 0.0711 0.0754

(b) Bias2 � 105

AGE f -GAN

9.0256 9.0256

0.6790 0.4277

1.0043 0.8254

0.1153 0.6833

0.1408 0.1408

0.1181 0.2195

0.0261 0.0221

0.0493 0.0564
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Chapter 3

Bidirectional Generative Models

3.1 Problem Setting

Consider a data variableX � p� and a latent variable Z � pz. In this chapter,

we consider the case wherem = n. Then we have i.i.d. samplesx1; : : : ; xn ,

z1; : : : ; zn . In bidirectional generative models, we aim at learning both a gener-

ator G : Z ! X to sample new data and an encoderE : X ! Z to infer the

latent variable and learn representations. After parametrization, we write the

two transformations asG� and E � . Note that both of them generally can be

stochastic transformations with some additional randomness. For example, one

may consider additive Gaussian model in the form ofG� (Z ) = � (Z ) + � , where

� (�) gives the mean vector and� follows a standard Gaussian. Hence we de�ne

p� (xjz) be the conditional distribution induced by the stochastic generatorG�

and q� (zjx) be the conditional distribution induced by the stochastic encoder

E � .

The principled formulation of bidirectional generation is to match the distribu-

tions of two data-latent pairs (X; E � (X )) and (G� (Z ); Z ). We note that the

distribution of (X; E � (X )) is q� (x; z) = p� (x)q� (zjx) and the distribution of
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(G� (Z ); Z ) is p� (x; z) = pz(z)p� (xjz). Classical methods including Variational

Autoencoder (VAE) [2] and Bidirectional Generative Adversarial Network (Bi-

GAN) [32, 33] turn out to handle this task using certain distance measures as

the objective. Here, we again consider the generalf -divergence, leading to the

following formulation

inf
�;�

D f (q� (x; z); p� (x; z)) : (3.1)

3.1.1 Advantages

We discuss the advantages of the above formulation that minimizes the bidirec-

tional f -divergence, especially the KL divergence which is our main choice. Our

justi�cations cover three aspects of interest in bidirectional generative modeling:

unidirectional generation, mode coverage, and cycle consistency.

Unidirectional generation Decompose the joint KL as

DKL (q� (x; z); p� (x; z)) = DKL (p� (x); p� (x)) + EX � p� (x) [DKL (q� (zjX ); p� (zjX ))];

(3.2)

where we have marginalsp� (x) = EZ � pz [p� (xjZ )], q� (z) = EX � p� [q� (zjX )], and

the posterior p� (zjx) = p� (x; z)=p� (x). We prove the equivalence in Appendix

C.1.1. Because KL (the second term on the right-hand side of (3.2)) is always

non-negative, we know that by minimizingDKL (q� (x; z); p� (x; z)) , we minimize

an upper bound ofDKL (p� (x); p� (x)) , which is a standard objective for unidirec-

tional generative modeling equivalent to maximum likelihood, as mentioned in

Chapter 2. By symmetry, same results also hold forDKL (pz(z); q� (z)) . Therefore,

this bidirectional formulation can approximately achieve the goal of unidirec-

tional generation, while the performance depends on how well the bidirectional

model can match the two conditional distributionsq� (zjx) and p� (zjx), or ensure

the consistency between the two transformations.
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Mode coverage Write the joint KL as

DKL (q� (x; z); p� (x; z)) = Eq� (x;z )

�
ln

p� (X )q� (Z jX )
p� (X )p� (Z jX )

�
:

We see that it imposes a heavy penalty whenp� (x) � 0 while p� (x) > 0, which

is a case of mode dropping. In contrast, other divergences like JS, reverse KL

divergence, or Square Hellinger distance do not have this property. This is consis-

tent with the commonly known conjecture in unidirectional generation that KL

has an advantage in diminishing mode collapse. However this was not well veri-

�ed in practice [20], partially due to lack of e�ective optimization. In this work

equipped with the proposed optimization approach introduced in Section 3.2, we

are able to provide more convincing evidence on this.

Cycle consistency Another important issue in bidirectional generative mod-

eling is the cycle consistency, roughly meaning that the inferred latent variable

E(x). from data x can generate a dataG(E(x)) that is very close tox. When

using stochastic transformations, we de�ne the cycle consistency from a proba-

bilistic view as the expected reconstruction log-likelihood:

LCC = � EX � p� (x)EZ � q� (zjX ) [ln p� (X jZ )]: (3.3)

We would like to minimize the above quantity, that is, to reconstructx with

a high probability, in order to ensure cycle consistency. Write the joint KL

equivalently as

DKL (q� (x; z); p� (x; z)) = � EX � p� EZ � q� (zjX ) [ln p� (X jZ )]

+ EX � p� [DKL (q� (zjX ); pz(z))] + EX � p� [ln p� (X )];

(3.4)

which is proved in Appendix C.1.1. Note that the third term on the right-hand

side of (3.4) is free of parameters. Hence our formulation equivalently minimizes

an upper bound ofLCC and thus ensures cycle consistency.
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Previous methods ensure cycle consistency using an explicit reconstruction error

term, i.e., kG(E(x)) � xk, and commonly used norms includeL1 and L2 [34,

35] which can be regarded as special cases of (3.3) with the generator being

a Laplace or a Gaussian distribution. We argue that it is better to use the

general probabilistic de�nition (3.3) with an expressive generator distribution

for complex unstructured data like images.

3.2 Bidirectional Adversarial Gradient Estimation

In this section, we extend the AGE algorithm (Algorithm 2) to bidirectional

generative models and formulation (3.1). Denote the objective function in (3.1)

by

L(�; � ) = D f (q� (x; z); p� (x; z)) :

We �rst present a formula to evaluate gradients ofL(�; � ). The proof is given in

Appendix C.1.2.

Theorem 3.1. Let D � (x; z) = ln( q� (x; z)=p� (x; z)) = ln r (x; z). Then we have

r � L(�; � ) = � EZ � pz (z)

�
s�

g(G� (Z ); Z )r � G� (Z )> r xD � (G� (Z ); Z )
�

;

r � L(�; � ) = EX � p� (x)

�
s�

e(X; E � (X ))r � E � (X )> r zD � (X; E � (X ))
�

;
(3.5)

wheres�
g(x; z) = f 00(1=r(x; z)) =r(x; z) and s�

e(x; z) = ~f 00(r (x; z))r (x; z) are scal-

ing factors.

As in Section 2.2.2, we estimate the log-density ratioD � (x; z) using empirical

logistic regression

min
D 2D

"
1
n

nX

i =1

ln(1 + e� D (x i ;E � (x i )) ) +
1
n

nX

i =1

ln(1 + eD (G� (zi );zi ))

#

;

whereD is the class of discriminators. Given a discriminatorD, let sg(x; z; D)

and se(x; z; D) be the scaling factors de�ned in Theorem 3.1. We present the

bidirectional AGE procedure in Algorithm 4.
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Algorithm 4: Bidirectional Adversarial Gradient Estimation

Input: Samplef x i ; zi gn
i =1 , initial parameter � 0; � 0, meta-parameterT

1 for t = 0 ; 1; 2; : : : ; T do

2 Generatex̂ i = G� t (zi ) and ẑi = E � t (x i ) for i = 1 ; : : : ; n

3 D̂ t = argmin D 2D
� 1

n

P n
i =1 ln(1 + e� D (x i ;ẑi ) ) + 1

n

P n
i =1 ln(1 + eD (x̂ i ;zi ) )

�

4 � t+1 = � t + � 1
1
n

P n
i =1 sg(x̂ i ; zi ; D̂ t )r � G� (zi )> r x D̂ t (x̂ i ; zi ) for some� 1 > 0

5 � t+1 = � t � � 2
1
n

P n
i =1 se(x i ; ẑi ; D̂ t )r � E � (x i )> r zD̂ t (x i ; ẑi ) for some� 2 > 0

Return: � T ; � T

Note that one can also derive a bidirectional version off -GAN by augmenting

the variational function in f -GAN to a joint version with both x and z as input.

Mathematically, bidirectional f -GAN solves the following minimax optimization

problem

inf
�;�

sup
D

"

�
1
n

nX

i =1

l f
1 (x i ; E � (x i ); D) �

1
n

nX

i =1

l f
2 (G� (zi ); zi ; D)

#

;

wherel f
i ; i = 1; 2 are given in Table 2.2 by replacingD(x) by D(x; z).

According to the asymptotic analysis of unidirectional AGE algorithm in Chap-

ter 2, we know the advantage of the bidirectional AGE algorithm in terms of

statistical e�ciency compared with the bidirectional f -GAN.

3.3 Practical Algorithm

In this section, we introduce a practical version of the AGE algorithm that is

more applicable to real data. We start with a technique to reduce the variance

and stabilize the training of the AGE algorithm for various divergences. From

Table 2.1 we know that for all commonly usedf -divergences, one or both of the

scaling factors in (3.5) are unbounded above or can in�nitely approach0, which

may lead to the exploding or vanishing gradient problem, especially on real data
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sets. To address this, we propose to clip the scaling factors of each divergence

into a bounded positive range.

From the de�nition ~f (r ) = rf (1=r) we knows�
g(x; z) = s�

e(x; z)r (x; z). Consider

the nearly optimal case where the two joint distributionsq� (x; z) and p� (x; z)

approximately match, and hencer (x; z) � 1. Becausef 00and ~f 00are positive

and continuous, we haves�
g(x; z) � s�

e(x; z) � f 00(1) which is a positive constant.

Therefore we propose to clip the density ratior into a bounded range containing

its optimal value 1. Then the consequent scaling factors globally fall into a

bounded positive range containingf 00(1). We call this techniquescaling clipping

(SC). In this way the corresponding gradient estimator has a smaller variance

and we obtain a modi�ed family of algorithms for di�erent divergences with

stable gradients.

Motivated by the local property that s�
g(x; z) � s�

e(x; z) � constant, we consider

the extreme case of scaling clipping where we sets�
g = s�

e = 1. By this means

we obtain an algorithm that is locally equivalent to simultaneously minimizing

several divergences, i.e., all thef -divergences with strongly convexf . We hence

call it AGE-ALL . As scaling clipping, AGE-ALL is globally bounded and thus

has a smaller variance and alleviates the vanishing or exploding gradient problem.

In addition to scaling clipping, when applying the algorithm to real data, at each

training step, the parametrized discriminatorD  is not directly optimized. In-

stead, as proposed by Goodfellow et al. [1], we use early stopping to prevent over-

training the discriminator given a �xed generator. This results in an alternating

approach. Besides, we in general use mini-batch stochastic gradient descent. We

summarize the practical implementation of AGE-ALL in Algorithm 5.
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Algorithm 5: Practical implementation of bidirectional AGE-ALL

Input: training set, f -divergence, initial parameters�; �;  , batch-sizeB

1 while not convergencedo

2 for multiple stepsdo

3 Samplef x1; : : : ; xB g from the training set

4 Samplef z1; : : : ; zB g from the prior pz(z)

5 Update  by descending the stochastic gradient:

1
B

P B
i =1 r  

�
ln(1 + e� D  (x i ;E � (x i )) ) + ln(1 + eD  (G� (zi );zi ))

�

6 Samplef x1; : : : ; xB g and f z1; : : : ; zB g as above

7 Compute � -gradient: � 1
B

P B
i =1 r � D  (G� (zi ); zi )

8 Compute � -gradient: 1
B

P B
i =1 r � D  (x i ; E � (x i ))

9 Update parameters�; � using the gradients

Return: �; �

3.4 Unifying VAE and GAN

In this section, we establish a uni�ed view of VAE and GAN. We regard BiGAN

as the full version of GAN and point out that both VAE and GAN are special

cases of the general bidirectional formulation (3.1) optimized using AGE, with

di�erent divergences and distributional assumptions.

3.4.1 Variational Autoencoder

VAE [2] learns the encoderq� (zjx) and the generatorp� (xjz) by minimizing the

negative variational lower bound or evidence lower bound (ELBO)

LVAE = � EX � p� [EZ � q� (zjX ) [ln p� (X jZ )] � DKL (q� (zjX ); pz(z))] : (3.6)
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According to (3.4), we have the following relationship betweenLVAE and our

objective in (3.1) with KL:

LVAE = DKL (q� (x; z); p� (x; z)) � Ep� (x) [ln p� (X )]:

Because the second term on the right-hand side is free of any learnable param-

eters, minimizing LVAE is equivalent to minimizing (3.1). In the original VAE,

both the encoder and generator distributionsq� (zjx) and p� (xjz) are set as fac-

torized Gaussian distributions, leading to an analytic form ofLVAE that can be

optimized easily. Therefore VAE is a special case of our general formulation

optimized with AGE when KL divergence is considered and gradients can be

evaluated analytically.

However, the Gaussian assumption in the original VAE may not be expressive

enough [36, 37], especially for complex and high-dimensional data. Adversarial

Variational Bayes (AVB) [38] extends the Gaussian encoder in VAE to an im-

plicit distribution. Then the KL term in the objective (3.6) no longer has an

explicit form. AVB introduces a discriminator D 0�(x; z) = ln( q� (zjx)=pz(z)) and

computes the gradient of the KL term w.r.t. encoder parameter� as follows:

r � EX � p� [DKL (q� (zjX ); pz(z))] = EX � p�

�
r � E � (X )> r zD 0�(X; E � (X ))

�
;

which can be derived according to Theorem 3.1 by noting thatr ~f 00(r ) = 1

for KL. Notice the relationship betweenD 0� and D � de�ned in Theorem 3.1:

D 0�(x; z) = D � (x; z) + ln p� (xjz) � ln p� (x); where the di�erence only depends

on learnable parameters throughln p� (xjz) that has an analytic form since AVB

uses a Gaussian generator. Therefore, AVB can also be regarded as a special

case of our formulation involving partial gradient estimation.
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3.4.2 Bidirectional GAN

BiGAN [32, 33] directly adopts the original GAN (2.1) in bidirectional generative

modeling. With an additional encoder, it formulates the problem as a minimax

game:

inf
�;�

sup
D

� Eq� (x;z ) [ln(1 + e� D (X;Z ))] � Ep� (x;z ) [ln(1 + eD (X;Z ))]

= � EX � p� [ln(1 + e� D (X;E � (X )) )] � EZ � pz [ln(1 + eD (G� (Z );Z ))];

where the equality follows from the reparametrization trick. In our formulation

(3.1) with JS, applying the formula in Theorem 3.1, we obtain the gradients as

follows:

r � L = � EZ � pz [r � ln(1 + eD (G� (Z );Z ))]

r � L = � EX � p� [r � ln(1 + e� D (X;E � (X )) )]

where the dependence ofD on parameters� and � is ignored when taking the

gradients. Comparing them with the above minimax problem, we know that

whenD is �xed, both formulations share the same form of gradients. Hence they

are equivalent and BiGAN is again a special case of our bidirectional formulation

with AGE.

3.5 Experiments

We evaluate our method in three aspects. First, we investigate the performance

of the proposed algorithm in divergence optimization, to verify that AGE can

indeed minimize the divergence e�ectively. Second, we explore the in�uence of

di�erent divergences and bidirectional formulations on the issue of mode collapse.

Lastly, we apply the bidirectional generative models learned with AGE on real

data sets and test the performance in both generation and representation, which
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further shows the e�ectiveness of our method. All the details of the experimental

setup are given in Appendix C.5.1

3.5.1 Divergence Optimization

In order to make a fair comparison, we consider the scenario where the original

VAE applies and use the same objective function and model settings for di�erent

methods. Speci�cally, we choose the KL divergence as the objective and set

both encoderq� (zjx) and generatorp� (xjz) as factorized Gaussians. As a result,

problem (3.1) is equivalent to minimizingLVAE (3.6) which has an analytic form

so that we can compute the exact objective values for comparison.

data sets To make the model assumptions suitable for data, we synthesize a

toy data set from a 2D mixture of Gaussians (MoG) with 9 components laid out

on a grid. We assume imbalanced class probabilities with 4 minority classes and

5 majority classes, which makes it a decently hard task.

Methods for comparison The �rst one is VAE where we analytically min-

imize LVAE using SGD. The second one is the proposed AGE with KL being

the objective, which we call AGE-KL. The third one is the bidirectionalf -GAN

with KL, abbreviated as f -GAN-KL. Note that the solution obtained from VAE

is regarded as the oracle solution, since it makes use of the analytic form of the

objective while the other two use estimated gradients and minimax approxima-

tion respectively.

Metrics We use three metrics to evaluate the performance. The �rst one is

the value of objective functionLVAE which directly indicates the optimization

performance. The second isLCC in (3.3) to measure the cycle consistency. The

last one is the marginal negative log-likelihood� Ep� (x) [ln p� (x)] to validate the

1The code is available athttps://github.com/xwshen51/AGES .
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performance in unidirectional generation. We estimate the �rst two metrics

with samples and the third one using the annealed importance sampling (AIS)

[39] with 1000 intermediate distributions and 30 parallel chains on 10,000 test

examples.

As reported in Table 3.1, AGE is comparable to VAE in all three metrics, indi-

cating that our proposed method can minimize the KL objective almost as ef-

fectively as optimizing the closed-form objective when available. Thus AGE is a

good alternative to VAE especially when we use more general encoder/generator

distributions to which VAE cannot be applied. In contrast,f -GAN performs far

worse due to the low statistical e�ciency of the discriminator. Moreover,f -GAN

is highly unstable with large variability between multiple repetitions, which is

also observed in [20]. This experiment directly suggests that AGE outperforms

f -GAN in both e�ective optimization and training stability, which is consistent

with the theory.

Table 3.1: Metrics for the objective value, cycle consistency and unidirectional

generation (the smaller the better). All results are averaged over 10 trials shown

with the standard error.

Method Objective CC Uni-gen

VAE 2.739 (0.02) 0.025 (0.07) 0.753 (0.01)

AGE-KL 2.784 (0.06) -0.018 (0.16) 0.737 (0.02)

f -GAN-KL 3.786 (1.05) 1.173 (1.04) 1.401 (1.24)

3.5.2 Mode Coverage

In this section, we focus on the in�uence of the choice of divergence on the issue

of mode coverage. Note that orthogonal to methods that target solving mode

collapse [40, 41, 42], our discussion here only considers the factor of divergence.
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data sets We consider two scenarios. One is a synthetic MoG data set like

above while we add the number of components to 25 with 12 minority classes.

In this case, the 25 modes have imbalanced probabilities and the minority modes

could be easily lost. The other is the stacked MNIST data set [40, 42], which

is constructed by stacking three randomly sampled MNIST digits. Hence it has

1000 modes with uniform probabilities.

Methods for comparison We mainly focus on di�erent choices of divergence

as the objective with AGE for optimization. We compare KL, JS, Reverse KL,

and Squared Hellinger distance. In addition, we also compare withf -GAN-

KL, our proposed AGE-ALL, and two external baselines non-saturating BiGAN

[32, 33] with the �logD� trick (abbreviated as logD-GAN) and Hinge loss used in

BigBiGAN [43] for comparison.

Metrics We use two previously used metrics. One is the number of modes

captured by a generator. For the above two labeled data sets, we can compute

this number using pre-trained classi�ers. Another metric is the reverse KL diver-

gence (since the KL divergence is in�nity when some mode is missing) between

the mode distribution of generated samples and the real mode distribution (which

are discrete and tractable).

MoG

We use deterministic encoders and generators in this experiment. The results are

reported in Table 3.2, from which we can see that KL divergence has a signi�cant

bene�t in mode capturing over other divergences or formulations. Reverse KL

performs far worse than KL, and the Squared Hellinger distance which is de�ned

in between KL and reverse KL performs moderately. AGE-KL tends to be better

and more stable thanf -GAN-KL, which is consistent with the results in Section

3.5.1. AGE-ALL is slightly worse than several divergences on this toy data set,
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Table 3.2: Two measures of mode collapse on the imbalanced MoG data set. All

results are averaged over 10 trials shown with the standard error.

Method Modes KL

AGE-KL 24.9 (0.36) 0.0284 (0.0035)

f -GAN-KL 24.1 (1.33) 0.0477 (0.0418)

AGE-H 2 24.5 (0.94) 0.0439 (0.0102)

AGE-RevKL 21.8 (3.21) 0.2498 (0.2120)

GAN (JS) 24.1 (1.23) 0.0462 (0.0159)

AGE-ALL 23.2 (1.33) 0.1133 (0.0273)

logD-GAN [32, 33] 20.0 (3.14) 0.3437 (0.1723)

Hinge [43] 20.9 (0.92) 0.1929 (0.0366)

(a) Real (b) AGE-KL (c) AGE- H 2 (d) AGE-RevKL

Figure 3.1: Reconstructions from bidirectional generative models on the MoG

data set using various divergences as the objective.

but still covers more modes than Reverse KL, logD-GAN, and Hinge. Figure

3.1 visually shows the reconstruction performance of various divergences with

additional results given in Appendix C.6, where we can clearly observe how

mode collapse occurs for all divergences except KL.

Stacked MNIST

On real data sets, we �nd that scaling clipping is necessary in order to maintain

stable gradients. In appendix C.4 we show how the AGE algorithms behave with
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Table 3.3: Two measures of mode collapse and reconstruction accuracy on

Stacked MNIST. All results are averaged over 10 trials shown with the stan-

dard error.

Method Modes KL Recon.(%)

AGE-ALL(d) 971.7 (20.1) 0.42 (0.10) 81.7 (1.8)

AGE-ALL 981.2 (9.5) 0.36 (0.05) 86.5 (1.6)

f -GAN-KL 466 (452.5) 3.49 (2.45) 27.8 (1.6)

GAN (JS) 954.2 (17.3) 0.71 (0.08) 64.2 (2.2)

logD-GAN [32, 33] 932.1 (59.8) 0.55 (0.14) 81.3 (2.3)

Hinge [43] 959.9 (17.1) 0.53 (0.10) 84.1 (1.8)

varying clipping ranges and conclude that AGE-ALL generally performs well and

stably. Thus, for real data tasks, we adopt AGE-ALL that approximately mini-

mizes severalf -divergences (including KL) simultaneously with stable training.

We try a deterministic encoder and generator called �AGE-ALL(d)� and use

Gaussian encoders and implicit generators for all other methods. The details of

adding randomness are given in Appendix C.3.

The results in Table 3.3 demonstrate the e�ectiveness of AGE-ALL in diminish-

ing mode collapse on Stacked MNIST. Furthermore, we observe advantages of

stochastic encoders and generators over deterministic ones in both mode covering

and reconstruction accuracy (discussed later in Section 3.5.3). This is consistent

with the arguments that stochasticity in transformations increases the expres-

siveness of generative models and adding noise to the generator helps alleviate

mode collapse. We notice thatf -GAN-KL tends to perform poorly and even

collapse on this data set, leading to a far worse result.
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3.5.3 Real data generation and representation

In this section, we apply our method on real data sets of digits (Stacked MNIST),

human faces (CelebA [44]), and natural images (ImageNet [45]) to extensively

evaluate the performance of our method in data generation and representation.

Stacked MNIST is an elementary data set; CelebA contains a large number of

well-aligned face images with large variations of attributes; ImageNet contains

real-world images with a huge diversity and thus is one of the most elusive tasks

in image synthesis.

For a fair comparison, we mainly consider three approaches with non-saturating

losses and high training stability on real data sets: AGE-ALL (proposed), and

two previous state-of-the-art bidirectional generative models: Hinge (BigBiGAN

[43]) and logD-GAN (BiGAN [32, 33]). For all methods, we apply Gaussian

encoders and implicit generator distributions with details given in Appendix

C.3. Due to limited computational resources, we resize the images from CelebA

and ImageNet to the resolution of64 � 64 and use relatively small network

architectures and training scale with details given in Appendix C.5.

Generation

Generated samples on three data sets are shown in Figure 3.2, with the Fréchet

Inception Distances (FIDs) [46] reported in Table 3.4. Additional samples are

presented in Appendix C.6. The results demonstrate the advantage of our

method to generate images with high �delity, which is a consequence of e�ective

optimization and the merits of our bidirectional generative formulation.

Furthermore, we �nd that the bidirectional generative models (BGMs) achieve

comparable performance to unidirectional generative models (UGMs, row 1 in

Table 3.4). One explanation is our justi�cation for the advantage of the bidirec-
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(a) Stacked MNIST (b) CelebA (c) ImageNet

Figure 3.2: Generations from AGE-ALL on three data sets.

Table 3.4: FIDs on three data sets. Our AGE-ALL outperforms other bidirec-

tional approaches on three data sets under the same experimental settings, while

being comparable to large-scale BigBiGAN on ImageNet which uses much larger

networks, batch sizes, and higher resolution of input images.

Method Stacked MNIST CelebA ImageNet

AGE-UGM 4.89 8.91 19.33

AGE-ALL 4.40 8.51 16.38

Hinge [43] 5.63 10.04 19.02

BigBiGAN [43] - - 15.822

logD-GAN [32, 33] 5.56 11.98 19.81

tional formulation in unidirectional generation. For ImageNet with such a huge

diversity, the generator in a BGM bene�ts from the encoder and achieves much

better performance than that in a UGM. Hence, bidirectional generative models

should be favored over unidirectional ones since they can achieve the goal of the

latter while additionally learning an inference model which is useful in many

applications.

2This is the result on 64 � 64 ImageNet reported in Donahue and Simonyan [43] with a

much larger training scale.
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Figure 3.3: Reconstructions on CelebA. The reconstructions from AGE are sharp

and tend to share the same attributes as the original images, such as, azimuth,

emotion, hair/skin color, glasses, etc.

Representation

In order to explore the property of the latent representations learned by our

BGM, we investigate the reconstruction performance, latent space interpolation,

and nearest neighbors.

We would like to investigate how much information, both pixel-level and semantic-

level, is preserved in the inferred representationE(x) by looking at the recon-

struction G(E(x)). We use both qualitative illustration and quantitative metrics.

The last column of Table 3.3 reports the classi�cation accuracy of the reconstruc-

tions on Stacked MNIST and shows the advantage of AGE in preserving category

information. Figure 3.3 and 3.4 present the reconstructions on CelebA and Im-

ageNet validation sets, with additional samples given in Appendix C.6. AGE

achieves much more faithful reconstructions than other methods, which supports

our theoretical justi�cations on cycle consistency in Section 3.1.1. Moreover, we

empirically �nd that our method is able to capture high-level attributes and se-

mantics. This property is essentially demanded in learning causal representations

and is worth investigating in future work.

Figure 3.5(a) shows latent space interpolations between validation samples that
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Figure 3.4: Reconstructions on ImageNet. The reconstructions from AGE are

more often belonging to the same category as the original images with similar

texture, position, and pose.

(a) Latent interpolation (b) Nearest neighbors

Figure 3.5: (a) Latent space interpolations on CelebA validation set using AGE.

The left and right columns are real images; the columns in between are generated

from the latent variables interpolated linearly from the two inferred representa-

tions of the real. (b) Nearest neighbors in the learned latent space. The one in

the red rectangle is a query image, and the remaining ones are its four nearest

neighbors. All images are from the validation set.
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exhibit smooth semantic transitions, verifying the smooth and well-dispersed la-

tent space learned by our model. As shown in Figure 3.5(b), the neighbors in

the latent space often share the same high-level features with the query image,

indicating that the learned representations are mostly consistent with visual se-

mantics. Results from previous methods in Appendix C.6 suggest the advantage

of ours.

3.6 Related Work

3.6.1 Bidirectional generative modeling

Along the extensions of VAE, apart from AVB [38] which is also a special case of

ours involving partial gradient estimation, approaches like VAE-GAN [47] and

AAE [48] or more general WAE [49] enhanced VAE using unidirectional GANs.

The former used a GAN to match the data distributions while the latter used

one in the latent space. These formulations were mainly motivated by certain

speci�c concerns and designed the loss accordingly, and thus were not as prin-

cipled as ours. Other methods including ALICE [35] and VEEGAN [41] can be

regarded as variants of our fundamental formulation by adding special regulariz-

ers like conditional entropy or reconstruction error on the latent space. Recently,

BigBiGAN [43] was proposed to implement the formulation of BiGAN using the

large-scale BigGAN architectures. Its main contribution was to translate the

progress in image generation to representation learning, especially the network

architectures with much more capacity and bene�ts of scaling up training. In

contrast, our work only considers a small training scale while focusing on the

formulation and algorithm, and thus is orthogonal to it.
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3.6.2 Adversarial approach for f -divergence minimization

There has been a number of work involving adversarial approaches forf -divergence

minimization. Apart from f -GAN [20], several papers decomposed a problem of

f -divergence minimization into two subproblems: density ratio estimation and

divergence minimization [50, 51, 38, 41, 52], but their methods were fundamen-

tally di�erent from ours. They directly estimated the objective by the discrimi-

nator and the consequent algorithms were heuristic based on adversarial training.

Speci�cally, when evaluating the gradients they simply ignored the dependence

in the discriminator on parameters while only taking into account the depen-

dence in data. Their derived gradient estimations were generally di�erent from

ours given the same objective. Besides, natural ways to extend these methods

to bidirectional cases tend to diverge. In Appendix C.2, we give a more detailed

discussion and comparison in both theoretical forms and empirical performance.

CFG-GAN [53] presented a new framework for GANs using functional gra-

dient learning where the generator was updated by adding an estimator of

the functional composition. In contrast, we follow the traditional GANs with

parametrized networks and Theorem 3.1 enables us to directly evaluate the gra-

dient wrt. the parameters. Zhao et al. [54] proposed� -Bridge to unify the advan-

tages of maximum likelihood and adversarial learning in unidirectional generative

models. They considered� -divergence which is a special case off -divergence

that we consider, and most of the results only hold for� -divergence but not for

general joint f -divergences.

3.6.3 Unifying VAE and GAN

Some literature proposed to unify VAE and GAN. Hu et al. [55] reformulated

GAN and VAE under the framework of Adversarial Domain Adaptation and
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linked them back to the classic wake-sleep algorithm. To achieve this, the authors

sometimes regarded latent variables as observed ones and generation process as

inference, which may not be as straightforward. In contrast, we start with a

general formulation of bidirectional generative modeling followed by a proposed

optimization approach, which turns out to accommodate both VAE and GAN

under our framework. Hence our uni�ed view is more natural and directly related

to generative models. AVB [38] proposed a speci�c approach to combine VAE

and GAN, rather than a uni�ed view in a broad sense as ours, as discussed in

Section 3.4.
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Chapter 4

Transformer-based Implicit Latent

GAN for Text Generation

4.1 Introduction

In recent years, Transformer-based autoregressive (AR) models have made a

dramatic impact in text generation tasks such as machine translation [56, 57]

and dialogue systems [58, 59], especially with the emergence of large pre-trained

language models [60, 61, 62]. However, AR models predict the next token con-

ditioned on the ground truth during training and on its own previously gener-

ated token during inference, which leads to a mismatch between training and

generation stages, and this causes the low quality of generated texts and bad

generalization ability of models on unseen data [63, 64].

Generative adversarial networks (GANs) [65] provide a promising approach to

solve the exposure bias problem [7, 66, 67]. This is because GANs aim at match-

ing the distributions of the generated and real data instead of forcing the model

output to align with the single correct sequence, and thus provide the potential
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to bypass the discrepancy issue. However, it is non-trivial to apply GANs to

discrete data since the gradients cannot be normally back-propagated through

discrete tokens. Existing approaches have implemented the adversarial discrete

generation training by reinforcement learning (RL) [7, 68, 69, 70] and Gumbel-

Softmax [66]. Nevertheless, these approaches su�er from the high variance prob-

lem which causes unstable performance and slow convergence, leading to other

methods based on feature matching [67, 71, 72].

In this work, we proposeTILGAN , a T ransformer-basedI mplicit Latent GAN ,

which combines a Transformer autoencoder and a GAN in the latent space with

novel designs and a learning formulation based on the Kullback�Leibler (KL)

divergence to enhance the text generation performance in both �delity and di-

versity. Speci�cally, inspired by the representation capacity of Transformer AR

models, we �rstly incorporate Transformer architectures to improve GANs in

text generation. Note that the previous latent feature matching methods are

mostly RNN-based and assume a single vector in the latent space, which do not

directly handle a sequence of latent representations encoded by a Transformer.

However, single latent vector representation hinders the incorporation of correla-

tions among di�erent tokens, leading to the loss of crucial semantic information

captured by a Transformer structure. This is especially problematic for local and

global coherence [73].

In our method, we directly match the distributions of multi-token sequences in

the latent space, which is better suited for the Transformer structure. To do so,

we have to resolve two challenges, the �rst being how to do distribution matching.

We introduce a multi-scale discriminator over the Transformer latent space to

utilize the semantic information on di�erent scales, where a global discriminator

takes the entire sequence of latent representations as the input, and a local

discriminator takes only a randomly-sampled local neighborhood. The second

challenge is how to train the decoder reliably. We enhance an autoencoder loss
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by another KL loss optimized by GAN, forcing the latent representations of the

decoding output to be compatible with the generated latent representations from

the latent-generator.

We provide a theoretical justi�cation for the proposed formulation by connecting

it to the standard goal of generative modeling. Experimental results on three

data sets illustrate that TILGAN outperforms all baselines in both uncondi-

tional and conditional generation tasks, achieving state-of-the-art performance.

Particularly, TILGAN exhibits a better quality-diversity trade-o� evaluated by

automatic metrics such as SelfBLEU and TestBLEU as well as human evalua-

tion. Further analyses also con�rm the e�ectiveness of each component of our

method, where decoder enhancement greatly bene�ts generation quality, while

the multi-scale discriminator and KL objective provide great performance gains

in generation diversity, and the implicit prior contributes to both.

4.2 TILGAN Method

4.2.1 Model and Formulation

In this section, we introduce the proposed model and the learning formulation.

Let x 2 X denote a sentence following the real data distributionpr (x) with

X = Vn whereV is the vocabulary,m = jVj is the vocabulary size, andn is the

sequence length, andz 2 Z be the latent variable following a prior distribution

pz(z). We consider a probabilistic model containing an encoderE � : X ! Z

and a decoderG� : Z ! X . Both are generally stochastic mappings with

parameters� and � , and induce the encoder conditional distributionq� (zjx) and

the decoder conditionalp� (xjz) respectively. Note that previous approaches to

text generation use deterministic encoders and decoders [71], which restricts the

expressiveness of the modeled distribution family. We �rst ensure the consistency
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betweenE � and G� by minimizing the negation of the expected reconstruction

log-likelihood

L c(�; � ) = � Ex � pr Ez� q� (zjx ) [ln p� (xjz)]; (4.1)

which coincides with the reconstruction term in the evidence lower bound (ELBO).

The generated data distribution is given bypG(x) = Ez� pz [p� (xjz)]. To achieve

good generation performance, we design the model so that the distribution family

of pG(x) is large enough to contain the real onepr (x). As described in Section

4.2.3, we use Transformer to modelE and G, which we assume to have su�cient

capacity to reconstruct data well and learn informative latent representations.

In this way, p� (xjz) is assumed to be expressive enough. To further enhance

the capacity of pG(x), we propose to use an implicit priorpz, by transforming

samples from a simple distribution with a deep neural network.

Consider a random vector� 2 E following some simple distributionp� like a

standard Gaussian. We then propose to learn a latent-generatorg� : E ! Z

with parameter � so that the distribution of g� (� ) matches that of E � (x), by

minimizing the KL divergence

Lg(�; � ) = DKL (q� (z)kp� (z)) ;

where p� (z) denotes the distribution ofg� (� ) and q� (z) = Ex � pr [q� (zjx)] is the

distribution of E(x), a.k.a., the aggregated posterior. The advantage of KL

divergence is that it imposes a heavy penalty whenq� (z) > 0 but p� (z) �

0, which means that it favors ag that covers all the diverse modes ofq� (z).

This is commonly known and veri�ed empirically in Shen et al. [15]. Hence

minimizing KL encourages a better diversity in generation compared with the

JS divergence or Wasserstein distance which are often used in the literature on

generative models.

Therefore, we formulate the overall objective function to be minimized as follows

L c(�; � ) + �L g(�; � ); (4.2)
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where� > 0 is a coe�cient to balance both terms.

Decoder Enhancement During testing, a new sentence is generated by �rst

sampling � � p� , then computing the latent variableg(� ) and �nally generating

G(g(� )) , which means the decoder takes the output of the latent-generatorg as

the input which it has never seen throughout the training. Although the KL

term aims at matching the distributions of g(� ) and E(x), it is possible that

they do not match perfectly. In such cases, the decoder may generate data with

poor �delity and far from being real data. To resolve this and reliably train the

decoder, we propose to enhance the decoder by letting it see the generated latent

g(� ) during training. Formally, let ~pg be the distribution of E(G(g(� ))) . We add

another term to the loss function (4.2) with coe�cient � 1 > 0:

� 1DKL (q� (z)k~pg(z)) : (4.3)

Since this term is designed to enhance the decoder, we regard the encoder and

prior parameters� and � as �xed constants. In other words, in optimization, we

do not propagate gradients of this term with respect to� and � and only update

the decoder parameter� .

4.2.2 Algorithm

In this section, we propose a GAN-based algorithm for the optimization of the

above formulation. Sincep� (z) is implicit, the KL term Lg in (4.2) does not

allow a closed form to be optimized directly. We introduce a discriminator to

estimate the gradients, following our AGE method in Chapter 2. In Lemma 4.1,

we present the gradient formulas ofLg.

Lemma 4.1. Let D � (z) = ln( q� (z)=p� (z)) . Then

r � Lg = E[r zD � (E � (x))> r � E � (x)];

r � Lg = � E[sD � (g� (� ))r zD � (g� (� ))> r � g� (� )];
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where sD � (z) = eD � (z) is the scaling factor and the expectations are taken over

all the randomness.

Since D � depends on the unknown densitiesq� and p� so that the gradients

in Lemma 4.1 can not be directly computed from the data, we estimate the

gradients by training a discriminator D  with parameter  via the empirical

logistic regression:

min
 

� X

z2 Se

ln(1 + e� D  (z))
jSej

+
X

z2 Sg

ln(1 + eD  (z))
jSgj

�
;

whereSe and Sg are �nite samples fromq� (z) and p� (z) respectively. This leads

to a GAN algorithm. The optimization of the enhanced loss (4.3) is similar.

However, GAN is commonly known to su�er from unstable training or gradient

vanishing. To stabilize our algorithm, we adopt the scaling clipping technique

from Section 3.3 and clip the scaling factor into a range of[r0; 1=r0], where

r0 = 0:5 turns out to work well in all our experiments. Denote the clipped

scaling bys0
D (z) = max f minf sD (z); 2g; 0:5g.

For the optimization of the consistency lossL c, we adopt the reparametrization

trick from Kingma and Welling [2] and estimate it by 1
n

P n
i =1 L̂ c(x i ; zi ) where

x i � pr (x), zi = E � (x i ), and L̂ c(x i ; zi ) = � ln p� (x i jzi ). The whole training

procedure is summarized in Algorithm 6, where the colored parts stand for the

enhanced decoder (green) and the multi-scale discriminator (blue and orange)

introduced later.

4.2.3 Architecture

In this section, we present the Transformer-based architecture incorporated with

multi-scale discriminators. We propose a Transformer autoencoder framework

where both the encoder and decoder are self-attention layers with three novel
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Algorithm 6: TILGAN

Input: initial �; �; �;  ; � , batch-sizeN , local sizeM

1 while not convergencedo

// Update discriminators

2 Samplef x i gN
i =1 � pr (x), f � i gN

i =1 � p�

3 Compute zi = E � (x i ); ẑi = g� (� i ); ~zi = E � (G� (ẑi ))

4 Update  by descending the gradient:

1
N

P N
i =1 r  [ln(1 + e� D  (zi )) + ln(1 + eD  (ẑi ))]

5 Randomly sample local blocksz0
i and ẑ0

i with size M

6 Update local discriminator by descending:

1
N

P N
i =1 r � [ln(1 + e� d� (z0

i )) + ln(1 + ed� (ẑ0
i ))]

// Update encoder, decoder and latent-generator

7 Obtain x i ; � i ; zi ; ẑi ; ~zi , z0
i and ẑ0

i as above

8 Compute � -gradient: 1
N

P N
i =1 [r � L̂ c(x i ; zi )+ � r � D  (zi )+ � r � d� (z0

i )]

9 Compute � -gradient: � 1
N

P N
i =1 � [s0

D (ẑi )r � D  (ẑi )+ s0
d(ẑ0

i )r � d� (ẑ0
i )]

10 Compute � -gradient: 1
N

P N
i =1 [r � L̂ c(x i ; zi )+ � 1s0

D (~zi )r � D  (~zi )]

11 Update parameters�; �; � using the gradients

Return: �; �; �

ingredients speci�c to improve the generation performance in both quality and

diversity: (i) a latent-generator g to transform Gaussian noises into an implicit

prior distribution, (ii) decoder enhancement, and (iii) multi-scale discriminators.

Figure 4.1 illustrates the entire architecture ofTILGAN .

As mentioned in Section 4.1, we introduce multiple discriminators over the Trans-

former's latent space to utilize the semantic information on di�erent scales, each

of which operates on a di�erent window of representations as the input. Specif-

ically, given an input sentencex = [ x1; x2;. . . ; xn ] where x i stands for the i -th

word, it is passed through the Transformer encoder which results in a sequence of

latent states z = [ z1; z2;. . . ; zn ] wherezi is the vector representation correspond-
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Figure 4.1: The overall architecture ofTILGAN . Blue and orange stand for

the global and local discriminators, respectively, and green denotes the route of

the enhanced decoder.

ing to x i . We introduce a global discriminatorD  taking the whole sequence

of representationsz as the input, and a local discriminatord� with parameter

� taking only a local neighborhood of theM randomly-sampled adjacent repre-

sentations, e.g.,z0 = [ zi � 1; zi ; zi +1 ] with M = 3, as the input.1 Notably, the local

discriminator takes the generated pieces of sequences into account, so it provides

signals of phrase-level �delity and local coherence, while the global discriminator

can assess the general realism and the degree of natural coherence for the whole

sequence.

4.2.4 Theoretical Justi�cation

The goal of generative modeling is to learn the generated distributionpG(x) that

is close to the real data distributionpr (x). Our proposed formulation in (4.2),

however, does not explicitly optimize a distance measure betweenpG and pr , so

1We have considered sampling multiple di�erent neighborhoods within a given sequence as

well, whose empirical performance was shown to be comparable with our proposed scheme with

one local neighborhood, so we only reported the latter since it is simpler to implement.
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it is unclear whether our method can match the distributions in the data space.

In this section, we justify the proposed formulation (4.2) by connecting it with

the above goal, based on the analysis of WAE [49].

Let PG and Pr be the induced probability measures ofpG(x) and pr (x) respec-

tively. We have the Kantorovich's formulation of the optimal transport (OT)

problem with the L1 cost:

W1(Pr ; PG) = inf
� 2P (x � Pr ;y � PG )

Ex ;y � � [c(x; y)];

wherec(x; y) = kx � yk1 is the cost function andP(x � Pr ; y � PG) is a set of

all joint distributions of (x; y) with marginals Pr and PG respectively. Note that

W1(Pr ; PG) is also known as the 1-Wasserstein distance betweenPr and PG. Then

we have the following theorem which gives an upper bound of the 1-Wasserstein

distance, whose proof is given in Appendix D.1.

Theorem 4.1. Let p� (xjz) be a multivariate multinomial distribution with mean

matrix �G(z) 2 Rm� n which is a common choice for text modeling, i.e., each

one-hot tokenx i jz follows a multinomial with mean �Gi (z) 2 simplex � m� 1 for

i = 1; : : : ; n. Then we haveW1(Pr ; PG) is upper bounded by

inf
q(zjx ):qz (z)= p� (z)

� 2Ex � pr Ez� q(zjx ) [ln p� (xjz)]; (4.4)

whereqz(z) = Ex � pr (x ) [q(zjx)] is the aggregated posterior andp� (z) is the implicit

prior.

Hence by minimizing (4.4) with respect to� and � , we learn the composite gen-

erator G� (g� (� )) : E ! X that minimizes an upper bound ofW1(Pr ; PG), which

is consistent with the standard goal of generative modeling. However, this opti-

mization problem is generally intractable due to the equality constraint and the

nonparametric nature. Our formulation (4.2) can be regarded as an approximate

problem of it by parametrizing q(zjx) with a distribution family induced by a

stochastic encoder mappingE � , and relaxing the hard constraintqz(z) = p� (z)

by introducing the relative entropy regularizationDKL (qz(z)kp� (z)) .
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4.2.5 Extension to Conditional Generation

Our proposed framework can be readily extended to conditional generation tasks

such as story completion. To be speci�c, the goal is to learn a conditional real

data distribution pr (xjc) wherec is the given context followingpr (c) with some

missing contentx to complete. We propose to feedc into all three components�

encoderE, decoderG, and latent-generatorg�of our model, and modify the

terms in objective function (4.2) as follows

L0
c(�; � ) = � Epr (x ;c)Eq� (zjx ;c) [ln p� (xjz; c)];

L0
g(�; � ) = DKL (qc

� (z)kpc
� (z)) ;

where pr (x; c) = pr (xjc)pr (c), and the marginal distributions of E(x; c) and

g(�; c) are given by qc
� (z) = Epr (x ;c) [q� (zjx; c)] and pc

� (z) = Epr (x ;c) [p� (zjx; c)]

respectively. Then the �nal objective is to minimizeL0
c(�; � ) + �L 0

g(�; � ).

4.3 Experiment Settings

4.3.1 Data sets

We conduct our experiments on three benchmark data sets,MSCOCO [74],

WMTNews [69], andROCStory [75]. All of the preprocessing steps are the

same as Chen et al. [72] and Wang and Wan [76]. The statistics of the resulting

data sets are reported in Table 4.1.

4.3.2 Baselines

Unconditional Generation Three simpli�ed variants of TILGAN are imple-

mented for comparison:
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Table 4.1: The statistics of the data sets. Avg Len. means the average length

of sentences. S# refers to the number of sentences. UG and CG stand for

unconditional generation and conditional generation, respectively.

Task UG CG

Dataset MSCOCO WMTNews ROCStory

Vocab 27842 5728 20000

Avg Len. 10.4 27.8 10.0

Train S# 120K 278K 390K

Dev S# - - 50K

Test S# 10K 10K 50K

� TILGAN p : a plain baseline using our backbone model, that is, a Transformer

autoencoder and a GAN in the latent space based on KL divergence.

� TILGAN e : TILGAN p equipped with decoder enhancement.

� TILGAN md : TILGAN p with the multi-scale discriminator.

In addition, the following existing models are adopted: recurrent neural network

language model (RNNMLE), SeqGAN [7], RankGAN [68], GSGAN [66], Leak-

GAN [69], textGAN [67], FMGAN [72], ARAE [71], Transformer language model

(TMLE) [56].

Conditional Generation For conditional generation, we compare our model

with Transformer [56], IE+MSA [77], Seq2Seq [78], HLSTM [79], CVAE [80],

and T-CVAE [76].

4.3.3 Automatic Evaluation Metrics

Unconditional Generation
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� TestBLEU [7]: a quality metric comparing the n-gram similarity between

generated samples and the whole test set.

� SelfBLEU [81]: a diversity metric calculating the similarity between one

generated sentence and the whole remaining generation. The lower the Self-

BLEU score is, the higher diversity we obtain in the generation.

Speci�cally, following Chen et al. [72], we report BLEU-2/3/4/5 for TestBLEU

and BLEU-2/3/4 for SelfBLEU.

Conditional Generation

� BLEU [82]: the BLEU score is calculated by taking the geometric mean of

the n-gram BLEU scores where n is from 1 to 4.

� Diversity [83]: the proportion of distinct n-grams in the generated results

which evaluates the degree of diversity. D1 and D2 are reported for unigram

and bigram, respectively.

� Adversarial Success [84]: the fraction of instances in which a model is

capable of fooling a �ne-tuned BERT classi�er with the above 95% accuracy

on the development set of the classi�cation task. Higher values are better.

The positive examples are original stories and negative examples are stories

consisting of a random sentence from another story.

4.3.4 Implementation

Unconditional Generation We implement a Transformer-based autoencoder

with 2 layers, 4 heads, 512 embedding dimensions, and 512 hidden dimensions.

The generator and discriminator are implemented by 3 layers multi-layer percep-

tron (MLP). We set the maximum sequence length to 15 and 32 for MSCOCO

and WMTNews, respectively. During training, each sentence is padded to the

maximum length when fed into the encoder, and then the encoder produces a la-
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tent vector for every input token. During testing, the latent-generator generates

a sequence of latent vectors with the same maximum length, and then, condi-

tional on the latent vectors, the decoder generates a sentence that ends when

a special token, <EOS>, is generated. We adopt Adam [85] as the optimizer

with a learning rate of 0.00025 and 0.0001 for autoencoder and GAN structure,

respectively with a dropout rate of 0.3.

Conditional Generation We adopt the same Transformer encoder-decoder ar-

chitecture as the backbone model and similar setups as Wang and Wan [76].

The Transformer structure has 6 layers, 8 self-attention heads, 512 dimensions

for hidden states, and uses shared attention layers for encoder and decoder which

allows the decoder to attend to the encoder state and the decoder state at the

same time to make the completed story more coherent. The generator has 3

layers and the discriminator has 4 layers. We adopt Adam [85] as the optimizer

with a learning rate of 0.0001 and a dropout rate of 0.15.

More details of the experimental setup and hyper-parameter settings are shown

in the Appendix D.2.2

4.4 Experimental Results

4.4.1 Unconditional Generation

� Generation Quality The �rst experiment is to compare the quality of gen-

erated sentences of di�erent models. In general, as shown in Tables 4.2-4.3,

TILGAN outperforms all baseline models in TestBLEU on both MSCOCO and

WMTNews data sets, which clearly indicates the advantages of our proposed

framework. We make �ve main observations. Firstly, we notice that TMLE is

2Our code is available athttps://github.com/shizhediao/TILGAN .
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comparable to most GAN baselines, which shows the powerful �tting capacity

of the Transformer architecture as well as the inferior performance of previous

GAN implementations. Despite this,TILGAN p outperforms TMLE by a wide

margin, demonstrating that our backbone model combining a Transformer au-

toencoder and a GAN can not only take advantage of the Transformer's capacity,

but also exhibit bene�ts from our GAN formulation to further boost the per-

formance. Furthermore, compared withTILGAN p, our full version TILGAN

achieves an improvement of 13.3% and 13.2% for TestBLEU5 on MSCOCO and

News, respectively. This con�rms the e�ectiveness of the proposed multi-scale

discriminators and decoder enhancement. In detail, when comparing the simpli-

�ed variants TILGAN e v.s. TILGAN md, the improvement of TILGAN e over

the plain baselineTILGAN p is larger than that of TILGAN md, which illus-

trates that incorporating TILGAN e is more crucial to improving the generation

quality. Lastly, we compareTILGAN with all previous methods and observe

an average improvement of 6.3% for TestBLEU5 on two data sets against the

previous state-of-the-art FMGAN, which suggests the superiority of our method.

� Generation Diversity The generation diversity is evaluated by SelfBLEU

scores, which are shown in Tables 4.2-4.3. First, compared with the baselines with

comparable and worse TestBLEU, e.g., FMGAN and LeakGAN, our TILGAN

achieves lower SelfBLEU scores, which indicates a better quality-diversity trade-

o� from TILGAN. We notice that RNNMLE achieves the best SelfBLEU score

on WMTNews but its quality shown by TestBLEU is pretty low and tends to

generate incoherent or meaningless segments, which can be con�rmed by the

generated samples in Appendix D.3. In addition, from the results ofTILGAN md,

we �nd that incorporating the multi-scale discriminator leads to a signi�cant

drop in SelfBLEU, suggesting that most of the performance gains in generation

diversity are attributed to our design of multi-scale discriminators in contrast

to decoder enhancement. Moreover, when comparing the performance across
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two data sets, we �nd that the SelfBLEU scores of our models are lower on

MSCOCO than that on WMTNews, illustrating that it is easier to generate more

diverse texts on MSCOCO. One possible reason is that the texts in MSCOCO

are shorter than the texts in WMTNews as shown in Table 4.1. When generating

long sequences, models are prone to generate repeated tokens and phrases. The

same phenomenon was also observed for many other baseline models like ARAE

and FMGAN.

4.4.2 Conditional Generation

In addition to unconditional generation, we test our model in a story completion

task to verify its ability in conditional generation. Table 4.4 shows the auto-

matic metrics in four metrics, with several observations. (i) Overall, among all

models,TILGAN achieves new state-of-the-art results on the ROCStory data

set, showing the superiority of our method. (ii) Our model obtains substantial

improvement in the quality metrics of generated answers, with 0.32% gains in

BLEU, 6.92% gains in the adversarial success. It demonstrates that the gener-

ated plots are in high coherence, which not only share a higher proportion of word

overlap with ground-truth answers, but also have a higher success rate fooling

the BERT classi�er. (iii) As for diversity, TILGAN improves upon the state-

of-the-art methods from 3.63% to 3.88% on D1 and 23.46% to 25.61% on D2,

showing that TILGAN produces stories consisting of more diverse and distinct

n-grams.

4.4.3 Human Evaluation

Due to the limitations of automatic evaluation metrics, we invite 5 judges to

rate 100 sentences generated by di�erent models on a scale from 1 to 5 for both
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Table 4.2: SelfBLEU and TestBLEU results on MSCOCO. Q and D denote the quality

and diversity evaluated by human, respectively. The results of previous baselines are

listed in the top region, our method TILGAN together with simpli�ed variants are

shown in the middle, and more variants for further ablation studies are at the bottom.

Methods
SelfBLEU TestBLEU Human

B2% B3% B4% B2% B3% B4% B5% Q D

RNNMLE 75.4 51.1 23.2 82.0 60.7 38.9 24.8 3.33 2.8

SeqGAN 80.7 57.7 27.8 82.0 60.4 36.1 21.1 3.86 2.8

RankGAN 82.2 59.2 28.8 85.2 63.7 38.9 24.8 3.26 2.6

GSGAN 78.5 52.2 23.0 81.0 56.6 33.5 19.7 3.15 2.4

LeakGAN 91.2 82.5 68.9 92.2 79.7 60.2 41.6 3.07 3.0

textGAN 80.6 54.8 21.7 91.0 72.8 48.4 30.6 3.55 2.8

FMGAN 83.1 63.2 32.5 94.2 81.2 61.8 41.4 4.06 2.2

ARAE 63.2 41.6 19.1 86.7 69.3 44.2 24.5 2.93 3.0

TMLE 70.6 47.6 27.3 92.8 81.9 56.2 33.1 3.75 3.4

TILGAN 61.6 35.6 9.9 96.7 90.3 77.2 53.2 4.38 3.8

TILGAN p 61.7 45.9 18.2 94.7 86.6 63.1 39.9 - -

TILGAN e 70.5 50.1 28.7 98.8 94.5 81.3 52.5 - -

TILGAN md 63.5 38.7 11.8 95.1 84.9 64.8 44.1 - -

imp_post 73.3 63.8 47.7 95.5 87.1 69.8 31.5 - -

JSGAN 76.7 67.9 51.8 75.1 54.2 32.1 11.0 - -

WGAN 90.4 80.9 69.0 73.0 53.8 34.2 12.5 - -
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Table 4.3: SelfBLEU and TestBLEU results on EMNLP WMTNews. Q and D denote

the quality and diversity evaluated by humans, respectively. The results of previous

baselines are listed in the top region, our method TILGAN together with simpli�ed

variants are shown in the middle, and more variants for further ablation studies are at

the bottom.

Methods SelfBLEU TestBLEU Human

B2% B3% B4% B2% B3% B4% B5% Q D

RNNMLE 66.4 33.7 11.3 76.1 46.8 23.1 11.6 3.65 2.8

SeqGAN 72.8 41.1 13.9 63.0 35.4 16.4 8.7 3.29 3.4

RankGAN 67.2 34.6 11.8 77.4 48.4 24.9 13.1 2.98 3.8

GSGAN 68.2 41.0 23.1 72.3 44.0 21.0 10.7 3.39 2.6

LeakGAN 85.7 69.6 37.3 92.0 72.5 50.2 32.1 2.51 2.8

textGAN 80.6 54.8 28.7 77.7 52.9 30.5 16.1 3.43 3.2

FMGAN 83.1 68.2 38.5 93.2 77.1 55.2 39.9 3.40 3.2

ARAE 53.4 30.4 17.3 84.4 62.9 39.8 22.0 2.29 2.6

TMLE 61.3 43.7 25.1 87.5 74.8 44.2 26.4 3.31 3.6

TILGAN 66.3 44.5 28.0 92.9 81.7 61.7 40.7 3.81 4.0

TILGAN p 64.8 48.2 34.9 88.9 76.5 56.5 27.5 - -

TILGAN e 62.7 43.3 23.0 91.5 79.2 59.6 33.9 - -

TILGAN md 53.1 33.2 20.6 92.6 78.2 53.9 29.5 - -

imp_post 71.2 59.7 47.1 73.1 68.2 46.6 20.1 - -

JSGAN 64.7 49.9 39.6 80.8 64.9 41.1 14.2 - -

WGAN 93.3 91.0 88.6 89.1 77.4 50.2 26.7 - -
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Table 4.4: Results on the story completion task. AS refers to adversarial success

score.Trans. denotes a vanilla Transformer model.

Methods BLEU% D1% D2% AS% Gram Logic

Seq2Seq 2.90 2.69 15.95 80.97 - -

HLSTM 2.31 2.63 14.80 72.46 - -

CVAE 3.03 2.72 16.32 81.18 - -

Trans. 3.05 2.93 16.75 82.51 - -

T-CVAE 4.25 3.63 23.46 87.54 3.32 3.24

TILGAN 4.57 3.88 25.61 94.46 3.58 3.60

unconditional and conditional generation tasks. The results for unconditional

generation are shown in Tables 4.2-4.3.TILGAN shows a superior performance,

which con�rms that our model is able to generate more realistic samples than

the baseline models on two data sets. Among all baseline models, FMGAN has

a high quality score but a low diversity score, which indicates that most of its

generated samples are repeated sentences that lack diversity. Additional evidence

is shown through the case study in Section 4.4.5.

In addition, the human evaluation results on story completion are shown in Table

4.4, where we only compareTILGAN with the best baseline, i.e., T-CVAE. We

use Gram metric to evaluate whether the generated story plot proceeds natu-

rally, and Logic metric to evaluate whether the plot is reasonable and coherent

following Wang and Wan [76]. Compared with T-CVAE,TILGAN is better in

both Gram and Logic, demonstrating that the generated story plots ofTILGAN

are more natural and coherent.
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4.4.4 Ablation Study

To examine the impact of KL loss and the implicit prior, we conduct ablation

studies of di�erent designs. We construct three variants ofTILGAN and con-

duct experiments on two data sets of unconditional generation, whose results are

shown in the bottom region of Table 4.3.

� Impact of KL Loss First, we implement two variants named JSGAN [65] and

WGAN [26] by replacing the KL loss term with JS divergence and Wasserstein

distance, while keeping the same architectures. In general,TILGAN p outper-

forms JSGAN and WGAN in terms of SelfBLEU and TestBLEU on two data

sets. Particularly, it is observed that with KL loss, the SelfBLEU4 score drops

from 51.8% and 69.0% to 18.2% over JSGAN and WGAN on MSCOCO, and

similar downward trends are observed on WMTNews. It demonstrates that min-

imizing KL loss indeed bene�ts the generation diversity, which is consistent with

previous �ndings in Shen et al. [15]. In addition, the TestBLEU ofTILGAN p

achieves an improvement of 28.9% and 27.4% for TestBLEU5 on MSCOCO over

JSGAN and WGAN, respectively.

� Implicit Prior v.s. Implicit Posterior In addition to imposing an implicit

prior, one can instead impose an implicit posterior as well by moving the trans-

formation network of the latent-generator to the encoder and leaving a Gaussian

prior. This results in a variant with nearly the same total number of parame-

ters, namedImp_post . We see from Table 4.3 thatImp_post performs worse

than TILGAN p with an implicit prior, suggesting that enlarging the distribution

family of posterior q� (zjx) contributes less to improving the overall generation

performance than enlarging that of priorpz(z), which is consistent to the analysis

in the second paragraph of Section 4.2.1.
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Table 4.5: Examples of generated sentences from RankGAN, FMGAN and our model.

RankGAN : (1) A blue blue train sits on tracks with his residential asian toys.

(2) A re�ection of two birds walking by a sidewalk.

FMGAN : (1) A man is standing on a table with a dog.

(2) A man is standing on a table with a dog on a �eld.

(3) A man is standing on a �eld of a large building.

TILGAN : (1) A little boy sitting on a bench with a little girl.

(2) A blue and white public transit bus is driving down acity street.

(3) A train is going down the tracks in a forest.

4.4.5 Case Study

To further analyze the real quality and diversity of the generated sentences,

some are examined and presented in Table 4.5 and more examples are shown in

Appendix D.3. First, the samples generated byTILGAN are more coherent and

semantically meaningful. The majority of texts ofTILGAN are in subject-verb-

object order while those of other models are not. In addition,TILGAN exhibits

more diverse sentence structures and word choices than others. For example,

although each sentence generated by FMGAN looks good in quality, there are

many repeated sentences or phrases, leading to a low diversity. The case study

is consistent with the human evaluation results in Section 4.4.3.

4.5 Related Work

Conventional text generation models leverage maximum likelihood estimation

(MLE) with teacher forcing and have shown powerful generation capabilities [86,

87, 88, 60, 61] but they su�er from the exposure bias problem. To address this,

several solutions were introduced including scheduled sampling [89], professor

forcing [90], and Gibbs sampling [91].
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GAN-based text generation methods can be categorized into three classes: rein-

forcement learning (RL) based methods, Gumbel-Softmax (GS) based methods

and latent feature matching methods. RL-based methods [7, 68, 92, 69, 70] de-

sign a reward incorporated with the discriminators, and use policy gradient or

actor-critic approaches to update the generator to resolve the gradient propagat-

ing issue over discrete tokens. However, they su�er from high variance and mode

collapse issues caused by the unstable policy gradient training process and the

lack of a reliable guiding signal [67, 72]. GS-based methods [66] apply Gumbel-

Softmax which is a continuous relaxation technique for transforming the output

of a generator to be as close to one-hot as possible in order to make the samples

from a discrete distribution like a multinomial di�erentiable with respect to the

distribution parameters.

Latent feature matching methods [67, 71] learn a manifold in the latent space

instead of the discrete output space. This kind of methods usually incorporates

an autoencoder to build the feature space and force the generator's latent out-

put distribution to approach the real data latent distribution. Our method also

resides in this category. To ease adversarial training, Zhang et al. [67] intro-

duced the adversarial feature matching method by incorporating a kernelized

discrepancy metric to match high-dimensional latent representations of real and

synthetic sentences. ARAE [71] extended AAE [48] to model discrete sequences

and learned a parameterized prior by a generative model trained with WGAN.

In contrast to our TILGAN whose Transformer-based encoder and decoder are

both stochastic, ARAE used RNN-based encoder and decoder which were both

deterministic, as required in their theory, which reduces the model expressiveness

and results in much poorer performance than ours as shown in Table 4.3. iVAE

[93] proposed a VAE [2] with an implicit posterior which is inferior to the implicit

prior that we adopt according to the ablation study in Section 4.4.4. WAE-S [94]

was a WAE [49] with a stochastic encoder trained using MMD with a distinct
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goal of improving the reconstruction ability.
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Chapter 5

Introduction and Background on

Disentanglement

Previous chapters have been focusing on the statistical properties of generative

models with extensions to bidirectional models and applications in images and

texts. Starting from this chapter, we will investigate the structural properties of

generative models. This chapter is devoted to an introduction and background

of disentanglement. In Section 5.1, we introduce the notion and motivation of

disentanglement. In Section 5.2, we point out the relationship between disen-

tanglement and identi�ability and discuss the di�erent forms of supervision and

underlying structures which determine the di�culty of a disentanglement prob-

lem. In Section 5.3, we review some well-noted methods of disentanglement

learning under the independence and conditional independence structures, re-

spectively. In Section 5.4, we give a brief introduction to causal inference and

causal disentanglement. In Section 5.5, we discuss other related works.
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5.1 Motivation of Disentanglement

We have seen from previous chapters that bidirectional generative models are

e�ective in representation learning and generation. In representation learning, it

is argued that an e�ective representation for downstream learning tasks should

disentangle the underlying factors of variation [9]. In generative modeling, it

is highly desirable if one can control the semantic generative factors by align-

ing them with the latent variables such as in StyleGAN [4]. Both goals can be

achieved with the disentanglement of latent variableZ , which informally means

that each dimension ofZ measures a distinct factor of variation, a.k.a., agener-

ative factor, in the data [9]. We let � be the true underlying generative factors.

Then disentanglement refers to a certain alignment between the latent variable

Z of a bidirectional generative model and the ground-truth factors� . Following

this intuition, there are few attempts on formalizing the de�nition of disentan-

glement [95, 96], although methods for disentangled learning often adopt speci�c

notions of disentanglement by specifying the alignment such as Khemakhem et al.

[11].

The emerging �eld of disentanglement learning is mainly motivated from the

following several perspectives:

ˆ Controllable generation. In generative models, control of the generations

is one of the key requirements in real applications. Disentanglement of

a generative model can naturally enable controllable generation in that if

each dimension ofZ measures a distinct explanatory factor, then one can

control the particular factor by manipulating this dimension and generat-

ing the corresponding data. Note that there is a growing line of work on

controllable image generation with language or image guidance [97, 98, 99],

which handles this problem from an orthogonal direction. It is a promising

future direction to combine disentanglement with this literature to achieve
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state-of-the-art controllable generation performance. In the following chap-

ters, we will demonstrate how disentanglement can facilitate e�ective con-

trollable generation and particularly how causal disentanglement enables

interventional and counterfactual generation.

ˆ Downstream tasks. Disentangled representations are argued to be useful

in downstream learning tasks by training a classi�er on top of the learned

representations in terms of several aspects. First, it is argued that a dis-

entangled representation leads to better sample e�ciency [9, 100]. Second,

it is believed that causal disentanglement, which is an important and gen-

eral type of disentanglement where the ground-truth factors are causally

related, leads to invariance and thus robustness against distribution shifts

or adversarial attacks [101, 102, 103]. Third, disentangled representations

hold the promise of transferability to unseen scenarios and few-shot learn-

ing [104, 105].

ˆ Interpretable prediction. In safety-critical areas such as healthcare and

autonomous driving, the interpretability of the model is crucial to reliable

decision making. Disentanglement o�ers a strategy to achieve an inter-

pretable predictive model [106]. Compared with standard black-box neural

network models, a disentangled representation itself is expected to be mean-

ingful and explainable, and thus a prediction model trained upon it enjoys

better interpretability.

5.2 Disentanglement and Identi�ability

Disentanglement is essentially related to the identi�ability of a bidirectional gen-

erative model in terms of the true generative factors� , which means the latent

variable Z of the model recovers� up to some simple transformations. It is
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widely acknowledged that identi�ability is di�cult and even impossible in a fully

unsupervised setting [10], which indicates the necessity of supervision on the true

factors.

We discuss two forms of supervision that are commonly used in the literature for

the task of disentanglement:

ˆ Supervision 1: in some scenarios, we may have some conceptual knowledge

about the data in the sense that we know the concepts of the underlying

generative factors of data, especially those concepts that we are interested

in. In such cases, a (weakly) supervised setting is feasible where some

samples have annotated labels of the factors, since at least manual labeling

of a few examples is practical. A representative work that uses this form

of supervision is Locatello et al. [107].

ˆ Supervision 2: in some other scenarios, we have no prior knowledge on

what the ground-truth concepts are and thus cannot get the direct an-

notated labels of them. Auxiliary information is then needed with some

assumptions on the variability of such side information as well as its cor-

relation with the true generative factors. A representative work along this

line is Khemakhem et al. [11].

In addition to supervision, the di�culty of disentanglement and identi�ability

also depends on the structure of underlying factors. Intuitively, the more complex

the structure is, the stronger supervision is needed to guarantee disentanglement

or identi�ability. A large number of work assumes the independence among the

factors which is the simplest structure [108, 109, 110, 111, 112]. One extension

of independence is conditional independence given some auxiliary variables [11].

The most general and challenging structure is causal dependence which is the

most consistent with humans' way of thinking, where all the high-level factors

or features can be causally related [12].
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5.3 Disentanglement under Non-causal Structures

5.3.1 Disentanglement under Independence

A majority of literature on disentanglement assumes the underlying factors are

independent and proposes to encourage the statistical independence of the latent

variables. In particular, previous state-of-the-art methods enhanced the VAE loss

by various regularizers. Following the notations in Chapter 3, we express their

loss functions in the general form

LVAE + �R (q� (zjx))

where the �rst term is given in (3.6) and the second termR(�) corresponds to

the speci�c regularizers to enforce independence with� > 0. In the following,

we list the regularizers of several well-noted disentanglement methods.

The default choice for the latent prior of a VAE model is a multivariate stan-

dard Gaussian where all the components are independent, which motivates the

design of losses of many existing methods. Notably, Higgins et al. [108] pro-

posed� -VAE which enhances the KL term by a scaling larger than 1 to force

the encoder distribution q� (zjx) to better match the independent prior, corre-

sponding to the regularizerR(q� (zjx)) = EX � p� [DKL (q� (zjX ); pz(z))] . Based on

the assumption that di�erent factors lead to signi�cantly di�erent reconstruc-

tion errors, Burgess et al. [109] extended� -VAE to an annealed version with the

regularizerR(q� (zjx)) = Ep� jDKL (q� (zjX ); pz(z)) � Cj whereC is annealed from

zero to some value which is large enough to produce good reconstruction. To

achieve a better trade-o� between disentanglement and reconstruction, Factor-

VAE [110] and � -TCVAE [111] encouraged the aggregated posterior (i.e.,q� (z))

to be factorized by penalizing its total correlation, which leads to the regularizer

R(q� (zjx)) = DKL (q� (z);
Q k

i =1 q� ([z]i )) .
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However, Locatello et al. [10] pointed out that unsupervised disentanglement

learning is impossible for arbitrary generative models with a factorized prior.

Speci�cally, there exist equivalent generative models with the same generated

data distributions p� (x) = p� (x) but at least one of their latent variables is

entangled. This directs the �eld of disentanglement to resort to supervision.

5.3.2 Disentanglement under Conditional Independence

Recent breakthrough work by Khemakhem et al. [11], based on developments

in non-linear independent component analysis (ICA) [113], made the �rst step

towards principled identi�ability of latent variables in a (bidirectional) generative

model. They assumed the availability of some observed auxiliary variablesU such

as class labels or time index of a time series, and that the true latent variables

(i.e., the generative factors) are conditionally independent given the auxiliary

variables. In particular they considered a conditionally factorized exponential

family as the latent prior, denoted byp� (zju) with parameter � . For the learning

algorithm, they adopted a conditional VAE with the following loss

� E(X;U )� p� [EZ � q� (zjX;U ) [ln p� (X jZ; U)] � DKL (q� (zjX; U ); p� (zjU))]

whose negation is the lower bound of the expected conditional log-likelihood

E[ln p� (X jU)]. They showed the identi�cation of the latent variables is possible

up to simple transformations under appropriate conditions. While their the-

ory results in a principled form of disentanglement without direct access to the

ground-truth factors (i.e., Supervision 2 in Section 5.2), some of their settings

and assumptions hinder its wide applications to real-world data, including the

pre-known intrinsic dimension (i.e., the number of true generative factors), the

deterministic or additive Gaussian generator and encoder, and the latent priors

belonging to exponential families. A further step towards practical applications

has been made by Sorrenson et al. [114] who focused on discovering the intrinsic
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latent dimension based on a normalizing �ow framework [115]. The invertible

neural network architecture used in normalizing �ow requires the same dimen-

sion for the data and latent, so in very high-dimensional data such as images, it

may not be a good choice to identify the low-dimensional true latent structure

in such a high-dimensional latent vector.

5.4 Background for Causality

In this section, we give an introduction to causal inference and in particular

structural causal models which serve as the basis for causal disentanglement.

5.4.1 Structural Causal Models and Interventions

In causal inference, given a set of variablesX 1; : : : ; X d, we normally model their

causal relations through a directed acyclic graph (DAG), where a directed edge

in the graph represents direct causation. A structural causal model quantify the

generation process of each variableX i via an assignment

X i = f i (Pa i ; � i ) (5.1)

where f i is a deterministic function depending onX i 's parental variables (de-

noted by Pa i ) and an exogenous noise variable� i . As in a generative model,

the randomness� i in (5.1) induces a conditional distributionp(x i jPa i ). In fact,

each equation in (5.1) could be regarded as the reparametrization trick [2] as-

sociated with the conditionalp(x i jPa i ), that is, the equation makes the desired

randomness inp(x i jPa i ) an explicit (exogenous) input to the model rather than

an intrinsic component [101]. Hence an SCM is essentially a generative model.

One critical assumption in SCMs is that all the exogenous variables� 1; : : : ; � d

are mutually independent, which can be seen as a consequence of causal su�-
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ciency [116]. The DAG structure and the structural assignments (5.1) imply a

canonical factorization of the joint distribution of X 1; : : : ; X d into conditionals

p(x1; : : : ; xd) =
dY

i =1

p(x i jPa i ); (5.2)

which is also known as the causal (or disentangled) factorization [101]. While

some other (entangled) factorizations are possible, the disentangled factoriza-

tion (5.2) represents the joint distribution as a product of causal conditionals. In

real-world data, a change in the joint distribution often comes in sparse changes

in the causal conditionals, that is, only few terms in the product (5.2) change

at a time [12]. Therefore, the disentangled factorization is a more favorable

representation of the joint distribution than the entangled ones.

Causal inference has drawn signi�cantly growing attention in machine learning

recently, one of the key reasons for which is going beyond the i.i.d. setting.

Traditional statistical learning theory guarantees learning algorithms to perform

and generalize well on test data that distributes the same as the training data.

However, real-world data often exhibit heterogeneity and distributional shifts,

which brings a huge challenge to i.i.d. based methods such as empirical risk min-

imization. There have been various directions to study the out-of-distribution

behavior of algorithms from both methodological and theoretical perspectives,

e.g., adversarial training [117, 118], transfer learning [119, 120], domain adapta-

tion [121, 122], invariant learning [102], etc. Among them, a promising and nat-

ural direction is to model the di�erence between training and test distributions

using the concept of interventions [123, 124]. The SCM formalizes interventions

as operations that modify a subset of assignments in (5.1) [13]. For example,

common interventions include point intervention by settingf i (and thus X i ) to

a constant and noise intervention by changing� i .
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5.4.2 Causal Disentanglement

Traditional causal inference and learning assume that the observed variables are

concepts that can be connected with a causal graph. However, real-world data

are not always observed in such forms, e.g., image pixels [125]. This motivates

the emerging �eld of causal representation learning, which is essentially disen-

tangled representation learning, while the latter contains the special cases of

disentangling independent or conditional independent generative factors which

have been studied and motivated di�erently, as discussed in previous sections.

The key of causal representation learning is to combine structural causal model-

ing and representation learning. In particular, since the SCM itself is a genera-

tive model, the most suitable framework for representation learning would be the

bidirectional generative model. Schölkopf [101] depicted one idea to realize the

unexplained variables as latent variables in a generative model. This idea was im-

plemented by Leeb et al. [126] whose decoder is implicitly a composition of SCM

and a decoder in a standard autoencoder. In the next chapter, we will propose a

novel idea that directly aligns the meaningful concepts with latent variables and

hopefully leads to better interpretability and usage in causal learning.

5.5 Other Related Work

VAE-based disentanglement methods. A number of methods have been

proposed to enrich the VAE loss by various regularizers to enforce the indepen-

dence of the latent variables.� -VAE [108] and Annealed VAE [109] introduced

extra constraints on the capacity of the latent bottleneck by adjusting the role of

the KL term; Factor-VAE [110] and � -TCVAE [111] encouraged the aggregated

posterior (i.e., the marginal distribution of E(x)) to be factorized by penalizing

its total correlation; DIP-VAE [112] enforced a factorized aggregated posterior
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di�erently by matching its moments with those of a factorized prior. Going be-

yond the independence perspective, Suter et al. [127] considered disentangled

causal mechanisms, meaning that all the generative factors are conditionally

independent given a common confounder. This is one special case of a causal re-

lationship, while we consider more general cases where the factors can have more

complex causal relationships, e.g., one factor can be a direct cause of another

one.

Based on the above methods, Locatello et al. [107] and Locatello et al. [128]

further incorporated supervised information on a few labels of the generative

factors and pairs of observations which di�er by a few factors respectively, where

the former is more related to ours which is discussed detailedly in Section 6.2.2.

Shu et al. [96] proposed several concepts related to disentanglement, based on

which they analyzed three forms of weak supervision including restricted labeling,

match pairing, and rank pairing.

Going beyond the independent prior, Khemakhem et al. [11] proposed a con-

ditional VAE where the latent variables are assumed to be conditionally inde-

pendent given some additionally observed variables. Built upon developments

of nonlinear ICA, they presented the �rst principled identi�ability theory of la-

tent variable models, in particular VAEs, thus leading to a form of provable

disentanglement under suitable conditions. Our work, in contrast, does not aim

at achieving general identi�ability of latent variable models or general provable

disentanglement, but contributes to resolving the failure of existing methods in

disentangling causally correlated factors. With this motivation, we consider more

general model assumptions on the latent structure as well as generating trans-

formations than those in Khemakhem et al. [11] which apply more suitably to

real-world data. To achieve disentanglement of causal factors, we need to adopt

a more direct and somehow stronger form of supervision than Khemakhem et al.

[11], i.e., we require annotated labels of true factors for a possibly small number
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of samples. See Appendix E.3 for a discussion on the two forms of supervision.

The model in Khemakhem et al. [11], however, has not yet been applied with

the most advanced network architecture for image generation such as StyleGAN

[4], nor can their conditional independent prior models the causal structure of

true factors. Therefore, their model and theory do not apply here and our work

should be regarded complementary.

To avoid the unidenti�ability of the standard Gaussian prior caused by rotation

transformations, Stühmer et al. [129] proposed hierarchical non-Gaussian priors

for unsupervised disentanglement, which is not rotationally invariant. However,

there remain other kinds of mixing transformations that leave these priors in-

variant, leading to unidenti�ability. Besides, their proposed priors cannot model

the causal relationships.

Recently, a concurrent work by Träuble et al. [130] conducted a large-scale em-

pirical study to investigate the behavior of the most prominent disentanglement

approaches on correlated data. In particular, they considered the case where

the ground-truth factors exhibit pairwise correlation. Although pairwise correla-

tion largely generalizes the independence assumption, it is less general than the

causal correlation that we consider. For example, a parental node with multiple

children immediately goes beyond pairwise correlation. Moreover, Träuble et al.

[130] focused on verifying the problem that existing methods fail to learn dis-

entangled representations for strongly correlated factors, while we identify the

problem as a motivation to propose a method to resolve it and learn disentangled

representations under the causal case.

GAN-based disentanglement methods. Existing GAN-based methods, in-

cluding InfoGAN [131] and InfoGAN-CR [132], di�ered from our proposed for-

mulation mainly in two folds. First, they still assumed an independent prior for

latent variables, so su�ered from the same problem with the previous VAE-based
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methods mentioned above. Besides, the idea of InfoGAN-CR was to encourage

each latent code to make changes that are easy to detect, which only applies well

when the underlying factors are independent. Second, as a bidirectional gen-

erative modeling method, InfoGAN further required variational approximation

apart from adversarial training, which is inferior to the principled formulation of

generative modeling in Chapter 3.

Generative modeling involving causal models in the latent space. Causal-

GAN [133] and a concurrent work [134] of ours, were unidirectional generative

models (i.e., a generative model that learns a single mapping from the latent

variable to data) that build upon a cGAN [135]. They assigned an SCM to the

conditional attributes while leaving the latent variables as independent Gaussian

noises. The limit of a cGAN is that it always requires full supervision on at-

tributes to apply conditional adversarial training. Also, the ground-truth factors

were directly fed into the generator as the conditional attributes, without any

extra e�ort to align the dimensions between the latent variables and the under-

lying factors, so their models had nothing to do with disentanglement learning.

Moreover, their unidirectional nature made them unable to learn representa-

tions. Besides, they only considered binary factors, so the consequent semantic

interpolations appear non-smooth, as shown in Appendix E.7.

CausalVAE [136] assigned the SCM directly on the latent variables, while built

upon iVAE [11], it adopted a conditional prior given the ground-truth factors so

was also limited to a fully supervised setting.

GraphVAE [137] generalized the chain-structured latent space proposed in Lad-

der VAE [138] and imposed an SCM into the latent space of VAE. The motivation

behind GraphVAE is to improve the expressive capacity of VAE rather than to

disentangle the underlying causal factors as ours. Purely from observational data

and without any supervision on the underlying factors, the impossibility result
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from Locatello et al. [10] indicated that a VAE model cannot identify the true fac-

tors. Therefore, the representations learned by GraphVAE were not guaranteed

to disentangle the generative factors, and consequently, the learned SCM did not

re�ect the true causal structure in principle. Moreover, their adopted VAE loss

(ELBO) required an explicit form of KL divergence between the prior and the

posterior, which limited the model choice for the SCM. Speci�cally, GraphVAE

used an additive noise model with Gaussian noises. In contrast, our method

does not require the distribution induced by the SCM to be explicitly expressed

and in principle allows any SCMs that can be reparametrized as a generative

model (i.e., given the exogenous noises, one can generate all the variables by

ancestral sampling). For comparison, in our experiments, we include a baseline

that extends the original GraphVAE method to incorporate the same amount of

supervision as ours.

Generative modeling involving other structured latent spaces. VLAE [139]

decomposed the latent space into separate chunks each of which is processed at

di�erent levels of the encoder and decoder. VQ-VAE-2 [140] used a two-level la-

tent space along with a multi-stage generation mechanism to capture both high

and low-level information of data. SAE [126] encouraged a hierarchical structure

in the latent space through the structural architecture of the decoder. These

methods essentially adopted implicit probabilistic or architectural hierarchies, in

contrast to the causal structure that we impose on the latent space, and thus

cannot achieve the goal of causal disentanglement. For example, the hierarchy

in SAE represents the level of abstraction, in the sense that more high-level, ab-

stract features are processed deeper in the decoder and low-level, linear features

are treated towards the end of the network. Such hierarchy di�ers essentially

from the causal structure that we consider.

Other works considered inferring the latent causal structure from visual data

in the reinforcement learning setting [141, 142]. In particular, Nair et al. [142]
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developed learning-based approaches to induce causal knowledge in the form

of directed acyclic graphs, which was then utilized in learning goal-conditioned

policies. The interactive environment enables the agent to perform actions and

observe their outcomes. Therefore, the resulting data involves various interven-

tions each of which entails an SCM and thus is essentially di�erent from the

common setting in the disentanglement literature which is also considered in

this paper, where the observed data are independent and identically distributed.
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Chapter 6

Causal Disentanglement Learning

6.1 Introduction

As discussed in Section 5.3, earlier unsupervised disentanglement methods mostly

regularized the VAE objective to encourage independence of learned represen-

tations [108, 109, 110, 111, 112]. Later, Locatello et al. [10] showed that un-

supervised learning of disentangled representations is impossible: many existing

unsupervised methods are brittle, requiring carefully supervised hyperparame-

ter tuning or implicit inductive biases. To promote identi�ability, recent work

resorted to various forms of supervision [107, 96, 128, 11]. In this work, we

also incorporate supervision on the ground-truth factors in the form of a certain

number of annotated labels as described in Section 6.2.2. We will present ex-

perimental results showing that our method remains competitive with a small

amount of labeled data (a minimum of around 100 samples).

Most of the existing methods, including those mentioned above, are built on the

assumption that the underlying factors of variation are mutually independent.

However, in many real-world cases, the semantically meaningful factors of interest

are not independent [12]. Instead, such high-level variables are often causally
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related, i.e., connected by a causal graph.

In this chapter, we �rst prove formally that methods with independent priors

fail to disentangle causally related factors. Motivated by this observation, we

propose a new method to learn disentangled generative causal representations

called DEAR. The key ingredient of our formulation is a structural causal model

(SCM) as the prior for latent variables in a bidirectional generative model. As

discussed in Section 6.3.2, we assume that a super-graph of the underlying causal

graph is known a priori, which ranges from the causal ordering of the nodes in the

graph to the true causal structure. The causal model prior is then learned jointly

with a generator and an encoder using a suitable GAN algorithm. Moreover, we

establish theoretical guarantees for DEAR on how it resolves the unidenti�ability

issue of many existing methods as well as on the asymptotic convergence of the

proposed algorithm.

An immediate application of DEAR is causal controllable generation, which can

generate data from many desired interventional distributions of the latent factors.

Another useful application of disentangled representations is to use such repre-

sentations in downstream tasks, leading to better sample complexity [9, 100].

Moreover, it is believed that causal disentanglement is invariant and thus robust

under distribution shifts [101, 102]. In this chapter, we demonstrate these con-

jectures in various downstream prediction tasks for the proposed DEAR method,

which has theoretically guaranteed disentanglement property.

We summarize our main contributions of this chapter as follows:

ˆ We formally identify a problem with previous disentangled representation

learning methods using the independent prior assumption, and prove that

they fail to disentangle when the underlying factors of interest are causally

related.
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ˆ We propose a new disentangled learning method, DEAR, which integrates

an SCM prior into a bidirectional generative model, trained with a suitable

GAN algorithm.

ˆ We provide theoretical justi�cation on the identi�ability of the proposed

formulation and the asymptotic convergence of our algorithm.

ˆ Extensive experiments are conducted on both synthesized and real data to

demonstrate the e�ectiveness of DEAR in causal controllable generation,

and the bene�ts of the learned representations for downstream tasks in

terms of sample e�ciency and distributional robustness.

Roadmap In Section 6.2, we introduce the problem setting of disentangled

generative causal representation learning and identify a problem with previous

methods. In Sections 6.3-6.4, we propose the model, formulation, and algo-

rithm of DEAR, and provide theoretical justi�cations on both identi�ability and

asymptotic convergence. We then present empirical studies concerning causal

controllable generation, downstream tasks, and structure learning as well as ab-

lation studies in Section 6.5.

6.2 Problem Setting

In this section, we describe the probabilistic framework of disentanglement learn-

ing based on bidirectional generative models with supervision, and formalize the

unidenti�ablility problem with previous methods.

6.2.1 Generative model

We follow the commonly assumed two-step data generating process that �rst

samples the underlying generative factors, and then conditional on those fac-
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tors, generates the data [2]. Denote the generator and encoder byG and E,

respectively. During the generation process, the generator induces the generated

conditional pG(xjz) and generated joint distributionpG(x; z) = pz(z)pG(xjz) with

latent prior pz. During the inference process, the encoder induces the encoded

conditional qE (zjx) which can be a factorized Gaussian and the encoded joint

distribution qE (x; z) = p� (x)qE (zjx).

We consider the following objective for generative modeling:

Lgen(E; G) = DKL (qE (x; z); pG(x; z)) : (6.1)

According to (3.4), objective (6.1) is equivalent to the negative evidence lower

bound (ELBO),

EX � p� [� EqE (zjX ) ln pG(X jZ ) + DKL (qE (zjX ); pz(z))] ; (6.2)

used in VAEs up to a constant, and ELBO allows a closed form to be optimized

easily only with factorized Gaussian prior, encoder and generator [15].

Since constraints on the latent space are required to enforce disentanglement,

it is desirable that the distribution families of qE (x; z) and pG(x; z) should be

large enough, especially for complex data like images. As demonstrated in the

literature on image generation [4, 38], implicit distributions, where the random-

ness is fed into the input or intermediate layers of the network, are favored over

factorized Gaussians in terms of expressiveness. Then minimizing (6.1) requires

adversarial training, as discussed detailedly in Section 6.4.2.

6.2.2 Supervised regularizer

To guarantee disentanglement, we incorporate supervision when training the

BGM. The �rst part of supervision consists of a certain number of annotated

labels of the ground-truth factors, following the similar idea in Locatello et al.
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[107] but with a di�erent formulation. We leverage another part of supervision

on the graph structure of the factors, which will be discussed in Section 6.3.2.

Speci�cally, let � 2 Rm be the underlying ground-truth factors of interest of data

x, following distribution p� , and [y]i be some continuous or discrete annotated

observation of the i -th underlying factor [� ]i , satisfying [� ]i = E([Y]i jX ) for

i = 1; : : : ; m. For example, in the case of human face images,[y]1 can be the

binary label indicating whether a person is young or not, and[� ]1 = E([Y]1jX ) =

P([Y]1 = 1jX ) is the probability of being young given one imageX .

Let �E(x) be the deterministic part of the stochastic transformationE(x), i.e.,

�E(x) = E(E(X )jX ) by integrating out the additional randomness injected into

the encoder, which is used for representation learning. For instance, a Gaussian

encoder satisfyingE(X )jx � N (m(x); �( x)) can be reparametrized byE(x) =

m(x) + �( x)> � with randomness� � N (0; I ). Then the deterministic part is the

mean, i.e., �E(x) = m(x).

We consider the following objective:

L(E; G) = Lgen(E; G) + �L sup(E); (6.3)

where the supervised regularizer is given byL sup = EX;Y [ls(E; X; Y )] with ls =
P m

i =1 CE([ �E(x)]i ; [y]i ) if [y]i is the binary or bounded (and normalized to[0; 1])

continuous label of factor[� ]i , whereCE(l; y) = � y ln � (l) � (1 � y) ln(1 � � (l )) is

the cross-entropy loss with� (�) being the sigmoid function;ls =
P m

i =1 ([ �E(x)]i �

[y]i )2 if [y]i is the continuous observation of[� ]i . � > 0 is the coe�cient to balance

both terms. Through ablation studies in Section 6.5.4, we empirically �nd the

choice of� insensitive to di�erent tasks and data sets, and hence set� = 5 in all

experiments.

Note that in the objective (6.3), the unsupervised generative modeling loss and

the supervised regularizer are decoupled in terms of taking expectations, in con-

trast to the conditional GANs where supervised labels are involved in the GAN
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loss. This enables one to use two separate samples with di�erent sample sizes to

estimate the two terms in (6.3) during training. Since in practice we may only

have access to a limited amount of annotated labels, this property makes the

formulation applicable in such semi-supervised settings. In the experiments, we

conduct ablation studies to investigate how our method performs with varying

amounts of labeled samples available.

In addition, Locatello et al. [107] proposed a regularizer
P m

i =1 EX;Z (CE([ �E(X )]i ;

[Z ]i )) involving only the latent variable Z which is a part of the generative model,

without distinguishing the model componentZ from the ground-truth factor �

and its observationY. Hence they do not establish formal theoretical justi�cation

on disentanglement. Moreover, they follow the earlier VAE-based methods to

adopt a VAE loss (6.2) for generative modeling with an independent prior and

an additional regularizer to enforce independence of the latent variables, which

su�ers from the unidenti�ability problem described in the next section.

6.2.3 Unidenti�ability with an independent prior

Intuitively, the above supervised regularizer aims at ensuring some kind of align-

ment between the underlying factor� and the latent variablez in the model. We

start with the de�nition of a disentangled representation following this intuition.

De�nition 6.1 (Disentangled representation). Given the underlying factor� 2 Rm

of data x, a deterministic encoderE is said to learn a disentangled representa-

tion with respect to � if 8i = 1; : : : ; m, there exists a 1-1 functiongi such that

[E(x)]i = gi ([� ]i ). Further, a stochastic encoderE is said to be disentangled with

respect to� if its deterministic part �E(x) is disentangled with respect to� .

Note that in general, the goal of disentanglement allows for permutations in

the ground-truth factors. For example one may expect for alli there exists j

which is not necessarily equal toi such that [E(x)]i = gj ([� ]j ). However since in
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our method we supervise each latent dimension by the annotated label of each

ground-truth factor, we can expect a component-wise correspondence between

E(x) and � , as justi�ed formally in Proposition 6.2 below.

As introduced above, we consider the general case where the underlying factors

of interest are causally related. Then the goal becomes to disentangle the causal

factors. Previous methods mostly use an independent prior forz, which contra-

dicts the truth. We make this formal through the following proposition, which

indicates that the disentangled representation is generally unidenti�able with an

independent prior. See Appendix E.1.1 for the proof.

Proposition 6.1. Let E � be any encoder that is disentangled with respect to� .

Let b� = L sup(E � ), a = min G Lgen(E � ; G), and b = min f (E;G ):L gen =0 g L sup(E). As-

sume the elements of� are connected by a causal graph whose adjacency matrixA0

is not a zero matrix. Suppose the priorpz is factorized, i.e.,pz(z) =
Q k

i =1 pi ([z]i ).

Then we havea > 0, and either whenb� � b or b� < b and � < a
b� b� , there exists

a solution (E 0; G0) so that E 0 is entangled and for any generatorG, we have

L(E 0; G0) < L (E � ; G).

This proposition directly suggests that minimizing (6.3) favors an entangled so-

lution (E 0; G0) over the one with a disentangled encoderE � . Thus, with an

independent prior we have no way to identify the disentangled solution with�

that is not large enough. However, in real applications, it is impossible to esti-

mate the threshold, and too large� makes it di�cult to learn the BGM. After

our work was submitted, we were brought attention to a theoretical result in

Träuble et al. [130] that is similar to our Proposition 6.1. A discussion on the

two independently proposed results is given in Appendix E.1.1 after the proof.

In the following two sections, we propose a solution to this problem.
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6.3 Generative Model with a Causal Prior

In this section, we introduce the proposed bidirectional generative model with

a causal model prior, and discuss the learning of the adjacency matrix. Based

on the model we describe the mechanism of causal controllable generation from

interventional distributions. We further propose a composite prior to deal with

the issue of setting the latent dimension.

6.3.1 SCM Prior

We propose to use a causal model as the priorpz. Speci�cally we adopt the

general nonlinear Structural Causal Model (SCM) proposed by Yu et al. [143] as

follows

Z = f (( I � A> )� 1h(� )) := F� (� ); (6.4)

whereA is the weighted adjacency matrix of the directed acyclic graph (DAG)

upon the k elements ofZ (i.e., A ij 6= 0 if and only if [Z ]i is the parent of [Z ]j ),

� denotes the exogenous variables followingN (0; I ), f and h are element-wise

transformations that are generally nonlinear, and� = ( f; h; A ) denotes the set of

parameters off , h and A, with the parameter spaceB. Further let I A = I (A 6= 0)

denote the corresponding binary adjacency matrix, whereI (�) is the element-wise

indicator function.

When f is invertible, (6.4) is equivalent to

f � 1(Z ) = A> f � 1(Z ) + h(� ); (6.5)

which indicates that the factorsZ satisfy a linear SCM after nonlinear transfor-

mation f , and enables interventions on latent variables as discussed later.

By combining the above SCM prior and the encoder and generator introduced in

Section 6.2.1, we end up with the model structure presented in Figure 6.1. Note
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Figure 6.1: Model structure of a BGM (left) with an SCM prior (right).

that di�erent from our model where z is the latent variable following the prior

(6.4) with the goal of causal disentanglement, Yu et al. [143] propose a causal

discovery method where variablesZ in SCM (6.4) are observed with the aim of

learning the causal structure amongZ .

6.3.2 Learning of Structure A

In causal structure learning, the graph is required to be acyclic. Traditional

causal discovery methods such as PC [144] or GES [14] deal with the combi-

natorial problem over the discrete space of DAGs. Recently, Zheng et al. [145]

proposed an equality constraint whose satisfaction ensures acyclicity and solved

the problem with the augmented Lagrangian method, which however leads to

optimization di�culties [146]. In addition, identi�ability of the causal structure

from purely observational data is known as an important issue in causal dis-

covery. Despite a number of results on structure identi�ability under various

parametric or semi-parametric assumptions [147, 148], in a general nonparamet-

ric setting, however, it cannot be guaranteed. Yu et al. [143] did not discuss the

identi�ability of the SCM (6.4) under general cases.

In many problems of disentanglement, we have some prior information on the

causal structure of the factors of interest based on common knowledge or exper-

tise. In particular, we may know a causal ordering of the factors. In addition to

the ordering, for some factors, we may know that one particular factor cannot

113



be a direct cause of another one, which helps us remove some redundant edges in

advance. Therefore, in this paper with the focus on disentanglement, we utilize

such prior information on the graph structure in disentanglement learning and

leave incorporating causal discovery from scratch to future work. Formally, we

assume the super-graph of the true binary graphI A 0 is given, the best case of

which is the true graph while the worst is that only the causal ordering is avail-

able. Then we learn the weights of the non-zero elements of the prior adjacency

matrix that indicate the sign and scale of causal e�ects, jointly with other pa-

rameters of the generative model using the formulation and algorithm described

in Sections 6.4.1 and 6.4.2.

As discussed in Section 6.4.1, such prior knowledge makes the structure identi�a-

bility easy to hold. Moreover, the given super-graph ensures the acyclicity of the

adjacency matrix, allowing us to get rid of the additional acyclicity constraint.

In Section 6.5.3, we investigate how our method performs in learning the graph

structure and weighted adjacency given various amounts of prior graph informa-

tion. Note that even when a super-graph is available, to our best knowledge,

no previous disentanglement method except GraphVAE [137] can utilize them

to disentangle causal factors with guarantee, but we propose one such method

and show its e�ectiveness. In fact, He et al. [137] also assumed an ordering over

the latent nodes by specifying that the parents of nodeZ i ; i = 1; : : : ; k � 1 come

from the set f Z i +1 ; : : : ; Zkg. Later experiments suggest that GraphVAE shows

inferior performance compared with ours.

6.3.3 Generation from Interventional Distributions

One immediate application of our proposed model is causal controllable gener-

ation from interventional distributions of the latent variables. We now describe

the mechanism. To enable intervention under SCM (6.5), we requiref to be
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invertible. Then as introduced in Section 5.4, interventions can be formalized as

operations that modify a subset of equations in (6.5).

Suppose we would like to intervene on thei -th dimension ofZ , i.e., Do([Z ]i = c),

wherec is a constant. Once we obtain the latent factorsZ inferred from dataX ,

i.e., Z = E(X ), or sampled from priorpz, we follow the modi�ed equations in

(6.5) to obtain Z 0 on the left-hand side using ancestral sampling by performing

(6.5) iteratively, where � can be either �xed or resampled from its prior. Then

we decode the latent factorZ 0 that follows the given interventional distribution

to generate the desired sampleG(Z 0). In Section 6.5.1 we de�ne the two types

of interventions of most interests in applications. We discuss how our method

generalizes to unseen interventions in Appendix E.4.

6.3.4 Latent Dimension and Composite Prior

Another issue of the model is how to set the latent dimensionk of the generative

model, to handle which we propose the so-called composite prior. Recall that

m is the number of generative factors that we are interested to disentangle, for

example, all the semantic concepts related to some �led, wherem tends to be

smaller than the total number M of generative factors. The latent dimension

k should be no less thanM to allow a su�cient degree of freedom in order to

generate or reconstruct data well. SinceM is generally unknown in reality, we

set a su�ciently large k, at least larger thanm which is a trivial lower bound of

M .

Then we propose to use a prior that is a composition of a causal model for the

�rst m dimensions and another distribution for the otherk � m dimensions to

capture other factors necessary for generation, like a standard Gaussian. In this

way the �rst m dimensions ofZ aim at learning the disentangled representation

of the m factors of interest, while the role of the remainingk � m dimensions

115



is to capture other factors that are necessary for generation whose structure is

neither cared nor explicitly modeled. Under this model framework, we do not

require the availability of annotated labels for all generative factors of data, but

only the ones of our interests to disentangle are used in the supervised regularizer

in (6.3), which broadens the applications of our method.

6.4 Causal Disentanglement Learning

In this section, we propose the DEAR method for causal disentanglement learn-

ing. Based on the model structure in the previous section, we present the formu-

lation of DEAR as well as its identi�ability of disentanglement at a population

level in Section 6.4.1. The DEAR algorithm is described in Section 6.4.2 with

its consistency results established in Section 6.4.3.

6.4.1 DEAR Formulation

In this section, we �rst present the formulation of DEAR. Compared with the

BGM described in Section 6.2.1, now we have one more module to learn which

is the SCM prior. Thus pG(x; z) becomespG;F (x; z) = pF (z)pG(xjz) wherepF (z)

is the distribution of F� (� ) with � � N (0; I ). We then rewrite the generative

model loss as follows

Lgen(E; G; F ) = DKL (qE (x; z); pG;F (x; z)) : (6.6)

Then we propose the following formulation to learn disentangled generative

causal representations:

min
E;G;F

L(E; G; F ) := Lgen(E; G; F ) + �L sup(E): (6.7)

Now we show the identi�ability of disentanglement of DEAR in contrast to the
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unidenti�ability result in Proposition 6.1. Proposition 6.2 indicates that under

appropriate conditions, the DEAR formulation (6.7) at a population level can

learn the disentangled representations de�ned in De�nition 6.1. Here, Assump-

tion 6.1 supposes a su�ciently large capacity of the SCM in (6.4) to contain the

underlying distribution p� , which is reasonable due to the generalization of the

nonlinear SCM. See Appendix E.1.2 for the proof.

Assumption 6.1. The underlying distributionp� belongs to the distribution fam-

ily f p� : � 2 Bg, i.e., there exits � 0 = ( f 0; h0; A0) such thatp� = p� 0 .

Proposition 6.2 (Identi�ability) . Assume the in�nite capacity ofE and G and

Assumption 6.1. Let(E � ; G� ; F � ) 2 argminE;G;F L(E; G; F ) which is the solution

of DEAR formulation (6.7). Then E � is disentangled with respect to� as de�ned

in De�nition 6.1.

Note that Proposition 6.2 states the identi�ability at the population level, i.e.,

the loss function is taken the expectation over distributions of both the data and

labels of the true factors. Thus we clarify that Proposition 6.2 does not obtain

general provable disentanglement which should be analyzed with a much weaker

form of supervision on the true factors, e.g., as in Khemakhem et al. [11]. In con-

trast, the speci�c identi�ability stated in Proposition 6.2 should be interpreted

as a counterpart of the unidentifaibility result in Proposition 6.1. Speci�cally,

Proposition 6.1 shows that the independent prior used by most existing disen-

tanglement methods causes the contradiction between the generative lossLgen

and the supervised lossL sup in (6.3), which makes the whole lossL prefer an

entangled model. Therefore, even with the same amount of supervised labels of

true factors, those methods cannot learn a generative model with disentangled

latent representations. In contrast, Proposition 6.2 formally suggests that due

to the introduction of the SCM prior, the two loss termsLgen and L sup in (6.7)

can be simultaneously minimized and the jointly optimal solution leads to the

disentangled model.
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6.4.2 Algorithm

In this section, we propose the algorithm to solve the above formulation (6.7).

Estimating Lgen requires the unlabeled data setf x1; : : : ; xN g with sample sizeN ,

while estimating L sup requires a labeled data setf (x j ; yj ) : j = 1; : : : ; Nsg, where

the sample sizeNs can be much smaller thanN . Without loss of generality,

let SG = f x1; : : : ; xN ; y1; : : : ; yN s g denote the training data set for the generative

model.

We parametrize E � (x) and G� (z) by neural networks. As mentioned in Sec-

tion 6.2.1, to enhance the expressiveness of the generative model, we use an

implicit generated conditionalpG(xjz), where we inject Gaussian noises to each

convolution layer in the same way as Shen et al. [15]. Then the SCM priorpF (z)

and implicit pG(xjz) make (6.6) lose an analytic form. Hence we adopt a GAN

method to adversarially estimate the gradient of (6.6) as in Chapters 2-3. Dif-

ferent from the previous setting, the prior also involves learnable parameters,

that is, the parameters� of the SCM. Theorem 3.1 presents the gradient of the

objective wrt. � and � . In the following lemma we present the gradient of (6.6)

wrt. � . See Appendix E.1.5 for the proof.

Lemma 6.1. Let D � (x; z) = ln[ qE (x; z)=pG;F (x; z)]. Then we have

r � L gen = � E� [s(x; z)( r xD � (x; z)> r � G(F� (� )) + r zD � (x; z)> r � F� (� )) j
x= G(F � (� ))
z= F � (� ) ];

wheres(x; z) = eD � (x;z ) is the scaling factor.

As in Section 3.2, we estimate the log-density ratioD � (x; z) using empirical

logistic regression

min
D 2D

1
Nd

"
NdX

i =1

ln(1 + e� D (x i ;E � (x i )) ) +
NdX

i =1

ln(1 + eD (G� (F � (� i )) ;F � (� i )) )

#

: (6.8)

We parametrize the discriminator using neural networks with parameter . Based

on the above, we propose Algorithm 7 to learn disentangled generative causal

representation.
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Algorithm 7: Disentangled gEnerative cAusal Representation (DEAR)

Learning

Input: training set SG, initial parameter �; �; �;  , batch-sizen,

meta-parameterT

1 for t = 1 ; : : : ; T do

2 for multiple stepsdo

3 Samplef x1; : : : ; xng from the training set, f � 1; : : : ; � ng from N (0; I )

4 Generate from the causal priorzi = F� (� i ); i = 1 ; : : : n

5 Update  by descending the stochastic gradient:

1
n

P n
i =1 r  

�
ln(1 + e� D  (x i ;E � (x i )) ) + ln(1 + eD  (G� (zi );zi ) )

�

6 Samplef x1; : : : ; xn ; y1; : : : ; yns g, f � 1; : : : ; � ng as above; generatezi = F� (� i )

7 Compute � -gradient: � 1
n

P n
i =1 s(G� (zi ); zi )r � D  (G� (zi ); zi )

8 Compute � -gradient: 1
n

P n
i =1 r � D  (x i ; E � (x i )) + �

ns

P ns
i =1 r � ls(� ; x i ; yi )

9 Compute � -gradient: � 1
n

P n
i =1 s(G(zi ); zi )r � D  (G� (F� (� i )) ; F� (� i ))

10 Update parameters�; �; � using the gradients

Return: �; �; �

6.4.3 Consistency

In this section, we show the asymptotic convergence of Algorithm 7. Note that

the analysis here is similar to a bidirectional version of Theorem 2.3 with slightly

di�erent (and stronger) assumptions for simplicity. Let � = ( �; �; � ) denote

the set of parameters of the generative model, where� , � and � denote the

parameters of the generator, encoder and SCM prior respectively. According to

such parametrization, we write the objective function in (6.7) asL(� ). In this

section, we establish the consistency result of empirical estimator̂� , i.e., the

output of Algorithm 7, under the parametric setting. Given a discriminatorD,
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the approximate gradient used in the algorithm is denoted by

hD (� ) =

2

6
6
4

� 1
N

P N
i =1

�
s(G� (zi ); zi )r x D(G� (zi ); zi )> r � G� (zi )

�

1
N

P N
i =1 r zD(x i ; E � (x i ))> r � E � (x i ) + �

N s

P N s
i =1 r � ls(� ; x i ; yi )

� 1
N

P N
i =1 s(x; z)[r x D(x; z)> r � G(F� (� i )) + r zD(x; z)> r � F� (� i )]j

x = G(F � ( � i ))
z= F � ( � i )

3

7
7
5 :

We �rst show in the following lemma that under appropriate conditions the

approximate gradienthD̂ (� ) based on the solution of (6.8) converges uniformly

in probability to the true gradient. Recall D � (x; z) = ln( qE (x; z)=pG;F (x; z))

which depends on� . Let D � = f D �
� (x; z) : � 2 � g denote the true discriminator

class, andD = f D(x; z)g denote the modeled discriminator class with the norm

kDk1 =
R

jD(x; z)jp�
� (x; z)dxdz, wherep�

� (x; z) = ( qE (x; z) + pG;F (x; z))=2 which

induces the probability measure� �
� . See Appendix E.1.3 for the proof.

Lemma 6.2. Assume the parameter space� = f � = ( �; �; � )g is compact.

Assume the following regularity conditions hold:

E1 D �
� is smooth with respect to� over � , as de�ned in De�nition 1.1.

E2 The modeled discriminator classD is compact, and contains the true class

D � .

E3 f � �
� : � 2 � g is uniformly tight, i.e., for any � > 0, there exists a compact

subsetK � of X � Z such that for all � 2 � , � �
� (K � ) � 1 � � .

E4 Functions in D have uniformly bounded function values, gradients and Hes-

sians so that there exists a positive numberB0 < 1 such that 8D 2 D ,

8x; z, we havejD(x; z)j � B0, kr D(x; z)k � B0 and jtr (r 2D(x; z)) j � B0.

E5 �E � , r G� , r E � and r F� are uniformly bounded.

E6 The training set for the discriminator is independent from that for the

generative model.

Then there exists a sequence of(N; N s; Nd) ! 1 such that

sup
� 2 �

khD̂ (� ) � r L(� )k
p

! 0: (6.9)
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Based on the above, we obtain the consistency of DEAR algorithm in the fol-

lowing theorem. It indicates that when the sample sizes grow large enough, with

high probability, the DEAR algorithm approximately achieves the minimum of

L(� ) which leads to the desired disentangled model according to Proposition 6.2.

See Appendix E.1.4 for the proof.

Theorem 6.1 (Consistency). Suppose the assumptions in Lemma 6.2 hold. Fur-

ther assume the objective functionL(� ) in (6.7) is smooth with respect to� and

satis�es the Polyak-Šojasiewicz condition in De�nition 1.2. LetL � = min � 2 � L(� )

Then there exists a sequence of(N; N s; Nd) ! 1 such thatL(�̂ )
p

! L � .

6.5 Experiments

We present the experimental studies in causal controllable generation in Sec-

tion 6.5.1 which demonstrate the e�ectiveness of DEAR in causal disentangle-

ment and support the theory in Section 6.4. Based on these theoretical and

empirical justi�cations, we then apply the representations learned by DEAR in

downstream prediction tasks in Section 6.5.2, and show the bene�ts of the dis-

entangled causal representations in terms of sample e�ciency and distributional

robustness. In addition, we investigate the performance of DEAR in learning the

causal structure and weighted adjacency of the SCM prior in Section 6.5.3. We

also provide ablation studies in terms of varying regularization strength� and

various amounts of annotated labels in Section 6.5.4.1

We evaluate our methods on two data sets where the ground-truth generative

factors are causally related, while most data sets used in previous disentangle-

ment work are assumed or designed to have independent generative factors, for

example, in the large scale experimental study by Locatello et al. [10]. The �rst

1The code and data sets are available athttps://github.com/xwshen51/DEAR .
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(a) Pendulum (b) CelebA-Smile (c) CelebA-Attractive

Figure 6.2: Underlying causal structures.

data set that we use is a synthesized data set, Pendulum, similar to the one in

Yang et al. [136]. As shown in Figure 6.3, each image is generated by four contin-

uous factors:pendulum_angle, light_angle, shadow_lengthand shadow_position

whose underlying structure is given in Figure 6.2(a) following physical mecha-

nisms. To make the data set realistic, we introduce random noises when gen-

erating the two e�ects from the causes, representing the measurement error.

We further introduce 20% corrupted data whose shadow is randomly generated,

mimicking some environmental disturbance. The sample sizes for the training,

validation and test set are all 6,724.

The second one is a real human face data set, CelebA [44], with 40 labeled

binary attributes. Among them, we consider two groups of causally related

factors of interest as shown in Figure 6.2(b,c). The sample sizes for the training,

validation and test set are 162,770, 19,867, and 19,962. We believe these two

data sets are diverse enough to assess our methods because they cover real and

synthesized data, with continuous and discrete annotated labels. In addition,

we test our method on benchmark data sets [149] where the generative factors

are independent. The results are given in Appendix E.5. All the details of

the experimental setup, network architectures and the synthesized data set are

given in Appendix E.6. Notably, all VAEs and DEAR use the same network

architecture for the encoder and decoder (generator).
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6.5.1 Causal Controllable Generation

We �rst investigate the performance of our methods in disentanglement through

applications in causal controllable generation. Traditional controllable genera-

tion methods mainly manipulate the independent generative factors [4], while we

consider the general case where the factors are causally related. With a learned

SCM as the prior, we are able to generate images from many desired interven-

tional distributions of the latent factors. For example, we can manipulate only

the cause factor while leaving its e�ects unchanged. Besides, the bidirectional

framework presented in Figure 6.1 enables controllable generation either from

scratch or a given unlabeled image.

We consider two types of interventions of most interests in applications. First,

in traditional traversals, we manipulate one dimension of the latent vector while

keeping the others �xed to either their inferred or sampled values [108]. A causal

view of such operations is an intervention on all the variables by setting them as

constants with only one of them varying. Another interesting type of interven-

tional distribution is to intervene on only one latent variable, i.e.,Pdo([Z ]i = c)(z),

and to observe how other variables change consequently. The proposed SCM

prior enables us to conduct such interventions through the mechanism described

in Section 6.3.3. One can naturally generalize it to intervene on more than one

variable. For simplicity, we only present the results of intervening on one variable

in the paper.

Figure 6.3-6.4 illustrate the results of causal controllable generation of the pro-

posed DEAR method and the baseline method with independent priors, S-� -

VAE [107]. Results from other baselines are given in Appendix E.7, including

S-TCVAE, S-FactorVAE which essentially make no di�erence due to the indepen-

dence assumption, and the unidirectional generative model CausalGAN. In addi-

tion, we extend GraphVAE [137] to a supervised version, named S-GraphVAE by
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Figure 6.3: Results in causal controllable generation on Pendulum. For example,

in line 1 of (a,b) when changing the �rst dimension[z]1 of z which is supervised

with the annotated label of pendulum_anglewhile keeping the others �xed, we

see that the traversals of DEAR vary only inpendulum_angle(disentanglement),

while those of S-� -VAE vary in both pendulum_angleandshadow_length(entan-

glement); in line 3 when changing[z]3 with the others �xed, only shadow_length

is a�ected with DEAR but both shadow_lengthand pendulum_angle are af-

fected with S-� -VAE. In line 1 of (d) we see the intervening onpendulum_angle

a�ects its e�ects shadow_lengthand shadow_position, which is consistent with

the desired interventional distribution.

adding the supervised loss in the same way as DEAR and assuming the super-

graph of the true graph is known a priori. However, in contrast to the composite

prior in DEAR, GraphVAE assigns an SCM over the whole latent space and

hence only allows a su�ciently low dimensional latent space. This makes the

GraphVAE model less expressive and di�cult to be applied to complex data sets

with a large number of generative factors like CelebA. The qualitative results of

S-GraphVAE in controllable generation are given in Appendix E.7. Note that we

do not compare with unsupervised disentanglement methods (e.g., unsupervised

� -VAE, GraphVAE, etc.) because of fairness and their lack of justi�cation.

In each �gure, we �rst infer the latent representations from a test image in block
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Figure 6.4: Results in causal controllable generation on CelebA. For example, in

line 1 of (a,b) when altering[z]1 with the others �xed, we see that the traversals

of DEAR vary only in a single factorsmile with factor mouth_open una�ected,

while S-� -VAE entangles the two factors. In line 5-6 of (a), when changing[z]5

and [z]6 which are supervised withnarrow_eye and chubby, no factors seem to

be a�ected, indicating that the S-� -VAE fails to learn the representations of

some factors. In line 1 of (d) we see that intervening onsmile a�ects its e�ect

mouth_open, which makes sense.

(c). The traditional traversals of the two models are given in blocks (a,b). We

see that in each line when manipulating one latent dimension while keeping the

others �xed, the generated images of our model vary only in a single factor, indi-

cating that our method can disentangle the causally related factors, while those

of S-� -VAE show multiple factors a�ected. It is worth pointing out that we are

the �rst to achieve the disentanglement between a cause factor and its e�ects,

while other methods tend to entangle them. One typical example is the disen-

tanglement betweensmile and its e�ect mouth_open as shown in Figure 6.4. In

block (d), we show the results of intervention on the latent variables representing

the cause factors, which clearly show that intervening on a cause variable changes
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its e�ect variables. Results in Appendix E.7 further show that intervening on

an e�ect variable does not in�uence its cause. Speci�c examples are given in the

captions. Note that without an SCM prior, S-� -VAE cannot generate data from

general interventional distributions. More qualitative traversals from DEAR are

given in Appendix E.7.

6.5.2 Downstream Tasks

The previous section veri�es the good disentanglement performance of DEAR.

In this section, equipped with DEAR, we investigate and demonstrate the ben-

e�ts of the learned disentangled causal representations for downstream tasks in

terms of sample e�ciency and distributional robustness. In Appendix E.2, we

propose a quantitative metric for causal disentanglement which is utilized to pro-

vide some justi�cations on the relationship between causal disentanglement and

performance in downstream tasks.

We now introduce the downstream prediction tasks. On CelebA, we consider

the structure CelebA-Attractive in Figure 6.2(c). We arti�cially create a target

label � = 1 if young=1, gender=0, receding_hairline=0, make_up=1, chubby=0,

eye_bag=0, and � = 0 otherwise, indicating one kind of attractiveness as a slim

young woman with makeup and thick hair.2 On the pendulum data set, we

regard the label of data corruption as the target� , that is, � = 1 if the data is

corrupted and � = 0 otherwise. We consider the downstream tasks of predicting

the target label. In both cases, the generative factors of interest in Figure 6.2(a,c)

are causally related to� , which are the features that humans would use to do the

task. Hence it is conjectured that a disentangled representation of these causal

factors tends to be more data-e�cient and invariant to distribution shifts.
2Note that the de�nition of attractiveness here only refers to one kind of attractiveness,

which has nothing to do with its linguistic de�nition.
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Sample E�ciency

For a BGM including the earlier state-of-the-art supervised disentanglement

methods S-VAEs [107], the modi�ed S-GraphVAE [137], and our proposed DEAR,

we use the learned encoder to embed the training data to the latent space and

train an MLP classi�er on top of the representations to predict the target la-

bel. All the architectures are the same for various methods with details given

in Appendix E.6. Without an encoder, one normally needs to train a convolu-

tional neural network with raw images as the input. Here we adopt the ResNet50

(named ResNet in Table 6.1) as the baseline classi�er which is the architecture

of the BGM encoder. Since the disentanglement methods use additional super-

vision of the generative factors, we consider another baseline ResNet50 (named

ResNet-pretrain) that is pretrained using multi-label classi�cation to predict the

factors on the same training set. Unless indicated otherwise, DEAR, S-VAEs,

S-GraphVAE, and ResNet-pretrain have access to the annotated labels for all

training samples, and DEAR and S-GraphVAE are given the true graph struc-

ture. We provide the detailed results when there is less supervised information

on labels and the graph structure in Sections 6.5.4 and 6.5.3.

To measure the sample e�ciency, we use the statistical e�ciency score de�ned as

the average test accuracy based on 100 samples divided by the average accuracy

based on 10,000/all samples, following Locatello et al. [10]. Note that this metric

may be misleading when a method always achieves poor accuracy with small and

large training samples. Therefore, we also report the test accuracies with di�erent

training sample sizes to provide a comprehensive evaluation.

Table 6.1 presents the results, showing that DEAR owns the highest sample ef-

�ciency and test accuracy on both data sets. ResNet with raw data inputs has

the lowest e�ciency, although multi-label pretraining improves its performance

to a limited extent. S-VAEs have better e�ciency than the ResNet baselines
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but lower accuracy under the case with more training data. Since the encoders

of all S-VAEs and DEAR share the same architecture, we explain the inferior

performance of S-VAEs is mainly because the independent prior contradicts with

the supervised loss as indicated in Proposition 6.1, making the learned represen-

tations entangled (as shown in the previous section) and less informative. On

the Pendulum data with few underlying factors, S-GraphVAE outperforms the

S-VAEs when training on a smaller sample, indicating that an SCM latent struc-

ture has advantages over the independent structure under the VAE framework.

Nevertheless, even with the same amount of supervision (on both annotated la-

bels and the same given graph structure), S-GraphVAE is still inferior to DEAR,

potentially due to our better causal modeling and optimization based on a GAN

algorithm. On the more complex data set CelebA, S-GraphVAE gives very poor

performance, even worse than S-VAEs and ResNet.

In addition, we investigate the performance of DEAR under the semi-supervised

setting where only 10% of the labels are available. We �nd that DEAR with fewer

labels has comparable sample e�ciency with that in the fully supervised setting,

with a sacri�ce in the accuracy that is yet still comparable to other baselines

which use much more supervision. In Section 6.5.4, we provide ablation studies

to show how DEAR behaves in terms of varying amounts of labeled samples and

di�erent choices of the regularization strength� .

We also study knowing less prior information on the causal graph structure. In

the last two lines of Table 6.1, DEAR-SG stands for the DEAR-LIN model trained

with a given super-graph (which is not a full graph) of the true graph and DEAR-

O stands for the DEAR-LIN model trained with a known causal ordering. We

see that DEAR-SG leads to comparable performance as DEAR with the known

graph structure, while DEAR-O is slightly worse but still competitive compared

with other baseline methods. As we will show later, on Pendulum, DEAR-O can

recover the true structure and the performance in downstream tasks is identical
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to that of DEAR given the true structure, so we skip showing the last two lines

in Table 6.1(b). In Section 6.5.3, we investigate the performance in learning

the SCM and in particular, the causal structure, given various amounts of prior

information about the true graph, where more insights are given to explain the

comparable performance of DEAR-SG in downstream tasks.

Distributional Robustness

We manipulate the training data to inject spurious correlations�misleading

heuristics that work for most training examples but do not always hold [150]�

between the target label and some spurious attributes. On CelebA, we regard

mouth_open as the spurious factor; on Pendulum, we choosebackground_color

2 {blue(+ ), white(� )}. We manipulate the training data such that the target

label is more strongly correlated with the spurious attributes. Speci�cally, the

target label and the spurious attribute of 80% of the examples are both posi-

tive or negative, while those of 20% examples are opposite. For instance, in the

manipulated training set, 80% smiling examples in CelebA have an open mouth;

80% corrupted examples in Pendulum are masked with a blue background. The

test sets however do not have such correlations, that is, around half of the ex-

amples in the test sets of both CelebA and Pendulum have consistent target and

spurious labels, leading to a distribution shift.

Intuitively these spurious attributes are not causally related to the target label,

but normal independent and identically distributed based methods like empirical

risk minimization (ERM) tend to exploit such easily learned spurious correlations

in prediction, and hence face performance degradation when such correlation no

longer exists during testing. In contrast, causal factors are regarded as invariant

and thus more robust under such shifts.

Previous sections justify both theoretically and empirically that DEAR can learn
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Table 6.1: Sample e�ciency and test accuracy with di�erent training sample

sizes. DEAR-LIN and -NL denote the DEAR models with linear and nonlinear

f respectively.
(a) CelebA

Method 100(%) 10,000(%) E�(%)

ResNet 68.06� 0.19 79.51� 0.31 85.59� 0.27

ResNet-pretrain 76.84� 2.08 83.75� 0.93 91.74� 1.98

S-VAE 77.07� 1.42 79.87� 1.67 96.49� 1.68

S-� -VAE 71.78� 1.99 76.63� 0.24 93.67� 2.41

S-TCVAE 77.10� 2.08 81.63� 0.20 94.45� 2.72

S-GraphVAE 67.87� 1.19 72.09� 0.51 94.14� 1.14

DEAR-LIN 83.51 � 0.77 84.92� 0.11 98.34� 0.81

DEAR-NL 84.44 � 0.48 85.10 � 0.09 99.23 � 0.51

DEAR-LIN-10% 78.09� 0.59 79.54� 0.41 98.18� 0.49

DEAR-NL-10% 80.30� 0.24 80.87� 0.12 99.29 � 0.23

DEAR-SG 83.69� 0.63 84.91� 0.06 98.57� 0.67

DEAR-O 82.84� 0.68 84.42� 0.05 98.13� 0.79

(b) Pendulum

Method 100(%) all(%) E�(%)

ResNet 79.71� 0.98 90.64� 1.57 87.97� 2.11

ResNet-pretrain 79.59� 0.93 89.16� 1.60 89.28� 0.59

S-VAE 84.16� 0.69 90.89� 0.28 92.60� 0.49

S-� -VAE 79.95� 1.65 87.87� 0.52 90.98� 1.47

S-TCVAE 85.36� 1.11 90.33� 0.33 94.51� 1.31

S-GraphVAE 86.08� 1.61 91.90� 0.53 93.65� 1.29

DEAR-LIN 90.21 � 0.94 93.31 � 0.14 96.68� 0.89

DEAR-NL 90.62 � 0.32 92.57� 0.08 97.93 � 0.29

DEAR-LIN-10% 88.93� 1.40 93.18� 0.18 95.43� 1.33

DEAR-NL-10% 87.65� 0.46 91.27� 0.21 96.03� 0.29
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Table 6.2: Distributional robustness. The worst-case and average test accuracy.

(a) CelebA

Method WorstAcc(%) AvgAcc(%)

ERM 59.12� 1.78 82.12� 0.26

ERM-multilabel 59.17� 4.02 82.05� 0.25

S-VAE 60.54� 3.48 79.51� 0.58

S-� -VAE 63.85� 2.09 80.82� 0.19

S-TCVAE 64.93� 3.30 81.58� 0.14

S-GraphVAE 50.51� 4.43 76.01� 1.73

DEAR-LIN 76.05 � 0.70 83.56� 0.09

DEAR-NL 76.98 � 0.66 83.60 � 0.04

DEAR-LIN-10% 71.40� 0.47 81.04� 0.14

DEAR-NL-10% 70.44� 1.02 81.94� 0.31

DEAR-SG 74.95� 1.14 83.56� 0.25

DEAR-O 74.00� 1.47 83.45� 0.32

(b) Pendulum

WorstAcc(%) AvgAcc(%)

60.48� 2.73 87.40� 0.89

61.70� 4.02 87.20� 1.00

20.78� 4.45 84.26� 1.31

44.12� 9.73 86.99� 1.78

35.50� 5.57 86.64� 1.15

54.42� 4.15 87.64� 2.06

75.60 � 0.27 93.58 � 0.03

75.39� 2.11 93.16� 0.04

74.05� 1.56 92.63� 0.07

73.93� 1.98 92.72� 0.03

disentangled causal representations well. We then apply those representations

by training a classi�er upon them to predict the target label, which is conjec-

tured to be invariant and robust. Baseline methods include ERM, multi-label

ERM which is trained to predict both target label and the factors considered in

disentanglement in order to have the same amount of supervision, S-VAEs that

are shown unable to disentangle well in the causal case, and S-GraphVAE.

Table 6.2 presents the average and worst-case test accuracy to assess both the

overall classi�cation performance and distributional robustness. The worst-case [150]

accuracy refers to the following: we group the test set according to the two bi-

nary labels, the target one and the spurious attribute, into four cases and regard

the group with the worst accuracy as the worst-case, which usually owns the

opposite spurious correlation to the training data. It can be seen that the classi-
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�ers trained upon DEAR representations signi�cantly outperform the baselines

in both metrics. Particularly, when comparing the worst-case accuracy with the

average one, we observe a slump from around 80 to around 60 for other methods

on CelebA, while DEAR enjoys a much smaller decline. As in sample e�ciency,

S-GraphVAE su�ers from a smaller drop in worst-case accuracy than S-VAEs on

Pendulum, but remains inferior to DEAR. On CelebA, S-GraphVAE again shows

poor performance.

Moreover, with fewer annotated samples (i.e., 10% of the full sample), DEAR-

10% remains competitive against baseline methods which use even more super-

vised labels. DEAR-SG (given the super-graph) is slightly better than DEAR-O

(given the ordering), both of which are comparable to DEAR given the full

structure. More ablation studies in terms of the labeled proportion as well as

the strength of the supervised regularizer are given in Section 6.5.4.

6.5.3 Learning of the Structure A

In this section, we take a closer look into the learned causal structure and

weighted adjacency matrixA of the SCM prior given various amounts of prior

graph information. As mentioned in Section 6.3.2, the DEAR method requires

prior knowledge on the super-graph of the true graph over the underlying factors

of interest. The experiments shown in previous sections are all based on the

given true binary structure I A 0 . Here we investigate the performance in learn-

ing the causal structure on knowing various amounts of information about the

graph, which ranges from the causal ordering to the true structure. Note that

the adjacency matrices learned by DEAR-LIN and DEAR-NL are consistent up

to some scaling, so in this section, we only show the results from DEAR-LIN as

a representative.

Figure 6.5 shows the learned weighted adjacency matrices when the true binary
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(a) Pendulum (b) CelebA-Smile (c) CelebA-Attractive

Figure 6.5: The weighted adjacency matrices learned by DEAR.

(a) Pendulum-O (b) CelebA-Attractive-SG (c) CelebA-Attractive-O

Figure 6.6: The given causal structures. -O and -SG stand for the causal ordering

and super-graph. The black edges are true and red edges are in fact redundant.

structure is given for the three underlying structures shown in Figure 6.2. It

can be seen that the weights exhibit meaningful signs and scalings that are

consistent with common knowledge. For example, the factorsmile and its e�ect

mouth_open are positively correlated, that is, one is more likely to open mouth

when smiling. The corresponding element in the weighted adjacencyA14 of (b)

turns out positive, which makes sense. Also,gender(the indicator of being male)

and its e�ect make_up are negatively correlated, that is, women tend to make

up more often than men. Correspondingly, elementA24 of (c) turns out negative.

Next, we evaluate the performance of DEAR in structure learning with less

prior knowledge on the true graph, i.e. knowing a super-graph rather than the

exact true graph. We �rst study on the synthetic data set Pendulum whose

ground-truth structure is shown in Figure 6.2(a), where there are fewer causal

factors and no hidden confounder. Consider the causal orderingpendulum_angle,

light_angle, shadow_position, shadow_length, given which we start with a full
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(a) Epoch 0 (b) Epoch 100 (c) Epoch 200 (d) Epoch 500 (e) S-GraphVAE

Figure 6.7: Learned weighted adjacency matrices on Pendulum given the causal or-

dering. (a-d) are the learned matrices from DEAR at di�erent training epochs starting

from random initialization around 0, and (e) is the result from S-GraphVAE.

graph (shown in Figure 6.6(a)) represented by an upper triangular adjacency ma-

trix whose elements are randomly initialized around 0 (shown in Figure 6.7(a)).

Figure 6.7(a-d) present the weighted adjacency matrices learned by DEAR at

di�erent training epochs. We observe that the weights of the two redundant

edgesA12 and A34 vanish gradually and it eventually leads to the weighted ad-

jacency that nearly coincides with the one learned given the true graph shown

in Figure 6.5(a). In contrast, Figure 6.7(e) shows the structure learned by S-

GraphVAE. Note that GraphVAE learns a binary structure with 0-1 elements

and (e) shows the learned probabilities of each element being 1. We see that

it learns a redundant edgeA12 from pendulum_angleto light_angle and misses

the edgeA23 from light_angle to shadow_position. This experiment shows the

advantage of DEAR over GraphVAE in learning the latent causal structure.

(a) Epoch 0 (b) Epoch 5 (c) Epoch 50 (d) Epoch 150 (e) S-GraphVAE

Figure 6.8: Learned weighted adjacency matrices on CelebA given a super-graph. (a)

represents a random initialization around 0 of the weighted adjacency matrix corre-

sponding to the super-graph in Figure 6.6(b); (b-d) are the learned matrices by DEAR

at di�erent training epochs; (e) is the result from S-GraphVAE.
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(a) Epoch 0 (b) Epoch 5 (c) Epoch 50 (d) Epoch 150 (e) S-GraphVAE

Figure 6.9: Learned weighted adjacency matrices on CelebA given the causal ordering.

(a-d) are the learned matrices by DEAR at di�erent training epochs starting from

random initialization around 0; (e) is the result from S-GraphVAE.

The case is more complicated on the real data set CelebA. Although the number

of factors of interest, six, is not large, there are much more underlying generative

factors. Some of the other factors that we are not interested to disentangle could

serve as the hidden confounders of the factors that we are interested in. For

example, staying up late may cause a person to have eye bags and look chubby

and hence serves as a hidden confounder of the two factorseye_bagand chubby

in Figure 6.2(c). These hidden confounders can be captured in the remaining di-

mensions of the learned representations through the composite prior introduced

in Section 6.3.4. However, their existence makes it di�cult to identify and learn

the structure of the factors of interest. Another complication comes from some

biases in the data, potentially caused by selection bias or unknown interventions.

Such biases may result in spurious correlations even among the causal variables,

bringing trouble to causal structure learning. There are orthogonal works [e.g.,

151, 12, 152] focusing on causal discovery under hidden confounders or unknown

interventions, which however is beyond the scope of this paper and will be sys-

tematically explored in future work. Here we only provide some empirical studies

to evaluate our method under this complicated case.

We conduct two experiments on CelebA. In the �rst one, we assume knowing

a super-graph (Figure 6.6(b)) of the true graph (Figure 6.2(c)) and randomly

initialize its weighted adjacency matrix around 0 as in Figure 6.8(a). Then Fig-
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ure 6.8(a-d) show the weighted adjacency matrices learned by DEAR at di�erent

training epochs. Similar to the previous experiment on Pendulum, the weights

corresponding to the redundant edges gradually vanish. Eventually, DEAR learns

the weighted adjacency matrix that largely agrees with the one learned given the

true graph shown in Figure 6.5(c). After edge pruning, one can essentially re-

cover the true graph structure. This explains why DEAR-SG (the DEAR model

given this super-graph) performs competitively with DEAR given the true struc-

ture in the downstream tasks in the previous two sections. In contrast, the graph

learned by GraphVAE shown in Figure 6.8(e) fails to recover the true structure,

although it is given the same known super-graph as DEAR.

In the second experiment, we only assume knowing the causal ordering which

leads to a full graph shown in Figure 6.6(c) with the upper-triangular weighted

adjacency matrix randomly initialized in Figure 6.9(a). We observe that although

DEAR can remove most of the redundant edges, it mistakenly learns a large

weight on the edge fromyoung to gender. This may be due to the spurious

correlation between the two factorsyoung and genderpotentially caused by the

selection bias during data collection. In comparison, as shown in Figure 6.9(e),

the graph learned by GraphVAE given the same causal ordering turns out to be

farther away from the true graph than DEAR. Nevertheless, as discussed in the

previous two sections, DEAR-O (the DEAR model given the causal ordering)

still achieves reasonably satisfying performance, which indicates the robustness

of our DEAR method against the correctness of the learned graph structure.

In summary, when given the true graph structure, DEAR can learn meaningful

weights for each edge. If there is no hidden confounder or spurious correlation

among the factors of interest, DEAR can learn the true graph given only the

causal ordering. If there exist such biases, DEAR can only recover the true

structure given some proper super-graphs and in general cannot learn all edges

correctly when only the causal ordering is given. In all cases, DEAR outperforms
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GraphVAE in learning the causal structure.

6.5.4 Ablation Study

In this section, we conduct ablation studies to illustrate how DEAR performs

when using di�erent choices of the hyperparameter� which determines the weight

of the supervised regularizer and varying amounts of labeled samples. According

to Proposition 6.2 and Theorem 6.1, at the population level, i.e., assuming an

in�nite amount of data, the regularization strength � in the objective (6.7) can

be any arbitrary positive value to make the theorems hold. However, in practice

with a �nite sample, � cannot be arbitrarily small roughly due to the estimation

error. Therefore we suggest regarding� as a hyperparameter and investigate its

sensitivity across di�erent tasks and data sets. Figures 6.10-6.11 plot the metrics

in sample e�ciency and distributional robustness when using di�erent choices of

� . We observe that all these results (with� ranging from 0.1 to 10) remain

signi�cantly superior to the baseline methods in Tables 6.1-6.2, which suggests

that DEAR can perform reasonably well across a wide range of� . As � becomes

close to 0, we generally observe a performance decrease.

Next, we study how DEAR, as well as baseline methods, behave as we reduce

the number of annotated samples. Figures 6.12-6.13 plot the metrics in sample

e�ciency and distributional robustness when using di�erent amounts of labeled

samples. Note that 0.1% of the CelebA training set corresponds to 162 sam-

ples and 1% of the Pendulum training set corresponds to 67 samples, both of

which belong to weakly supervised settings according to Locatello et al. [107].

Such small numbers of supervised labels belong to weakly supervised settings

according to Locatello et al. [107] and would make manual labeling feasible even

if no label is available beforehand. Naturally, with fewer labeled samples, all

methods basically perform worse. DEAR always outperforms the VAEs. In par-
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ticular, as shown in Figure 6.13(a), when training with 0.1%-1% labels of the

CelebA training sample, S-� -VAE and S-TCVAE completely fail in the worst-

case group, meaning that the classi�ers trained upon them almost fully rely on

the spurious correlation and exhibit no robustness to distribution shifts at all.

In Figure 6.12(a), when the supervised proportion is lower, although S-� -VAE

and S-TCVAE have higher sample e�ciency, they actually perform poorly with

both small and large samples, leading to a misleadingly high e�ciency score.

(a) CelebA (b) Pendulum

Figure 6.10: Test accuracy when training on a small sample & sample e�ciency, as

de�ned in Section 6.5.2, against four di�erent choices of� : 0.1, 1, 5, and 10.

(a) CelebA (b) Pendulum

Figure 6.11:Worst-case and average test accuracy, as de�ned in Section 6.5.2, against

di�erent choices of � . On Pendulum, we experiment with � = 0 :1; 1; 5; 10; on CelebA,

we experiment with � = 0 :01; 0:1; 1; 5; 10.
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(a) CelebA (b) Pendulum

Figure 6.12: Test accuracy with a small training sample & sample e�ciency against

di�erent proportions of labeled samples among full data. On the larger data set CelebA,

we consider proportion=0.001, 0.01, 0.1, 1; on the smaller Pendulum data, we consider

0.01, 0.1, 1.

(a) CelebA (b) Pendulum

Figure 6.13: Worst-case and average test accuracy against di�erent proportions of

labeled samples among full data.
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Chapter 7

Nonparametric Causal Structure

Learning

7.1 Introduction

Causal structure learning is a fundamental problem in various disciplines of sci-

ence, and �exible solutions to this problem have potentially wide applications

[13, 153, 116]. In many scenarios, it is expensive or even impossible to perform

interventions or randomized experiments in order to reveal the causal relation-

ships. This limitation inspires the need to infer or at least systematically produce

plausible hypotheses of causal structures from purely observational data, which

is often known as causal discovery. General assumptions relating the data dis-

tribution to the unknown causal structure have been leveraged to make causal

discovery feasible, including the well-known Markov condition and faithfulness

assumption [144].

Suppose the unknown causal structure can be properly represented by a directed

acyclic graph (DAG) over the observed variables. The last one and a half decades
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have seen a host of nice results on the identi�ability of the causal DAG from

the observational data distribution, under various parametric or semi-parametric

assumptions [154, 155, 147, 156, 148]. However, in a nonparametric setting, from

the observational distribution, the causal structure is known to be identi�able

only up to Markov equivalence. Despite this limitation, it remains a worthy task

to learn a graphical representation of the Markov equivalence class (MEC), known

as a completed partial directed acyclic graph (CPDAG), for a CPDAG usually

reveals some valuable causal information and can be used to guide experimental

studies.

Existing methods for causal discovery targeting the CPDAG are roughly catego-

rized into constraint-based and score-based methods. The former uses statistical

tests to �nd conditional (in)dependence relationships in the data and use them as

constraints to recover the CPDAG that satis�es them. The PC algorithm [144]

is a well-known exemplar of this approach. The latter formulates the task as an

optimization problem by assigning a score to each candidate graph and searching

for the one with the optimal score. Regarding the search and optimization strat-

egy, many algorithms solve a combinatorial optimization problem by performing

a greedy search; on the other hand, starting from Zheng et al. [145], much recent

work tackles the problem through a continuous program [143, 157]. While con-

tinuous optimization has advantages in scalability, global convergence is hard to

guarantee by using gradient-based algorithms without implausible assumptions

such as strong convexity, especially when the model involves neural networks.

In contrast, some search algorithms can be shown to achieve global optimality

in the large sample limit even with a relatively sparse search space. One of the

best-known procedures of this kind is Greedy Equivalence Search (GES) [14].

In terms of scoring, most score functions are born out of restrictive parametric

assumptions on the data distribution. Classical examples include the BIC [158]

and the BDeu [159] score. However, when the parametric model is misspeci-
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�ed, which is very common in real data, the optimality of such a score is not

guaranteed to re�ect the ground truth even in the large sample limit.

In this chapter, we explore a simple strategy to produce a nonparametric GES.

We observe that in order to make GES consistent in a nonparametric setting,

it is not necessary to design a scoring metric that evaluates graphs as a whole.

Instead, it su�ces to de�ne a certain criterion to guide the search at each step

of the procedure. The way we consider in this work is to plug in a consistent

estimator of a measure of conditional dependence to provide such guidance. The

result is a reframed GES algorithm that is more �exible than the standard score-

based version and readily lends itself to the nonparametric setting with a general

measure of conditional dependence. This avoids potential model misspeci�cation

that commonly occurs in score-based methods. On the other hand, although the

reframed GES becomes essentially constraint-based, it retains desirable features

of the search strategy of GES and performs signi�cantly better in our experiments

than paradigmatic constraint-based methods such as PC.

In addition, we propose a measure of conditional dependence based on a char-

acterization of conditional independence from Daudin [160] and a novel neural

conditional dependence (NCD) estimator which utilizes the expressive power of

deep neural networks. Many existing nonparametric measures of conditional de-

pendence are based on kernel methods and leverage characterizations in a Repro-

ducing Kernel Hilbert Space (RKHS), e.g., Gretton et al. [161]. However, kernel

methods su�er from high computational complexity, preventing them from e�-

cient applications in large-scale problems. In contrast, our neural network based

approach can bene�t from a large sample size without a severe compromise in

computational time.

We highlight our main contributions as follows:

ˆ We present a reframing of the GES algorithm that can �exibly incorporate
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a consistent estimator of a general conditional dependence measure.

ˆ We propose a neural conditional dependence (NCD) measure, which utilizes

the expressive power of deep neural networks.

ˆ We provide theoretical guarantees on the correctness of the reframed GES

algorithm and the consistency of the NCD estimator to measure condi-

tional dependence under mild conditions, and demonstrate the empirical

advantages of the resulting method in causal discovery.

7.2 Background and Related Work

7.2.1 Preliminaries and Notations

Let G = ( V ; E) be a directed acyclic graph (DAG) consisting of nodesV =

(X 1; : : : ; X d), each of which is a (possibly multi-dimensional) random variable,

and directed edgesE that connect pairs of nodes. LetPaG
i be the set of parents

of nodeX i . We denote the joint distribution of V by PV . A basic problem of

causal discovery aims at inferring the unknown causal DAGG from an indepen-

dent and identically distributed (i.i.d.) sample from PV . In general, we need

assumptions relating the DAGG and the distribution PV to make the task pos-

sible. A principle adopted by all causal discovery methods is thecausal Markov

condition: PV is Markovian with respect to DAG G, in the sense that every con-

ditional independence statement entailed byGaccording to the standard Markov

property of DAGs is true ofPV . We also assume the commonly adoptedfaithful-

ness assumption: PV is faithful with respect to DAG G, in the sense that every

conditional independence statement true ofPV is entailed by G. If two DAGs

G1 and G2 entail the same set of conditional independence statements, they are

said to beMarkov equivalent. The set of all DAGs that are Markov equivalent
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to a DAG G is called theMarkov equivalence class(MEC) of G, which can be

represented by a completed partially directed acyclic graph (CPDAG). For ran-

dom variablesX; Y and Z , we write X ?? Y j Z to mean that X and Y are

conditionally independent givenZ .

7.2.2 Related Work on Causal Discovery

The point that GES can be recast in the spirit of a constraint-based method has

been indicated in the literature, most recently by Chickering [162], but to our

knowledge has never been explicitly explored, probably because it appears point-

less in parametric settings where well-behaved scores are available. However, as

we aim to demonstrate in this paper, the utility of such a perspective on GES is

signi�cant in nonparametric settings.

In our experiments, we use a number of state-of-the-art causal discovery algo-

rithms for comparison, in addition to the aforementioned PC and standard GES.

One of them is the CAM algorithm [156], which decouples the search for the

causal ordering from the selection of parents for each variable, by leveraging

an additive modeling assumption. Huang et al. [163] proposed a generalized

score function (GSF) and applied it in the GES algorithm. Speci�cally, they

transformed the statistical decision about conditional independence to a model

selection problem for a regression task in an RKHS, de�ned a score based on the

penalized log-likelihood for the kernel regression, and then used the score to guide

local moves in GES. This work is closely related to ours in that both works are

motivated by the goal to develop a nonparametric score to guide the local moves

of GES. However, our approach di�ers from GSF in at least two notable aspects.

First, by highlighting the su�ciency of designing a score that enables consistent

statistical decisions about conditional independence, we propose a simpler and

more �exible way to dispense with parametric assumptions in GES. Second, the
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speci�c score we propose is based on neural networks rather than kernels and

hence enjoys better computational e�ciency when scaling to a large sample size.

Another earlier work sharing the similar spirit is the kernel generalized variance

(KGV) [164], which is also compared in our experiments.

Other methods follow the lead of Zheng et al. [145], who reformulate the original

combinatorial problem into a continuous optimization problem, named NOTEARS,

which is solved using the augmented Lagrangian algorithm. Several follow-

up works extended NOTEARS to nonlinear causal models, including DAG-

GNN [143], GraN-DAG [157], and Ng et al. [165], all of which utilized neural

networks to model the nonlinear causal relations. In addition, Zhu et al. [166]

adopted policy gradient to search for a DAG with the optimal score.

7.2.3 Related Work on Conditional Independence

Conditional independence plays an important role in many statistics and ma-

chine learning problems, ranging from graphical models [153] to invariance learn-

ing [102]. A number of studies were devoted to characterizing conditional inde-

pendence or developing conditional independence tests. Gretton et al. [161] intro-

duced the Hilbert-Schmidt independence criterion (HSIC), which was extended

by Fukumizu et al. [167] to cover conditional independence and used for a con-

ditional independence test. Recently, Azadkia and Chatterjee [168] proposed a

surprisingly simple nonparametric measure of conditional dependence based on

ranking statistics, which we refer to as the Rank Conditional Dependence (RCD)

measure and will use later to illustrate the �exibility of our approach. Other

works focused on constructing tests of conditional independence by proposing

various test statistics, including the kernel conditional independence test [169]

and the test based on a generalized covariance measure [170], among others.
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7.3 Reframing the GES Algorithm

7.3.1 Standard GES

The GES algorithm [14] searches over the space of MECs of DAGs, which are

represented by CPDAGs. The connectivity in the search space is given by the

independence-map (IMAP) relation: graphG is an IMAP of graph G0 if every

conditional independence entailed byG is entailed byG0. The standard GES uses

a scoring function that assigns a score to every DAG given data, and uses the

score of a representative DAG in a MEC as that for the MEC. The search strategy

consists of two phases, a phase of forward equivalence search (FES) followed by

a phase of backward equivalence search (BES). In FES, the procedure starts

with the empty CPDAG (the one with no edges), and moves at each step to a

best-scoring CPDAG with one more adjacency (that is an IMAP of the previous

CPDAG), until the score cannot be improved by adding more adjacencies. In

BES, the procedure starts with the output from FES, and moves at each step to

a best-scoring CPDAG with one fewer adjacency (of which the previous CPDAG

is an IMAP), until the score cannot be improved by deleting more adjacencies.

We enter some details of FES to highlight the observation that motivates the

subsequent reframing. The case of BES is analogous. In FES, each step considers

possible insert-one-edge operations on the current CPDAG. Following Chickering

[14], for non-adjacent nodesX i and X j in a CPDAG P, and for any subsetT of

the neighbors ofX j (i.e., nodes that are connected toX j by undirected edges)

that are not adjacent to X i , the Insert (X i ; X j ; T ) operator modi�es P to obtain

P0 by inserting the directed edgeX i ! X j , and for eachT 2 T , directing

the previously undirected edge betweenT and X j as T ! X j . If the validity

condition in Chickering [14, Theorem 15] is met, then there is a representative

DAG G in the MEC represented byP and a representative DAGG0 in the MEC
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represented byP0, such that G0 is the result of insertingX i ! X j in G (which

implies that P0 is an IMAP of P).

In Chickering's (2002) proof of the asymptotic correctness of GES under the

causal Markov and faithfulness assumptions, the crucial condition is that the

�local� decision betweenGand G0mentioned above asymptotically tracks whether

a certain conditional independence relation holds. We make this notion precise

in the following de�nition, in which D denotes an i.i.d. sample with sizen from

the joint distribution PV of V .

De�nition 7.1 (Independence-tracking decision criterion). Let G and G0 be two

DAGs overV that are exactly the same except thatG0 contains an edgeX i ! X j

that does not appear inG. A decision criterion (based on dataD ) to choose

betweenGandG0(among other options) is independence- tracking if the following

two properties hold in the large sample limit:

(i) If X j ?? X i j PaG
j (according to PV ), then the decision criterion favorsG

over G0.

(ii) Otherwise, the decision criterion favorsG0 over G.

In the standard GES algorithm, a scoring function for DAGs is used to make

such local decisions. The induced decision criterion is independence-tracking if

the scoring function satis�es the so-called local consistency [14, De�nition 6].

Indeed, De�nition 7.1 is a straightforward generalization of the notion of local

consistency for scoring functions. The generalization serves to highlight a simple

but important observation: the crucial condition for the optimality of GES can

be implemented by a (locally consistent) score function for DAGs, but does not

necessitate such a function.
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7.3.2 Reframed GES

We now describe a simple alternative way to implement an independence-tracking

decision criterion for GES, by using any consistent measure of conditional de-

pendence, in the following sense:

De�nition 7.2 (� -consistency). Consider a set of statisticsT = f Tn (X; Y jZ) j

X; Y 2 V ; Z � V nf X; Y gg (intended to measure conditional dependence) de-

pending onD . T is said to be� -consistent with parameter� > 0 if for every

X; Y 2 V and Z � V nf X; Y g, the following two conditions hold in the large

sample limit:

(i) If X ?? Y j Z (according to PV ), then Tn (X; Y jZ) < � .

(ii) Otherwise, Tn (X; Y jZ) > � .

For our purpose, the following su�cient condition for the � -consistency in De�-

nition 7.2 is useful. See Appendix F.2.1 for the proof.

Proposition 7.1. Suppose for everyX; Y 2 V andZ � V nf X; Y g, T� (X; Y jZ) �

0 is a quantity depending onPV such that

T� (X; Y jZ) = 0 if and only if X ?? Y j Z:

Let T̂n (X; Y jZ) form a set of statistics indexed byX; Y 2 V and Z � V nf X; Y g.

If T̂n (X; Y jZ) ! T� (X; Y jZ ) in probability as n ! 1 for every X; Y 2 V and

Z � V nf X; Y g, then there exists� > 0 such thatf T̂n (X; Y jZ)g is � -consistent.

This proposition provides a way to construct a� -consistent set of statistics. One

�rst de�nes a population quantity that takes the boundary value if and only if

the conditional independence in question holds, and then constructs a consistent

estimator for this quantity given an i.i.d. sample. The aforementioned measures

including HSIC [167] and RCD [168] were both developed along this line. In the
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next section, we will propose a new measure of conditional dependence based on

a neural network implementation.

It is worth noting the essential di�erence between our de�ned� -consistent statis-

tics and conditional independence tests. We note that the condition in Proposi-

tion 7.1 indicates that whenX ?? Y j Z , the statistic T̂n (X; Y jZ) converges to 0

in probability, i.e., T̂n = op(1). By contrast, in a typical conditional independence

test, one usually uses a test statistic that, under the null hypothesis of condi-

tional independence, follows an asymptotic null distribution, which is then used

to develop a decision rule. This means that whenX ?? Y j Z , the test statis-

tic is stochastically bounded, i.e.,Op(1), but not necessarilyop(1). Therefore,

it is in general non-trivial to de�ne a � -consistent statistic from a conditional

independence test.

With a � -consistentT̂(X; Y jZ), it is straightforward to implement an independence-

tracking decision criterion to be used in GES. Speci�cally, at each step in FES,

to each (valid) operator Insert (X i ; X j ; T ) we assignT̂(X i ; X j jPaG
j ) as its �lo-

cal score� (whereG is the DAG representing the current CPDAG induced by

the operator), and apply the operator with the highest local score (indicating

conditional dependence), unless all remaining valid insert operators yield a local

score lower than the threshold� . Similarly, at each step in BES, to each (valid)

operator Delete(X i ; X j ; H ), we assignT̂(X i ; X j jPaG
j ) as its local score (whereG

is the DAG representing the CPDAG the operator would produce), and apply

the operator with the lowest local score (indicating conditional independence),

unless all remaining valid delete operators yield a score greater than� . The

update step of FES is summarized in Algorithm 8, and the dual update step of

BES is given in Appendix F.1.

We call the GES algorithm with these update steps thereframed GES. Unlike the

standard GES, this reframed GES does not optimize a global score for MECs.
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Algorithm 8: The update step in the reframed FES

Input: the current CPDAG P, sampleD , a list of valid insert operators

INS , statistics T̂(X; Y jZ), threshold �

Output: the next CPDAG P0

1 Set s = 0 and I = NULL.

2 for Insert (X i ; X j ; T ) 2 INS do

3 Let G be the representative DAG ofP corresponding to

Insert (X i ; X j ; T ).

4 Evaluate Score(X i ; X j ; T ) = T̂(X i ; X j jPaG
j ).

5 if Score(X i ; X j ; T ) > s then

6 Let s = Score(X i ; X j ; T ) and I = Insert (X i ; X j ; T ).

7 if s > � then

8 Apply operator I to obtain P0.

9 else

10 Keep P0 = P (and terminate FES).

Return: P0

However, by using a suitable local score for choosing operators to apply (or to

stop), the local decision criterion remains independence-tracking, and as a result

the asymptotic optimality of the reframed GES algorithm is still guaranteed, as

stated in the following theorem. See Appendix F.2.2 for the proof.

Theorem 7.1. Under the causal Markov and faithfulness assumptions, the re-

framed GES procedure using a� -consistent T̂(X; Y jZ) recovers the MEC of the

true graph in the large sample limit.
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7.4 Neural Conditional Dependence Measure

In this section, we propose a novel measure of conditional dependence. LetX , Y,

andZ be three random variables taking values inRdX , RdY , andRdZ , respectively,

and we assume that their joint distribution is absolutely continuous with respect

to Lebesgue measure with densityp� de�ned on RdX + dY + dZ . The conditional

independence betweenX and Y givenZ is de�ned by p� (x; y; z) = p� (xjz)p� (yjz)

for all x; y; z with p� (z) > 0 [171].

The following lemma from Daudin [160] characterizes the conditional indepen-

dence, which has given rise to several hypothesis testing methods. LetL2
Z , L2

XZ ,

and L2
Y Z be the spaces of square integrable functions ofZ , (X; Z ), and (Y; Z),

repsectively, e.g.,L2
XZ = f f : RdX + dZ ! R j E[f (X; Z )2] < 1g .

Lemma 7.1 (Daudin [160]). The random variablesX and Y are conditionally

independent givenZ if and only if

E[f (X; Z )g(Y; Z)] = 0 ;

for all f 2 L2
XZ and g 2 L2

Y Z such thatE[f (X; Z )jZ ] = 0 and E[g(X; Z )jZ ] = 0.

At the population level, given a ground truth densityp� , we propose the following

measure of conditional dependence betweenX and Y given Z :

S(X; Y jZ ) = sup
f;g

� 2(f (X; Z ) � h� (Z ); g(Y; Z) � l � (Z )) (7.1)

where f 2 L2
XZ and g 2 L2

Y Z are test functions,h� (Z ) = E[f (X; Z )jZ ], l � (Z ) =

E[g(Y; Z)jZ ], and � (X 1; X 2) = cov(X 1; X 2)=
p

var(X 1)var(X 2) denotes the Pear-

son correlation coe�cient of two random variablesX 1 and X 2. The reason for

using the correlation coe�cient rather than the covariance is that after normal-

ization by the variances, the characteristic is bounded between[� 1; 1]. This

makes the measure well-de�ned in a bounded range and the computation of its

subsequent sample version numerically stable.
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Based on Lemma 7.1, we have the following simple theorem which characterizes

the property of the measure (7.1) and establishes an equivalence condition be-

tween the measure and conditional independence. See Appendix F.2.3 for the

proof.

Theorem 7.2. For all p� , we haveS(X; Y jZ ) 2 [0; 1] and S(X; Y jZ ) = 0 if and

only if X ?? Y j Z .

Having de�ned the measureS(X; Y jZ ), we now make the computation tractable.

We use deep neural network classes to parametrize the test functionsf; g and

the conditional expectationsh; l in (7.1). Formally, we write f � , g� , h! , l  , where

the subscripts denote the parameters of the corresponding neural networks. We

then exploit the approximation

sup
�;�

� 2(f � (X; Z ) � h! � (Z ); g� (Y; Z) � l  � (Z )); (7.2)

where h! � (z) = h� (z) and l  � (z) = l � (z). According to the universal approx-

imation theorem of neural networks [172], equation (7.2) can approximate the

true measure (7.1) with arbitrary accuracy by choosing the appropriate network

architecture. Since here we mainly focus on the statistical property of the es-

timator proposed below, we ignore the small approximation error (i.e., the gap

between (7.2) and (7.1)) in the analysis for simplicity.

Next, we present a consistent estimator ofS(X; Y jZ ). Let D = f (x i ; yi ; zi ); i =

1; : : : ; ng be the collection of i.i.d. copies of(X; Y; Z ) � p� . Our estimator of

S(X; Y jZ ) is given by

Ŝn (X; Y jZ ) = sup
�;�

�̂ 2�
f � (X; Z ) � h!̂ (Z ); g� (Y; Z) � l  ̂ (Z )

�
; (7.3)

where �̂ is the sample correlation coe�cient based on dataD , and

!̂ = argmin
!

1
n

nX

i =1

(f � (x i ; zi ) � h! (zi ))2;

 ̂ = argmin
 

1
n

nX

i =1

(g� (yi ; zi ) � l  (zi ))2;

(7.4)
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Algorithm 9: Computing the NCD score

Input: sampleD , horizon Tt ; Tr , initial �; �; !;  

Output: NCD score

1 for t t = 1; 2; : : : ; Tt do

2 for t r = 1; 2; : : : ; Tr do

3 Update ! by descending
P

i r ! (f � (x i ; zi ) � h! (zi ))2

4 Update  by descending
P

i r  (g� (yi ; zi ) � l  (zi ))2

5 Update �; � by ascending the gradient of

�̂ 2(f � (X; Z ) � h! (Z ); g� (Y; Z) � l  (Z ))

Return: P0

are the estimators of! � and  � .

Remark 7.1. The estimators in (7.4) based on regression come from the fact that

E[f (X; Z )jZ ] = argminh E[f (X; Z ) � h(Z )]2, which is proved in Appendix F.2.5.

We call the proposed estimator (7.3) theneural conditional dependence (NCD)

estimator and its population version (7.2) the NCD measure. Since (7.3) solves

a bilevel optimization problem involving regression problems (7.4), we adopt an

alternating gradient descent scheme to obtain the NCD estimator. The procedure

is summarized in Algorithm 9, where we alternately update the test functions

f � ; g� and nonlinear regressorsh! ; l  for Tt and Tr steps, respectively.

To study the asymptotic behavior of the proposed estimator, we assume the

following regularity conditions, all of which are mild assumptions commonly

adopted in the literature.

C1. The parameter spaces� 2 � , � 2 � , ! 2 
 , and  2 	 are compact.

C2. f � (x; z), g� (y; z), h! (z), and l  (z) are continuous with respect to the corre-

sponding parameters and datax; y; z.

C3. f � (x; z), g� (y; z), h! (z), and l  (z) are dominated square integrable, i.e., there
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exists a dominating functionF (x; z) such that jf � (x; z)j � F (x; z) for all �

and E[F (X; Z )]2 < 1 .

C4. For all �; � , there exist unique! � (� ) 2 
 and  � (� ) 2 	 such that h! � (z) =

h� (z) and l  � (z) = l � (z) almost surely, respectively.

The following theorem establishes the consistency ofŜn (X; Y jZ ) as an estimator

of the population measureS(X; Y jZ ). See Appendix F.2.4 for the proof.

Theorem 7.3. Under the regularity conditions C1-C4, asn ! 1 , we have

Ŝn (X; Y jZ ) ! S(X; Y jZ ) in probability.

Finally, we apply the NCD measure to causal discovery through the reframing

of GES in the previous section. We plug the estimator̂Sn into the reframed

GES procedure as the �local score�. Based on Theorems 7.2 and 7.3, by applying

the su�cient condition in Proposition 7.1, we know that Ŝn (X; Y jZ) satis�es the

� -consistency in De�nition 7.2 with some� > 0. Then Theorem 7.1 implies the

asymptotic correctness of our method to recover the true MEC.

In addition, to demonstrate the �exibility of our reframed GES algorithm in

incorporating various conditional dependence measures, we will also test a version

of our procedure using the RCD measure recently proposed by Azadkia and

Chatterjee [168], because it is very easy to compute. The RCD estimator can

be shown to satisfy the� -consistency and hence suits our framework well. For

completeness, we provide a description of RCD in Appendix F.3.

7.5 Experiments

In this section, we compare our proposed method with various existing state-

of-the-art causal discovery approaches on both synthetic and pseudo-real data

sets. Baseline methods include score-based methods using BIC [14], KGV [164],
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Table 7.1: SHD and F1 score on PNL-GP data sets with 10 nodes, 2 expected

degrees, and 1000 and 5000 samples.

Setting GP (1k) GP (5k)

Methods SHD F1 score SHD F1 score

NCD 5.6� 2.5 0.63� 0.14 4.2� 2.3 0.71� 0.14

RCD 9.0� 0.7 0.41� 0.07 8.4� 1.1 0.53� 0.08

PC 8.8� 1.6 0.36� 0.15 7.2� 2.4 0.50� 0.16

BIC 7.0� 2.8 0.49� 0.20 6.0� 2.5 0.59� 0.17

KGV 8.5� 1.1 0.37� 0.08 7.5� 0.5 0.51� 0.06

CAM 6.0� 3.5 0.50� 0.26 7.2� 3.7 0.52� 0.22

NOTEARS 11.4� 0.9 0.06� 0.08 11.6� 0.9 0.06� 0.08

DAG-GNN 11.0� 1.7 0.00� 0.00 11.4� 1.8 0.03� 0.07

GraN-DAG 10.6� 1.1 0.05� 0.06 12.2� 1.8 0.12� 0.04

GSF 6.4� 3.5 0.55� 0.19 >12h

and GSF [163]; a constraint-based method, PC algorithm [144]; a method based

on structural causal model, CAM [156]; as well as the emerging methods in the

continuous optimization paradigm including NOTEARS [145], DAG-GNN [143],

and GraN-DAG [157]. The details of the experimental settings and hyperpa-

rameters (including the choice of� ) of baseline methods and ours are given in

Appendix F.4.

The causal discovery performance is evaluated using three metrics: the structural

hamming distance (SHD), the structural interventional distance (SID) [173] and

the F1 score. Since our method and many baseline approaches return a CPDAG

representing an MEC, both SHD and SID are evaluated between the learned and

ground-truth CPDAGs. Then the SHD is the smallest number of edge additions,

deletions, and reversals to convert the estimated CPDAG into the true CPDAG.
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Table 7.2: SHD and F1 score on PNL-MULT data sets with 10 nodes, 2 expected

degrees, and 1000 and 5000 samples.

Setting MULT (1k) MULT (5k)

Methods SHD F1 score SHD F1 score

NCD 6.2� 2.9 0.59� 0.08 5.6� 2.4 0.60� 0.08

RCD 7.4� 2.1 0.51� 0.09 3.2� 1.3 0.67� 0.07

PC 7.6� 1.7 0.44� 0.15 4.6� 1.8 0.57� 0.13

BIC 4.2� 2.9 0.65� 0.09 4.4� 3.4 0.62� 0.11

KGV 9.0� 1.9 0.35� 0.14 7.2� 0.7 0.47� 0.07

CAM 10.8� 1.8 0.09� 0.07 11.2� 2.3 0.13� 0.15

NOTEARS 24.8� 3.8 0.36� 0.07 23.6� 4.7 0.37� 0.07

DAG-GNN 16.4� 2.6 0.37� 0.13 13.6� 3.4 0.40� 0.10

GraN-DAG 8.6� 2.6 0.54� 0.12 10.2� 1.9 0.51� 0.08

GSF 3.0� 1.1 0.67� 0.06 >12h

The SID counts the number of pairs(X i ; X j ) such that the interventional dis-

tribution p(x j jdo(X i = x)) would be miscalculated if we chose the parent ad-

justment set from the estimated graph. We report the SIDs corresponding to

the best and worst DAG in the learned MEC. The F1 score is de�ned as the

harmonic mean of the precision and the recall. In general, a lower SHD or SID

and a higher F1 score indicate a better estimate.

7.5.1 Synthetic Data

As mentioned in previous sections, when a data set does not satisfy the ad-

ditive Gaussian noise assumption, many existing methods such as BIC, CAM,

NOTEARS, and GraN-DAG su�er from model misspeci�cation and thus may
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Table 7.3: SHD and F1 score on PNL-GP data sets with 10 nodes, 8 expected

degrees, and 1000 and 5000 samples.

Setting GP (1k) GP (5k)

Methods SHD F1 score SHD F1 score

NCD 28.4� 3.6 0.55� 0.05 24.6� 3.8 0.58� 0.08

RCD 32.8� 2.2 0.39� 0.11 32.6� 4.7 0.44� 0.10

PC 37.6� 1.3 0.18� 0.09 36.0� 2.7 0.26� 0.05

BIC 33.0� 2.1 0.45� 0.06 30.8� 3.3 0.50� 0.09

KGV 37.8� 0.7 0.20� 0.08 34.2� 3.9 0.33� 0.07

CAM 33.0� 5.6 0.42� 0.13 30.6� 3.4 0.50� 0.11

NOTEARS 38.8� 1.9 0.13� 0.05 38.4� 1.8 0.13� 0.05

DAG-GNN 39.2� 1.3 0.03� 0.02 39.2� 2.3 0.05� 0.09

GraN-DAG 34.0� 7.9 0.18� 0.09 35.4� 6.9 0.30� 0.13

GSF 34.0� 3.0 0.39� 0.05 >12h

lead to misleading results. In contrast, nonparametric methods like GSF and

ours in principle will not be a�ected. Here we consider the well-known post non-

linear (PNL) causal models [147]. A general PNL model expresses each variable

X i as

X i = gi; 2(gi; 1(Pa i ) + N i ); i = 1; : : : ; d;

where Pa i contains the direct causes ofX i , N i is the exogenous noise variable,

and gi; 1 and gi; 2 are nonlinear transformations.

To synthesize a data set, we �rst randomly generate a ground-truth DAGG

following the Erd®s-Rényi (ER) graph model and then generate data followingG

and two types of PNL models that were also considered in Lachapelle et al. [157].

The �rst one, called PNL-GP, samplesgi; 1 independently from a Gaussian process

with bandwidth one, takesgi; 2 as the sigmoid function, andN i � Laplace(0; bi )

157



Table 7.4: SHD and F1 score on PNL-MULT data sets with 10 nodes, 8 expected

degrees, and 1000 and 5000 samples.

Setting MULT (1k) MULT (5k)

Methods SHD F1 score SHD F1 score

NCD 29.2� 4.6 0.52� 0.07 29.8� 5.1 0.57� 0.09

RCD 31.4� 4.5 0.43� 0.14 27.2� 3.3 0.54� 0.06

PC 36.2� 1.8 0.23� 0.06 34.4� 1.5 0.32� 0.08

BIC 30.8� 5.6 0.43� 0.09 35.0� 3.9 0.39� 0.07

KGV 37.2� 1.6 0.27� 0.02 37.4� 2.2 0.31� 0.06

CAM 35.2� 2.8 0.25� 0.07 34.4� 6.5 0.31� 0.15

NOTEARS 39.0� 1.6 0.33� 0.04 39.0� 1.9 0.34� 0.07

DAG-GNN 37.8� 2.4 0.26� 0.10 39.6� 1.1 0.25� 0.12

GraN-DAG 37.4� 3.2 0.20� 0.08 37.0� 3.5 0.27� 0.09

GSF 31.6� 3.2 0.38� 0.09 >12h

with bi � U [0; 1]. All root variables in PNL-GP are sampled fromU[� 1; 1]. The

second one, namedPNL-MULT , takesgi; 1(x) = log( sum(x)) wheresum(x) takes

the sum of all components of a vectorx, gi; 2(�) = exp( �), and N i � jN (0; � 2
i )j

with � 2
i � U [0; 1]. All root variables in PNL-MULT are sampled from U[0; 2].

This model is adapted from Zhang et al. [174].

Tables 7.1, 7.2, 7.3 and 7.4 present the results of SHD and F1 score on PNL-GP

with sparse graphs, PNL-MULT with sparse graphs, PNL-GP with dense graphs

and PNL-MULT with dense graphs, respectively, where the error bars represent

the standard deviations across 5 data sets per setting. The results of SID are

basically consistent, which are deferred to Appendix F.5 due to the space limit.

Additional results on graphs with 20 nodes are also presented in Appendix F.5.

We see that in general, the reframed GES algorithm with our own NCD or
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the adopted RCD (shown in the �rst two lines of all tables) performs the best

across all settings, except in the sparse PNL-MULT data where GSF is the best.

The advantages of our methods on the more challenging dense graphs are more

signi�cant than those on sparse ones. In most cases, NCD outperforms RCD,

though RCD produces excellent results on PNL-MULT with a larger sample.

From the perspective of implementation, RCD may be favored over NCD in terms

of fewer hyperparameters and less computational cost. In addition, our methods

exhibit similarly good performances across di�erent ground-truth models, while

most other methods tend to perform well on at most one setting, which indicates

the robustness of our nonparametric approach against di�erent distributions.

GSF, as another kernel-based nonparametric score, performs very well on PNL-

MULT with a sparse structure, but is less competitive in other settings. Note

that we only report the results of GSF using 1000 samples, because even for

the sparse graph, it takes around 17 hours for a single run with 5000 samples

compared to around 18 minutes with 1000 samples. In contrast, our NCD-based

method can bene�t from a larger sample size while taking similar computational

time as with a smaller sample (both within 3 minutes in the sparse case). KGV

leads to inferior performance in all settings. The standard GES with the linear-

Gaussian BIC score sometimes performs well on PNL-MULT; a possible reason

is that when the noise variance� 2
i � U [0; 1] happens to be small, the PNL-

MULT model behaves similarly to a linear-Gaussian model, leading to a case

with minor misspeci�cation for BIC. This may also partly account for the fact

that PC performs better on PNL-MULT than on PNL-GP; that is, a PNL-MULT

data set can be similar to linear-Gaussian data which would satisfy the model

assumption made in the hypothesis testing. CAM performs better on PNL-

GP than on PNL-MULT and achieves the best SID in one case, as shown in

Appendix F.5. The continuous optimization methods are inferior on these PNL

data sets, which could be explained by their misspeci�cation of the model.
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Table 7.5: Results on 10 multi-dimensional data sets.

Method SHD SID F1 score

NCD 2.6� 2.9 [2.0 � 3.7, 14.2 � 2.8] 0.73 � 0.15

PC 3.0� 1.3 [7.4� 4.3, 14.9� 3.7] 0.57� 0.11

KGV 4.1� 1.6 [3.7� 3.3, 17.8� 2.8] 0.58� 0.11

DAG-GNN 4.3� 2.3 [4.1� 3.9, 15.6� 4.1] 0.59� 0.27

GSF 4.7� 3.0 [4.3� 4.2, 15.6� 3.0] 0.61� 0.17

BIC 4.7� 0.9 [4.8� 3.8, 16.2� 2.7] 0.57� 0.00

In addition, we evaluate our methods in a multi-dimensional scenario where

each node may have more than one dimension. Note that our NCD estimator

can be readily applied to the multi-dimensional setup by adjusting the input

dimension of the test functions, while the rank-based RCD measure unfortunately

cannot be directly applied here. Some of the baseline methods, including CAM,

NOTEARS, and GraN-DAG are not applicable to the multi-dimensional case, so

we do not compare with them in this setting. We use 10 synthetic data sets from

Huang et al. [163], each with 5 nodes and a sample size of 1000. As shown in

Table 7.5, our approach outperforms the baseline methods in all three metrics.

PC, KGV, and GSF are the second best performing methods in terms of SHD,

SID, and F1 score, respectively, though they all give inferior performance in other

metrics.

7.5.2 Pseudo-real Data

Although the synthetic data sets from PNL models can expose the model mis-

speci�cation problem in many existing methods, they di�er from the additive

noise setup only by the nonlinearitygi; 2, and hence amount to relatively mild

cases of misspeci�cation. In this section, we consider a pseudo-real data set sam-
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Table 7.6: SHD on pseudo-real data.

Method SynTReN CHILD

NCD 30.0� 5.8 16.8� 3.3

RCD 30.9� 4.8 14.0� 5.8

PC 37.4� 4.1 22.6� 9.4

BIC 65.8� 10.8 32.8� 16.8

NOTEARS 99.8� 14.4 23.6� 1.9

DAG-GNN 38.5� 5.1 28.8� 3.2

GraN-DAG 58.7� 10.0 17.2� 2.1

KGV 39.9� 8.0 >12h

GSF 52.1� 8.9 >12h

pled from the SynTReN generator [175] where there is no guarantee at all for

model speci�cation. We evaluate on the 10 data sets sampled by Lachapelle et al.

[157], each with 20 nodes and a small sample size of 500. In addition, we con-

sider a real Bayesian network, CHILD network (with 20 nodes), and randomly

generate 3000 samples following the PNL-GP model introduced in the previous

section.

As shown in Table 7.6, on SynTReN, most baseline methods perform poorly, in-

dicating a potentially severe violation of their model assumptions. Our reframed

GES with NCD and with RCD obtain the best SHDs. The results on SynTReN

suggest the potential advantage of nonparametric causal discovery methods in

real applications where model misspeci�cation is common and possibly grave.

Moreover, our methods also obtain the best performance on the real graph struc-

ture CHILD. Note that on this large data set with 3000 samples, the kernel-based

methods GSF and KGV face serious computational challenges in that they take

more than 12 hours for a single run. Therefore, we expect our method to exhibit

even more advantages than the kernel-based methods in large-scale scenarios.
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Chapter 8

Discussion

8.1 Summary

In this thesis, we investigated the statistical and structural properties of gen-

erative models. We �rst systematically studied the asymptotic properties of

f -divergence GANs and investigated the statistical consequences of the analysis,

thus contributing to a better understanding of GANs. We showed that with cor-

rectly speci�ed generative models, variousf -divergence GANs are asymptotically

equivalent under suitable regularity conditions. Moreover, with an appropriately

chosen local discriminator, they become asymptotically equivalent to the maxi-

mum likelihood estimate. Under model misspeci�cation, our analysis showed the

lack of statistical e�ciency of the original f -GAN approach and hence led to an

improved method AGE that has a lower asymptotic variance.

We extended the AGE method to the problem of bidirectional generative models,

which can be used for both data generation and representation learning, and we

presented a uni�ed view of GAN and VAE. Moreover, we extensively applied our

proposed methods to real-world scenarios such as image and text generation and

achieved state-of-the-art performance. In particular, we proposed the TILGAN
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method for text generation that combines a Transformer autoencoder and a

GAN (AGE) through matching the distributions of multi-token sequences in the

Transformer's latent space based on KL divergence.

Turning the focus to structural properties, we highlighted and addressed the im-

portant and challenging problem of causal disentanglement learning. We showed

that existing methods with an independent latent prior assumption fail to learn

disentangled representation when the underlying factors of interest are causally

related. We then proposed a new disentangled learning method called DEAR

with theoretical guarantees for identi�ability and asymptotic consistency. Exten-

sive experiments demonstrated the e�ectiveness of DEAR in causal controllable

generation and the bene�ts of the learned representations for downstream tasks

in terms of sample e�ciency and distributional robustness. Finally, we presented

a reframed GES algorithm that works with a measure of conditional dependence

to learn causal structures from observational data. This way the algorithm is

easily applicable in a nonparametric setting with a theoretical guarantee. We

also proposed a neural conditional dependence measure based on a deep neural

network implementation, and established the theoretical properties that make it

suitable for the reframed GES.

8.2 Future Research

Generative models have been a rapidly growing area in modern machine learning

and statistics and in particular, causal disentanglement is in its infancy. In this

section, we outline avenues for future research.

Statistical properties of GANs In Chapter 2, we studied the asymptotic

properties of the generative algorithms and proceeded with the analysis from a

parametric point of view. It would be of great interest to extend the analysis to
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the convergence of the learned distributions and address these questions from a

nonparametric perspective, e.g., how the more e�cient discriminator estimation

in AGE can bene�t the estimation of the true distribution in terms of some

distance measure. Moreover, the proposed local GAN approach (Algorithm 3)

was shown to be asymptotically as e�cient as MLE under suitable conditions.

It would be promising to apply this method in practice to further improve the

performance and e�ciency of GAN in real applications.

Causal disentanglement with weaker supervision Although in our abla-

tion experiments in Section 6.5.4, we demonstrated that DEAR exhibits promis-

ing performance in weakly supervised settings in terms of annotated labels and

the graph structure, it is worth considering more �exible forms of supervision

to make DEAR widely adopted in more real-world applications. On one hand,

regarding the annotated labels of the factors of interest, one may consider uti-

lizing other forms of supervision, such as restricted labeling or rank pairing [96].

Besides, instead of using direct supervision about the true factors, one may con-

sider some additionally observed variables such as class labels or time index [11]

which serve as auxiliary information to ensure more general identi�ability of the

true latent factors in the causal case. On the other hand, regarding the graph

structure, since in many real applications even the causal ordering may not be

available, it would be interesting to incorporate causal discovery methods in the

DEAR framework to learn the latent causal structure from scratch (i.e., without

any prior information) with a guarantee of the structure identi�ability.

In addition, the proposed method applies to the case where the observational

data are i.i.d., as commonly considered in the literature of generative models and

disentanglement. It would be interesting to extend the current approach to non-

i.i.d. settings, in particular, to the scenarios where one can perform interventions

during data collection. For example, in reinforcement learning, the interactive

environment allows the agent to perform actions and observe their outcomes.
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The resulting data set that contains a mixture of interventional distributions

[e.g., 176] could be leveraged in causal disentanglement learning.

Causal discovery using GAN In Chapter 7, we presented a nonparamet-

ric causal discovery method based on the greedy equivalence search procedure.

As we have mentioned, a recent line of work following the lead of Zheng et al.

[145] reformulated the original combinatorial problem into a continuous optimiza-

tion problem [143, 157, 165]. Their loss functions typically involved an additive

(Gaussian) noise assumption which leads to the least-squares term

E[X i � f (Pa i )]2;

where f is the generating function of nodeX i and Pa i depends on the graph

structure which is enforced to be acyclic through a constraint; bothf and the

graph structure are learned jointly. For example, Zheng et al. [145] considered

linear SCMs ofX = WX with the weighted adjacency matrixW; then f (Pa i ) =

[WX ]i . In an essential sense, the least squares-based methods are trying to learn

the conditional mean ofE[X i jPa i ].

In contrast, in our DEAR framework, we adopted a formulation of distribution

matching betweenX i and f (Pa i ; � i ). This formulation handles the noise vari-

ables as the explicit input of the generating functionf as in standard generative

models and thus is essentially aiming to learn the whole conditional distribu-

tion of X i jPa i . In addition, in this way, we no longer rely on the additive noise

assumption and allow more �exible choices for the SCMs. Our experiments in

Section 6.5.3 suggested the potential of such distribution matching formulations

in learning the causal structure as well as the whole SCM, though some prior

knowledge such as causal ordering was assumed to be known. Therefore, it would

be worth exploring this type of formulation in the problem of causal discovery.

165



Appendix A

Mathematical Preliminaries

This section presents some preliminary notions and lemmas which will be used

in proofs.

De�nition A.1 (Bracketing covering number [28]). Consider a function classG =

f g(x)g and a probability measure� de�ned on X . Given any positive number

� > 0. Let N1;B (�; G; � ) be the smallest value ofN for which there exist pairs of

functions f [gL
j ; gU

j ]gN
j =1 such that

R
jgL

j (x)� gU
j (x)jd� � � for all j = 1; : : : ; N , and

such that for eachg 2 G, there is aj = j (g) 2 f 1; : : : ; Ng such that gL
j � g � gU

j .

Then N1;B (�; G; � ) is called the� -bracketing covering number ofG.

De�nition A.2 (Stochastic uniform equicontinuity). A sequence of random func-

tions f n (� ) is stochastic uniform equicontinuous if for all� > 0,

lim
� ! 0

lim sup
n!1

P

 

sup
k� � � 0k<�

kf n (� ) � f n (� 0)k > �

!

= 0:

Lemma A.1. Let � n and � be a sequence of measures on probability space

(X ; �) with densitiespn (x) and p(x). Given any compact subsetK of X . Sup-

posepn is uniformly bounded and Lipschitz onK (� ). If H 2(� n ; � )
p

! 0, then

supx2 K jpn (x)� p(x)j
p

! 0 asn ! 1 , whereH (q1; q2) =
� R

(q1=2
1 � q1=2

2 )dxdz=2
� 1=2

denotes the Hellinger distance between two distributions with densitiesq1 and q2.
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Proof. Note that assumptions in (� ) satisfy the requirements in the Arzelà-Ascoli

theorem. Thus, for each subsequence ofpn , there is a further subsequencepnm

which converges uniformly on compact setK , i.e., for somep0 as m ! 1 we

have

sup
x2 K

jpnm (x) � p0(x)j ! 0:

By Sche�é's Theorem we haveH (pnm ; p0) ! 0. On the other hand we have

H (pnm ; p)
p

! 0. By triangle inequality,

H (p; p0) � H (pnm ; p0) + H (pnm ; p)
p

! 0:

Since the inequality holds for allm and the LHS is deterministic, we have

H (p; p0) = 0 , which implies p = p0, a.e. wrt the Lebesgue measure. Hence

we have

sup
x2 K

jpnm (x) � p(x)j ! 0; a:e:

Then by Durrett [177, Theorem 2.3.2], we havesupx2 K jpn (x) � p(x)j
p

! 0 as

n ! 1 .

Lemma A.2. Consider a compact set� , a sequence of random functionsf n (� ),

n = 1; 2; : : : , and a deterministic function f 0(� ) with � 2 � . Supposef 0(� )

is Lipschitz continuous with respect to� and the sequencef n (� ); n = 1; 2; : : : is

stochastic uniformly equicontinuous, as de�ned in De�nition A.2. If for each� 2

� , we havef n (� )
p

! f 0(� ) as n ! 1 , then we havesup� 2 � kf n (� ) � f 0(� )k
p

! 0

as n ! 1 .

Proof. By De�nition A.2, the stochastic uniform equicontinuity of sequencef n (� )

indicates that for all � > 0, we have

lim
� ! 0

lim sup
n!1

P

 

sup
k� � � 0k<�

kf n (� ) � f n (� 0)k > �

!

= 0:
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Then by the Lipschitz continuity of f 0(� ), we have

lim
� ! 0

lim sup
n!1

P

 

sup
k� � � 0k<�

kf n (� ) � f 0(� ) � (f n (� 0) � f 0(� 0))k > �

!

� lim
� ! 0

lim sup
n!1

P

 

sup
k� � � 0k<�

kf n (� ) � f n (� 0)k > �

!

+ lim
� ! 0

P

 

sup
k� � � 0k<�

kf 0(� ) � f 0(� 0)k > �

!

� 0 + lim
� ! 0

P(`� > � ) = 0 ;

which indicates the stochastic uniform equicontinuity off f n (� ) � f 0(� )g.

For simplicity, denote f 0
n (� ) = f n (� ) � f 0(� ). Given any � > 0 and � > 0. Since

� is compact, it can be partitioned into a �nite number N � of balls with radius

smaller than � , i.e., Oj = f � : k� � � j k < � g with � j being the center of thej -th

ball, j = 1; : : : ; N� . Then we have

P
�

sup
� 2 �

kf 0
n (� )k > �

�

� P

 

max
1� j � N �

sup
� 2 Oj

[kf 0
n (� ) � f 0

n (� j )k + kf 0
n (� j )k] > �

!

� P

 

max
1� j � N �

sup
� 2 Oj

kf 0
n (� ) � f 0

n (� j )k >
�
2

!

+ P
�

max
1� j � N �

kf 0
n (� j )k >

�
2

�

� P

 

sup
k� � � 0k<�

kf 0
n (� ) � f 0

n (� 0)k >
�
2

!

+
N �X

j =1

P
�

kf 0
n (� j )k >

�
2

�
;

where the third inequality follows from the union bound. We taken ! 1 to get

rid of the second term by pointwise convergence, and take� ! 0 to get rid of the

�rst term by the stochastic uniform equicontinuity, which leads to the desired

result.

Lemma A.3 (Uniform continuous mapping theorem). Let X n , X be random

vectors de�ned on X . Let f : Rd ! Rm be uniformly continuous andT� :

X ! Rd for � 2 � . SupposeT� (X n ) converges uniformly in probability to

T� (X ) over � , i.e., as n ! 1 , we havesup� 2 � kT� (X n ) � T� (X )k
p

! 0. Then
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f (T� (X n )) converges uniformly in probability tof (T� (X )), i.e., as n ! 1 ,

sup� kf (T� (X n )) � f (T� (X ))k
p

! 0.

Proof. Given any � > 0. Becausef is uniformly continuous, there exists� > 0

such that kf (x) � f (y)k � � for all kx � yk � � .

We have

P
�

sup
� 2 �

kT� (X n ) � T� (X )k � �
�

= P
�
8� 2 � : kT� (X n ) � T� (X )k � �

�
(A.1)

� P
�
8� 2 � : kf (T� (X n )) � f (T� (X ))k � �

�

= P
�

sup
� 2 �

kf (T� (X n )) � f (T� (X ))k � �
�

: (A.2)

By the uniform convergence ofT� (X n ), we know the left-hand side of (A.1)

converges to 1. Hence (A.2) goes to 1, which implies the desired result.

Lemma A.4. Let X n (� ) be a sequence of random vectors depending on param-

eter � in a compact parameter space� . Let � (� ) = E[X n (� )] be their common

mean vector. Suppose for all� 2 � we have asn ! 1 ,
p

n(X n (� ) � � (� )) d!

N (0; �( � )) with the asymptotic variance matrix�( � ) � 0 and continuous with

respect to� . Then we haveX n (� ) � � (� ) = Op(1=
p

n) uniformly for all � , i.e.,

sup� 2 � kX n (� ) � � (� )k = Op(1=
p

n).

Proof. Let X �
n (� ) = [�( � )]� 1=2X n (� ). Then

p
nX �

n (� ) d! N (0; I ) as n ! 1 .

Since �( � ) is continuous in � and � is compact, �( � ) is uniformly bounded.

Thus there existsM > 0 such that for all � 2 � , k[�( � )]1=2k � M . Then

p
nkX n (� ) � � (� )k =

p
n




 [�( � )]1=2X �

n (� )



 �

p
nM kX �

n (� )k = Op(1):

Hencesup� 2 � kX n (� ) � � (� )k = Op(1=
p

n).
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Appendix B

Appendix for Chapter 2

B.1 Proofs in Section 2.2

The proof technique is inspired by that of CFG-GAN [53]. Given a di�erentiable

vector function g(x) : Rk ! Rk , we user � g(x) to denote its divergence, de�ned

as

r � g(x) :=
kX

j =1

@[g(x)]j

@[x]j
;

where [x]j denotes thej -th component of x. We know that
R

r � g(x)dx =

0 for all vector function g(x) such that g(1 ) = 0 . Given a matrix function

w(x) = ( w1(x); : : : ; wl (x)) : Rk ! Rk� l where eachwi (x), for i = 1 : : : ; l, is a k-

dimensional di�erentiable vector function, its divergence is de�ned asr � w(x) =

(r � w1(x); : : : ; r � wl (x))> .

To prove Theorem 2.1, we need the following lemma.

Lemma B.1. Using the de�nitions in Theorem 2.1, we have

r � p� (x) = � g� (x)> r xp� (x) � p� (x)r � g� (x); (B.1)

for all x 2 X , whereg� (G� (z)) = r � G� (z).
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Proof of Lemma B.1. Let d� be the dimension of parameter� . To simplify the

notation, let X = G� (Z ) 2 X and p be the probability density of X . For each

i = 1; : : : ; d� , let � = �e i where ei is a d� -dimensional unit vector whosei -

th component is one and all the others are zero, and� is a small scalar. Let

X 0 = G� +� (Z ) and � be such thatX 0 is a random variable transformed fromX

by X 0 = X + g(X )� + o(� ) whereg(X ) 2 Rd� l . Let p0 be the probability density

of X 0. For an arbitrary x0 2 X , let x0 = x + g(x)� + o(� ). Then we have

p0(x0) = p(x)j det(dx0=dx)j � 1

= p(x)j det(I d + r g(x)� + o(� )) j � 1

= p(x)(1 + � > r � g(x) + o(� )) � 1 (B.2)

= p(x)(1 � � > r � g(x) + o(� )) (B.3)

= p(x) � � > p(x0)r � g(x0) + o(� ) (B.4)

= p(x0) � � > g(x0)> � r p(x0) � � > p(x0)r � g(x0) + o(� ): (B.5)

The �rst two equalities use the multivariate change of variables formula for prob-

ability densities. (B.2) uses the de�nition of determinant with terms explicitly

expanded up toO(� ). (B.3) uses the Taylor expansion of(1+ 
 )� 1 = 1 � 
 + o(
 )

with 
 = � > r � g(x). (B.4) follows from p(x0) = p(x) + o(1) and r � g(x0) =

r � g(x) + o(1). (B.5) is due to p(x) = p(x0) � (x0 � x)> r p(x0) + o(� ). Since

x0 2 X is arbitrary, above implies that

p0(x) = p(x) � � > g(x)> r p(x) � � > p(x)r � g(x) + o(� )

for all x 2 Rd and i = 1; : : : ; d� , which leads to (B.1) by taking � ! 0, setting

g(x) = g� (x), and noting that p = p� as both are the density ofG� (Z ) and

p0 = p� +� as both are the density ofG� +� (Z ).

Proof of Theorem 2.1. Rewrite the objective (2.8) asL(� ) =
R

`(p� (x); p� (x))dx

where` denotes the integrands in de�nition (2.3). Let`0
2(p� ; p� ) = @(̀p� ; p� )=@p� .
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Using the chain rule and Lemma B.1, we have

r � `(p� (x); p� (x)) = `0
2(p� (x); p� (x)) r � p� (x)

= `0
2(p� (x); p� (x))

�
� g� (x)> r xp� (x) � p� (x)r � g� (x)

�

= p� (x)g� (x)> r x `0
2(p� (x); p� (x)) � r x � [`0

2(p� (x); p� (x))p� (x)g� (x)];

(B.6)

where the third equality is obtained by applying the product rule as follows

r x � [`0
2(p� (x); p� (x))p� (x)g� (x)] = `0

2(p� (x); p� (x))p� (x)r � g� (x)

+ `0
2(p� (x); p� (x))g� (x)> r xp� (x)

+ p� (x)g� (x)> r x `0
2(p� (x); p� (x)) :

By integrating (B.6) over x and by using the fact that
R

r � f (x)dx = 0 with

f (x) = `0
2(p� (x); p� (x))p� (x)g� (x), we have

r � L(� ) =
Z

r � `(p� (x); p� (x))dx =
Z

p� (x)g� (x)> r x `0
2(p� (x); p� (x))dx:

According to the de�nition (2.3) of f -divergences and by noting the fact that

r (x) = eD � (x) , we have

r x `0
2(p� (x); p� (x)) = f 00

�
1

r (x)

�
r x

1
r (x)

= f 00

�
1

r (x)

�
1

r (x)
r xD � (x): (B.7)

Further by reparametrization, we obtain

r � L(� ) = � EX � p� (x)

�
s� (X )g� (X )> r xD � (x)

�

= � EZ � pz (z)

�
s� (G� (Z ))r � G� (Z )> r xD � (G� (Z ))

�
;

which completes the proof.

B.2 Proofs in Section 2.3

To lighten the notation, throughout this section, we denote the AGE estimator

�̂ AGE by �̂ .
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B.2.1 Proof of Theorem 2.2

We �rst show the stochastic uniform equicontinuity of D̂ � (x) in the following

lemma.

Lemma B.2. Let

D̂ � = argmin
D 2D

L̂d(D; � )

= argmin
D 2D

(
1
n

nX

i =1

ln(1 + e� D (x i ) � ) +
�
m

mX

i =1

ln(1 + eD (G� (zi )) =� )

)

:

Let K be any compact subset ofX . Then under the assumptions in Theorem 2.2,

D̂ � (x) is stochastic uniformly equicontinuous (De�nition A.2) with respect to

(�; x ) over � � K .

Proof of Lemma B.2. Without loss of generality, we assume� = 1 in this proof

and the case with� > 1 can be similarly derived. Note that functionf (x) =

ln(1 + ex ) is convex with jf 00(x)j < 1. Hencef (x) is 1-Lipschitz with respect to

x, i.e., for all x; y, we havej ln(1 + ex ) � ln(1 + ey)j � j x � yj. This implies for

all D 2 D and �; � 0 2 � ,

jL̂d(D; � ) � L̂d(D; � 0)j �
1
m

mX

i =1

�
� ln(1 + eD (G� (zi )) ) � ln(1 + eD (G� 0(zi )) )

�
�

�
1
m

mX

i =1

jD(G� (zi )) � D(G� 0(zi )) j

(a)
= Epz jD(G� (Z )) � D(G� 0(Z )) j + an

(b)
� `1k� � � 0k + an :

where an = op(1) uniformly for all D 2 D and �; � 0 2 � and `1 > 0 is a

constant. To obtain (a), we note the compactness of� and D and the envelope

condition A7 , and then apply the uniform law of large numbers [178, Theorem

2]. (b) is due to the Lipschitz continuity of D(G� (z)) with respect to � 2 � .
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Given any � > 0 and � 2 � . Then for all � 0 such that k� � � 0k � � , we have

sup
D 2D

jL̂d(D; � ) � L̂d(D; � 0)j � `1k� � � 0k + an � � + an :

This implies for all � > 0, � 2 � , there exists� > 0 such that for every � 0 with

k� 0 � � k � � , we havesupD 2D jL̂d(D; � ) � L̂d(D; � 0)j � � asymptotically, that is,

as n ! 1 ,

P
�

sup
D 2D

jL̂d(D; � ) � L̂d(D; � 0)j � �
�

! 1: (B.8)

Now we show that when� and � 0 are close,D̂ � is close toD̂ � 0 under the metric

of kDk1 = Ep0;� jD(X )j. Given any � 2 � and any � > 0. Recall that D̂ � =

argminD 2D L̂d(D; � ). Let B(D̂ � ; � ) = f D 2 D : kD � D̂ � k1 < � g. Then we have

min
D 2Dn B (D̂ � ;� )

L̂d(D; � ) > L̂d(D̂ � ; � ):

Let 0 < � 0 < minD 2Dn B (D̂ � ;� ) L̂d(D; � ) � L̂d(D̂ � ; � ). According to the continuity of

L̂d in � , there exists� 1 > 0, such that for every� 0 with k� � � 0k � � 1, we have

jL̂d(D̂ � ; � ) � L̂d(D̂ � ; � 0)j � � 0=2: (B.9)

According to (B.8), there exists� 2 > 0, such that for every� 0 with k� � � 0k � � 2,

we have that asymptotically

sup
D 2Dn B (D̂ � ;� )

jL̂d(D; � ) � L̂d(D; � 0)j � � 0=2;

which implies that asymptotically

�
�
� min

D 2Dn B (D̂ � ;� )
L̂d(D; � ) � min

D 2Dn B (D̂ � ;� )
L̂d(D; � 0)

�
�
� � � 0=2: (B.10)

Let � = min f � 1; � 2g so that for every� 0 with k� � � 0k � � , both (B.9) and (B.10)

hold, indicating that asymptotically

min
D 2Dn B (D̂ � ;� )

L̂d(D; � 0) > L̂d(D̂ � ; � 0):
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Therefore, for all � , for all � > 0, there exists � > 0 such that for all � 0 with

k� � � 0k � � we have asymptotically

kD̂ � 0 � D̂ � k1 = Ep0;� jD̂ � 0(X ) � D̂ � (X )j < �:

Next, we showD̂ � (x) is continuous in� asymptotically. Denotev(x) = jD̂ � 0(x) �

D̂ � (x)j. By the converse of the mean value theorem, ifx is not an extremum of

v, then there exists a compact subsetK (x) of X such that

v(x) =
1

� (K (x))

Z

K (x)
v(x0)dx0;

where� denotes the Lebesgue measure. From the boundedness ofD � (x) on K (x)

in condition A4 , we know that p0;� (x) is bounded away from 0 onK (x), that is,

there existsM 0 > 0 such that for all x0 2 K (x), p0;� (x0) > M 0. Then we can

bound the above equation as follows.

v(x) �
1

M 0� (K (x))

Z

K (x)
p0;� (x0)v(x0)dx0

�
1

M 0� (K (x))

Z

X
p0;� (x0)v(x0)dx0

�
�

M 0� (K (x))
:

Therefore, we have for all non-extremax and all � , D̂ � (x) is continuous in �

asymptotically. By Lipschitz continuity of v in x over any compact subset, we

have for all extremax and all � , D̂ � (x) is continuous in� asymptotically.

Therefore, we have as for allx as n ! 1

P
�
D̂ � (x) is continuous in�

�
! 1: (B.11)

Then due to the compactness of� and K , we have

P
�
D̂ � (x) is Lipschitz in (�; x ) over � � K

�
! 1;

or equivalently, there exists a constant̀ 2 > 0 such that

P
�

8�; � 0 2 � ; x; x0 2 K : jD̂ � (x) � D̂ � 0(x0)j � `2

p
k� � � 0k2 + kx � x0k2

�
! 1:

(B.12)
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Let B � = f (�; � 0; x; x0) : �; � 0 2 � ; x; x0 2 K; k� � � 0k2 + kx � x0k2 � � 2g for any

� > 0. Given an arbitrary � > 0. Let En denote the event that

sup
(�;� 0;x;x 0)2 B �

jD̂ � (x) � D̂ � 0(x0)j � `2�;

and let Fn be the event that

sup
(�;� 0;x;x 0)2 B �

jD̂ � (x) � D̂ � 0(x0)j > �:

We know from (B.12) that for all � , limn!1 P(En ) = 1 . Also note that En \ Fn �

f `2� > � g which implies for all n and � ,

lim
� ! 0

P(En \ Fn ) � lim
� ! 0

P(`2� > � ) = 0 :

Thus, for all � > 0, there existsN0 > 0 and � 0 > 0 such that for all N > N 0,

� < � 0, we haveP(E c
n ) < �= 2 and P(En \ Fn ) < �= 2, where E c

n denotes the

complement ofEn . We then have

P(Fn ) = P(En \ Fn ) + P(E c
n \ Fn ) � P(En \ Fn ) + P(E c

n ) < �:

Therefore, we have

lim
� ! 0

lim
n!1

P(Fn ) = lim
� ! 0

lim
n!1

P

 

sup
(�;� 0;x;x 0)2 B �

jD̂ � (x) � D̂ � 0(x0)j > �

!

= 0;

which implies the stochastic uniform equicontinuity ofD̂ � (x) with respect to

(�; x ) 2 � � K .

Proof of Theorem 2.2. The proof proceeds in three steps.

Step I We �rst establish the consistency ofD̂ � (x) to D �
� (x) as de�ned in (B.14)

below based on the generalization analysis of maximum likelihood estimation.

Following the probabilistic model in Section 2.2.2, by the Bayes formula we have

P(Y = 1jx) = p� (x)=((1 + � )p0;� (x)) and P(Y = 0jx) = �p � (x)=((1 + � )p0;� (x))

which de�ne the probability mass function p0;� (yjx), y 2 f 0; 1g. Let the joint
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probability functions pD (x; y) = pD (yjx)p0;� (x) and p0;� (x; y) = p0;� (yjx)p0;� (x).

Let the class

G =
�

g(x; y) =
1
2

ln
pD (x; y) + p0;� (x; y)

2p0;� (x; y)
: D 2 D

�
:

Note that each element ofG can be written as

g(x; y) =
1
2

ln
pD (yjx) + p0;� (yjx)

2p0;� (yjx)
:

Let g1 = supg2G jgj. From condition A6 we know that Ep0;� (x) [supD 2D jD(X )j] <

1 . Note that when jD j � 1, j ln(1=(1 + e� D )) j � ln(1 + e); when jD j > 1,

j ln(1=(1+ e� D )) j � j D j ln(1+ e). Both inequalities hold when we replaceD with

� D. Thus

Ep0;� (x;y )

�
sup
D 2D

j ln(pD (Y jX )) j
�

=
1

1 + �
Ep� (x )

�
sup
D 2D

�
�
� ln

�
1=(1 + e� D (X ) � )

� �
�
�

�
+

�
1 + �

Ep� (x )

�
sup
D 2D

�
�
� ln

�
1=(1 + eD (X ) =� )

� �
�
�

�

=
1

1 + �
Ep� (x )

�
sup
D 2D

�
� ln

�
1=(1 + e� D � )1( jD � ln � j� 1)

�
+ ln

�
1=(1 + e� D � )1( jD � ln � j> 1)

� �
�
�

+
�

1 + �
Ep� (x )

�
sup
D 2D

�
� ln

�
1=(1 + eD =� )1( jD � ln � j� 1)

�
+ ln

�
1=(1 + eD =� )1( jD � ln � j> 1)

� �
�
�

� ln(1 + e) �
�

1 + ln � + Ep0;� (x )

�
sup
D 2D

jD (X )j
��

< 1 :

Hence we haveEp0;� (x;y ) [g1 (x; y)] < 1 . Moreover for all � > 0, the compactness

of D assumed in conditionA3 implies a �nite bracketing covering number de�ned

in De�nition A.1, i.e., N1;B (�; D; � � ) < 1 , where � � is the induced probability

measure of densityp0;� . Then it follows from van de Geer [28, Theorem 4.3] that

H (pD̂ �
(x; y); p0;� (x; y)) ! 0 (B.13)

almost surely asn ! 1 .

Consider any compact subsetK of X . We know from conditionsA4 and A5

that for all D 2 D , D(x) is uniformly bounded and Lipschitz onK . Then P =

f PD (Y = 1jx) : D 2 Dg is uniformly bounded and Lipschitz onK . Sincep0;� (x)

is continuous and hence bounded and Lipschitz onK , we know f pD (x; y) =

p0;� (x)pD (yjx)g is uniformly bounded and Lipschitz with respect tox.
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Also from the boundedness ofD � (x) on K , we know that p0;� (x) is bounded away

from 0 on K . Then it follows from (B.13) and Lemma A.1 that

sup
x2 K

jP̂ (Y = 1jx) � P(Y = 1jx)j
p

! 0:

Then by continuous mapping theorem (Lemma A.3) and noting thatl(p) =

ln(�p= (1 � p)) is uniformly continuous on a closed interval within(0; 1), we have

as n ! 1

sup
x2 K

jD̂ � (x) � D �
� (x)j

p
! 0: (B.14)

This directly implies the pointwise convergence, i.e., for all� 2 � , x 2 X , as

n ! 1 , jD̂ � (x) � D �
� (x)j

p
! 0. Further from conditions A1 and A5 , we know

that D �
� (x) is Lipschitz continuous with respect to(�; x ) over the compact set

� � K . By Lemma B.2, we knowD̂ � (x) is stochastic uniformly equicontinuous

with respect to (�; x ) over � � K . Then by applying Lemma A.2, we have as

n ! 1

sup
� 2 � ;x2 K

jD̂ � (x) � D �
� (x)j

p
! 0: (B.15)

Step II We then prove the consistency of the gradientr xD̂ � (x) to r xD �
� (x) as

de�ned in (B.23).

Given any r > 0, let B r = f x 2 X : kxk � rg \ X and B c
r = X n B r be the

complement.1 Let w(x) be a function with bounded gradientr w(x) and Hessian

r 2w(x) such that

w(x) =

8
>>>>><

>>>>>:

1 x 2 B r

0 x 2 B c
2r

[0; 1] otherwise

:

Let u(x) = D̂ � (x) � D �
� (x). Consider partition u(x) = u1(x) + u2(x) where

u1(x) := u(x)w(x) and u2(x) := u(x)(1 � w(x)). Let � � be the probability

1We assumeX to be unbounded. In the case whereX is bounded, one can skip the

introduction of B r .
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measure induced byp� . We then have

Z

X
kr u(x)k2d� � �

Z

X
kr u1(x)k2d� � +

Z

X
kr u2(x)k2d� �

=
Z

B 2r

kr u1(x)k2d� � +
Z

B c
r

kr u2(x)k2d� � : (B.16)

We �rst deal with the �rst term in (B.16). Since u1(x) is smooth and vanishes

at the boundary of B2r , we have from integration by parts that

Z

B 2r

r u1r u>
1 d� � = �

Z

B 2r

u1r (p� r u1)dx

= �
Z

B 2r

u1r 2u1d� � �
Z

B 2r

u1r u1r xp>
� dx

= �
Z

B 2r

u1r 2u1d� � �
Z

B 2r

u1r u1[r x ln p� ]> d� � ;

which implies

Z

B 2r

kr u1k2d� � = �
Z

B 2r

u1 tr (r 2u1)d� � �
Z

B 2r

tr (u1r u1[r ln p� ]> )d� �

�

s Z

B 2r

ju1j2d� �

Z

B 2r

[tr (r 2u1)]2d� �

+

s Z

B 2r

ju1j2d� �

Z

B 2r

(r u>
1 r ln p� )2d� � :

by the Cauchy-Schwartz inequality.

By condition A4 and noting that ju1(x)j � j u(x)j and w(x) has bounded gradient

and Hessian, there exists a constantc1 > 0 (free of � ) such that for all � 2 � we

have

Z

B 2r

kr u1k2d� � � c1

Z

B 2r

ju(x)j2d� � = c1

Z

B 2r

jD̂ � (x) � D �
� (x)j2d� � : (B.17)

By the uniform convergence in (B.14) over compact ballB2r , we have for all

x 2 B2r , there exists a sequencean = op(1) which is free ofx and � such that

jD̂ � (x) � D �
� (x)j2 � an . Also the continuous functionp� (x) is uniformly bounded

for all � 2 � and x 2 B2r . Then there exists another constantc2 > 0 such that
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for all � 2 � we have
Z

B 2r

jD̂ � (x) � D �
� (x)j2d� � �

Z

B 2r

c2andx = op(1); (B.18)

where the last term is free of� .

By combining (B.17) and (B.18), given anyr > 0, as n ! 1 , we have

sup
� 2 �

Z

B 2r

kr u1(x)k2d� �
p

! 0: (B.19)

We then handle the second term in (B.16). Note thatr u2(x) = r u(x)(1 �

w(x)) � u(x)r w(x). Then there exists a constantc3 > 0 such that kr u2(x)k2 �

kr u(x)k2 + c3ju(x)j2 and thus
Z

B c
r

kr u2(x)k2d� � �
Z

B c
r

�
kr xD̂ � (x) � r xD �

� (x)k2 + c3jD̂ � (x) � D �
� (x)j2

�
d� � :

Let D � = f D �
� : � 2 � g be the true discriminator class. NoteD � � D by

condition A3 . We have

kr xD̂ � (x) � r xD �
� (x)k2 + c3jD̂ � (x) � D �

� (x)j2

� sup
D 2D ;D 02D �

kr xD(x) � r xD 0(x)k2 + c3 sup
D 2D ;D 02D �

jD(x) � D 0(x)j2

� 2 sup
D 2D

kr xD(x)k2 + 2c3 sup
D 2D

jD(x)j2

=: ~D(x);

which implies Z

B c
r

kr u2(x)k2d� � �
Z

B c
r

~D(x)d� � : (B.20)

Note that for all x 2 X , ~D(x)1f x2 B c
r g ! 0 as r ! 1 , which does not depend on

� . Also, j ~D(x)1x2 B c
r
j � j ~D(x)j and Ep� [ ~D(X )] < 1 from condition A6 . Thus,

by the dominated convergence theorem, asr ! 1 , we have for all� 2 � that
Z

B c
r

~D(x)d� � =
Z

X

~D(x)1f x2 B c
r gd� � ! 0: (B.21)

By combining (B.16) and (B.20), we have for anyn and r > 0 that
Z

X
kr xD̂ � (x) � r xD �

� (x)k2d� � �
Z

B 2r

kr u1(x)k2d� � +
Z

B c
r

~D(x)d� � : (B.22)
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Denote the two terms on the right-hand side of (B.22) byR1(� ) and R2(� )

respectively. Given any� > 0. (B.19) indicates that for all r > 0 and � > 0, there

exists n0 > 0 such that for every n > n 0, we haveP(sup� 2 � R1(� ) > �= 2) < � .

(B.21) indicates that there existsr0 > 0 such that for every r > r 0, we have

R2(� ) < �= 2 for all � 2 � and hencesup� 2 � R2(� ) � �=2. Thus for every r > r 0,

we further have

P
�

sup
� 2 �

Z

X
kr xD̂ � (x) � r xD �

� (x)k2d� � > �
�

� P
�

sup
� 2 �

R1(� ) + sup
� 2 �

R2(� ) > �
�

� P
�

sup
� 2 �

R1(� ) > �= 2
�

+ P
�

sup
� 2 �

R2(� ) > �= 2
�

� � + 0 = �:

Therefore, asn ! 1 , we have

sup
� 2 �

Ep� kr xD̂ � (X ) � r xD �
� (X )k2 p

! 0: (B.23)

Step III Based on the convergence statements developed above, we proceed to

show the consistency of the estimated gradienthD̂ (� ) and complete the proof.

Recall the de�nitions of hD (� ) in (2.13) and h0
D (z; � ) in (2.14).

On one hand, from the compactness of� and D, dominated convergence in

condition A7 , and the uniform law of large numbers [178, Theorem 2], we have

as n ! 1 ,

sup
� 2 � ;D 2D

khD (� ) � Epz [h0
D (Z ; � )]k

p
! 0;

which implies

sup
� 2 �

khD̂ �
(� ) � Epz [h0

D̂ �
(Z ; � )]k

p
! 0: (B.24)
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On the other hand, note that r L(� ) = Epz [h0
D �

�
(Z ; � )]. We have

sup
� 2 �




 Epz [h0

D̂ �
(Z ; � )] � r L(� )






� sup
� 2 �

Epz




 h0

D̂ �
(Z ; � ) � h0

D �
�
(Z ; � )]






(a)
= sup

� 2 �
Epz




 r � G� (Z )>

�
r xD̂ � (G� (Z )) � r xD �

� (G� (Z ))
� 




(b)
�

r
sup
� 2 �

Epz kr � G� (Z )k2 sup
� 2 �

Epz




 r xD̂ � (G� (Z )) � r xD �

� (G� (Z ))



 2

(c)
�

r
c4 sup

� 2 �
Ep�




 r xD̂ � (X ) � r xD �

� (X )



 2

;

where in (a) we consider the estimated gradient of reverse KL divergence as

the objective while other divergences can be handled similarly,(b) follows by

applying the Cauchy-Schwartz inequality, and(c) follows from conditionA8 and

reparametrization, with a constantc4 > 0.

Then according to (B.23), we have asn ! 1

sup
� 2 �




 Epz [h0

D̂ �
(Z ; � )] � r L(� )




 p

! 0: (B.25)

By the triangle inequality, we have

sup
� 2 �

khD̂ (� ) �r L(� )k � sup
� 2 �

khD̂ (� ) � EZ [h0
D̂ (Z ; � )]k+sup

� 2 �
kEZ [h0

D̂ (Z ; � )]�r L(� )k:

Then by (B.24) and (B.25), we have asn ! 1

sup
� 2 �

khD̂ (� ) � r L(� )k
p

! 0;

which completes the proof.

B.2.2 Proof of Theorem 2.3

Let us �rst consider a general approximate gradient descent algorithm to min-

imize a function f (� ) with respect to � . For � 2 � , let ĝ(� ) be an estimate of
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gradient r f (� ) based on a sample of sizen. In Algorithm 10, the time horizon

T is chosen to be su�ciently large such thatT = � (n).

Algorithm 10: Approximate Gradient Descent

Input: Initial parameter � 0, meta-parameterT

1 for t = 0; 1; 2; : : : ; T do

2 Compute approximate gradientĝt = ĝ(� t )

3 � t+1 = � t � � ĝt for some� > 0

Return: argmin� t :t=1 ;:::;T kĝtk

Lemma B.3. Let �̂ be the output of Algorithm 10. Let�̂ (� ) = ĝ(� ) � r f (� )

and �̂ = sup� 2 � k�̂ (� )k. Supposef (� ) is lower bounded and̀0-smooth for some

`0 > 0. Then we havekr f (�̂ )k = Op(�̂ _ 1=n) wherea _ b= maxf a; bg.

Proof of Lemma B.3. We recall the approximate gradient descent step in Algo-

rithm 10

� t+1 = � t � � ĝ(� t );

where� > 0 is the learning rate. By the`0-smoothness off (� ), we have

f (� t+1 ) � f (� t ) � � ĝ(� t )> r f (� t ) +
� 2`0

2
ĝ(� t )> ĝ(� t ):

Under the case wherekr f (� t )k2 � 2�̂ 2, we have

� � ĝ(� t )> r f (� t ) = � �
�

�̂ (� t ) + r f (� t )
� >

r f (� t )

� �
�

�kr f (� t )k2 + ( kr f (� t )k2 + �̂ 2)=2
�

= �
�
2

�
kr f (� t )k2 � �̂ 2

�

� �
�
4

kr f (� t )k2;

and

kĝ(� t )k2 = k�̂ (� t � 1) + r f (� t )k2 � 2
�
�̂ 2 + kr f (� t )k2

�
� 3kr f (� t )k2:

183



Then we have

f (� t+1 ) � f (� t ) �
�
4

kr f (� t )k2 +
3� 2`0

2
kr f (� t )k2

� f (� t ) �
�
8

kr f (� t )k2;

when � < 1=12̀ 0, which can be satis�ed with a su�ciently small learning rate.

By summing overt = 0; 1; : : : ; T � 1, we have

f (� T ) � f (� 0) � 0:125�
TX

t=0

kr f (� t )k2:

Note that f (� ) is lower bounded. Then we have
P T

t=0 kr f (� t )k2 = O(1). Thus

there existst in f 0; : : : ; Tg such that kr f (� t )k2 = O(1=T) = O(1=n), since we

set T = � (n).

Otherwise there existst such that kr f (� t )k <
p

2�̂ .

Therefore, by combining the two cases, we have we have

kr f (�̂ )k = Op(�̂ _ 1=n):

Now we apply Lemma B.3 to prove Theorem 2.3.

Proof of Theorem 2.3. We apply Lemma B.3 by takingf (� ) = L(� ) and ĝ(� ) =

hD̂ (� ). We have from Theorem 2.2 that̂� = sup� 2 � khD̂ (� ) � r L(� )k = op(1);

we knowL(� ) is smooth and lower bounded by 0; we also takeT = � (n). Then

Lemma B.3 implies that asn ! 1

kr L(�̂ )k
p

! 0:

Then by the Polyak-Šojasiewicz conditionA9 , we have

L(�̂ ) � L(� � )
p

! 0;

which leads to the desired result.
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B.2.3 Proof of Corollary 2.1

Proof. Given any � > 0, by the identi�ability condition A10, there exists� > 0

such that for every � with jL(� ) � L(� � )j � � , we havek� � � � k � � . Then we

have

P
�
k�̂ AGE � � � k � �

�
� P

�
jL(�̂ ) � L(� � )j � �

�
: (B.26)

By Theorem 2.3, we know asn ! 1 , L(�̂ ) � L(� � )
p

! 0, which implies the

right-hand side of (B.26) converges to 1. Therefore, the left-hand side of (B.26)

also converges to 1, which implieŝ�
p

! � � , as n ! 1 .

B.2.4 Proof of Theorem 2.4

Proof. To lighten the notation, we denote ̂ � =  ̂ AGE (� ) and  �
� =  � (� ) in the

proofs. Given arbitrary � > 0 and � 2 N (� � ). Let B( �
� ; � ) = f  : k �  �

� k < � g.

We have

min
 2 	 nB ( �

� ;� )
Ld( ; � ) > L d( �

� ; � ):

By the weak law of large numbers, we havêLd( �
� ; � )

p
! Ld( �

� ; � ) as n ! 1 .

Note from condition B1 that the parameter space	 is compact. For i = 1; 2,

condition B2 ensures that l i (x;  ) is continuous with respect to for each x;

condition B4 ensures the existence of an integrable function that uniformly dom-

inatesl i (x;  ) for all  . Then by the uniform law of large numbers [178, Theorem

2], we have

max
 2 	 nB ( �

� ;� )
jL̂d( ; � ) � Ld( ; � )j

p
! 0;

as n ! 1 , which implies

min
 2 	 nB ( �

� ;� )
L̂d( ; � )

p
! min

 2 	 nB ( �
� ;� )

Ld( ; � ) > L d( �
� ; � );

and then P
�
 ̂ � 2 B( �

� ; � )
�

! 1 as n ! 1 . Since� is arbitrary, we have for all

� 2 N (� � ),  ̂ �
p

!  �
� as n ! 1 .
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B.2.5 Proof of Theorem 2.5

Proof. Given any � 2 N (� � ). By consistency in Theorem 2.4 and Taylor expan-

sion with the integral remainder, we have

r  L̂d( ̂ � ; � ) � r  L̂d( �
� ; � ) = Î

�
 ̂ � �  �

�

�
;

where

Î =
Z 1

0
r 2

 L̂d
�
 �

� + t( ̂ � �  �
� ); �

�
dt

and we noter  L̂d( ̂ � ; � ) = 0 . Then

p
n

�
 ̂ � �  �

�

�
= � Î � 1

"
1

p
n

nX

i =1

r  l1(x i ;  � ) +
1

p
�m

mX

i =1

r  l2(G� (zi );  � )

#

:

(B.27)

Note from condition B1 that the parameter space	 is compact. For i = 1; 2,

condition B2 ensures thatr 2
 l i (x;  ) is continuous with respect to for each

x; condition B4 ensures the existence of an integrable function that uniformly

dominatesr 2
 l i (x;  ) for all  . Then by the uniform law of large numbers [178,

Theorem 2], we have asn ! 1

sup
 2 	




 r 2

 L̂d( ; � ) � r 2
 Ld( ; � )




 p

! 0;

which implies asn ! 1 , for all t 2 [0; 1] we have




 r 2

 L̂d
�
 �

� + t( ̂ � �  �
� ); �

�
� r 2

 Ld
�
 �

� + t( ̂ � �  �
� ); �

� 


 p

! 0: (B.28)

From the consistency result in Theorem 2.4 we have~ �
p

!  �
� . By the contin-

uous mapping theorem we have for allt 2 [0; 1], r 2
 Ld

�
 �

� + t( ̂ � �  �
� ); �

� p
!

r 2
 Ld( �

� ; � ) as n ! 1 . Then (B.28) implies

Î
p

! r 2
 Ld( �

� ; � ) = Hd � 0

by condition B3.
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By the central limit theorem and independence, we have asn ! 1 ,

1
p

n

nX

i =1

r  l1(x i ;  �
� ) +

1
p

�m

mX

i =1

r  l2(G� (zi );  �
� ) d! N (0; Vd);

whereVd = V1 + V2=� , V1 = Var( r  l1(X ;  �
� )) , and V2 = Var( r  l2(G� (Z );  �

� )) .

Then we have

Vd = Ep� [r  l1(X ;  �
� )r  l1(X ;  �

� )> ] + Ep� [r  l2(X ;  �
� )r  l2(X ;  �

� )> ]=�

� (1 + 1=� )Ep� [r  l1(X ;  �
� )]Ep� [r  l1(X ;  �

� )]> :

By the Slutsky's theorem, we have asn ! 1 ,

p
n

�
 ̂ � �  �

�

�
d! N (0; � d(� )) ;

where� d(� ) = H � 1
d VdH � 1

d .

B.2.6 Proof of Theorem 2.6

Proof. We can show the asymptotic normality of ̂ f -GAN by the arguments similar

to those in the proof of Theorem 2.5, wherel i is replaced byl f
i for i = 1; 2.

B.2.7 Proof of Theorem 2.7

For the purpose of analysis and better comprehension of the estimation error, we

introduce some intermediate variables. Let

~� = argmin
� 2 �

L̂ (� )

be the empirical estimator which is intractable to compute due to the unknown

densities p� and p� in the objective function. We de�ne the bias of gradient

estimation by �̂ (� ) = hD̂ �
(� ) � r L̂ (� ), whereD̂ � = D  ̂ ( � ) , and de�ne an objective

function with bias correction

L̂0(� ) = L̂ (� ) + �̂ (� � )> �: (B.29)
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Let

� 0 = argmin
� 2 �

L̂0(� ):

We �rst show the consistency of~� and � 0 in the following lemma.

Lemma B.4. Under sets A-C of conditions, asn ! 1 , we have� 0 p
! � � and

~�
p

! � � .

Proof of Lemma B.4. Given arbitrary � > 0. Let B(� � ; � ) = f � : k� � � � k < � g.

The identi�ability condition A10 indicates the uniqueness of the global minimum

� � of L(� ). Then we have

min
� 2 � nB (� � ;� )

L(� ) > L (� � ):

Note that L̂0(� ) = L̂ (� ) + �̂ (� � )> � where

�̂ (� � ) = hD̂ (� � ) � r L(� � ) + r L(� � ) � r L̂ (� � ):

We know from Theorem 2.2 that asn ! 1 , khD̂ (� � ) � r L(� � )k
p

! 0, and from

the weak law of large numbers thatkr L(� � ) � r L̂ (� � )k
p

! 0. Hencek�̂ (� � )k
p

! 0

as n ! 1 . Also note k� k is bounded. Further by the uniform law of large

numbers [178, Theorem 2], we have

sup
� 2 �

jL̂0(� ) � L(� )j = sup
� 2 �

jL̂ (� ) � L(� )j + op(1)
p

! 0;

as n ! 1 , which implies L̂0(� � )
p

! L(� � ) and

min
� 2 � nB (� � ;� )

L̂0(� )
p

! min
� 2 � nB (� � ;� )

L(� ) > L (� � ):

Then P(� 0 2 B(� � ; � ))
p

! 1 as m; n ! 1 . Since� is arbitrary, we have � 0 p
! � �

as n ! 1 . The consistency of~� can be obtained similarly.

We �rst decompose the deviation of estimation into the deviations between the

intermediate estimators

�̂ � � � =
� ~� � � �

�
+

�
� 0 � ~�

�
+

�
�̂ � � 0

�
;
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and present the asymptotic normality results for each error term in the following

lemma, which is then used to obtain the asymptotic normality of̂� .

Lemma B.5. Let


 n = � [r 2L̂ (� � )]� 1r L̂ (� � )

� n = � [r 2L̂ (� � )]� 1(hD̂ (� � ) � hD � (� � ))

� n = � [r 2L̂ (� � )]� 1(hD � (� � ) � r L̂ (� � )) :

Under sets A-C of conditions, we have

~� � � � = 
 n + Op(1=n) (B.30)

� 0 � ~� = � n + � n + Op(1=n) (B.31)

�̂ � � 0 = Op(1=n) (B.32)

and
p

n
 n
d! N (0; H � 1

g � gH � 1
g =� ),

p
n� n

d! N (0; H � 1
g C� d;� � C> H � 1

g ), and
p

n� n

d! N (0; H � 1
g � � H � 1

g =� ) as n ! 1 , Hg := r 2
� L(� ), � g := E[r lg(� � )r lg(� � )> ],

� d;� � := � d(� ), C := r  E[h0
D  

(Z ; � � )]j  � (� ) , and � � := E[� � > ] with � := h0(Z ; � � )

� r � lg(Z ; � � ). We also have

sup
k� � � � k= Op (1=

p
n)

khD̂ (� ) � r L̂0(� )k = Op(1=n): (B.33)

Based on Lemma B.5, we �rst discuss the three error terms to provide some

insights on the asymptotic behavior of GAN algorithms, followed by the proof

of it.

ˆ ~� � � � : deviation of the empirical estimator ~� from the target parameter

� � , whose asymptotic distribution can be obtained by applying a standard

central limit theorem. As we have more generated samples, i.e., as� grows,

this term becomes more concentrated and eventually vanishes as� ! 1 .

ˆ � 0 � ~� : the error caused by the bias of gradient estimation̂� (� � ) which

can be decomposed into� n and � n . � n is the di�erence hD̂ (� � ) � hD � (� � )
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which essentially comes from the discriminator estimation.� n is the dif-

ferencehD � (� � ) � r � L̂ (� � ) between two gradient evaluation approaches,

where hD � (� ) is the empirical version based on our gradient formula in

Theorem 2.1 andr L̂ (� ) is the gradient of the empirical loss (2.16) which,

however, is intractable.

ˆ �̂ � � 0: the error appeared from the gradient descent algorithm. Since� 0 is

the minimizer of the objectiveL̂0(� ) already with bias correction, the errors

caused by discriminator estimation and di�erent gradient evaluations can

be absorbed into a higher order term.

Proof of Lemma B.5. After establishing the consistency of~� , � 0 and �̂ , we have

the following basic expansions which will be used later.

r L̂ (~� ) � r L̂ (� � ) = r 2L̂ (� � )( ~� � � � ) + Op(k~� � � � k2); (B.34)

r L̂0(� 0) � r L̂0(� � ) = r 2L̂0(� � )( � 0 � � � ) + Op(k� 0 � � � k2); (B.35)

r L̂0(�̂ ) � r L̂0(� � ) = r 2L̂0(� � )( �̂ � � � ) + Op(k�̂ � � � k2): (B.36)

Step I Convergence rate of~� � � �

By noting r L̂ (~� ) = 0 and multiplying both sides of (B.34) by the inverse of

r 2L̂ (� � ), we have

~� � � � = 
 n + Op(1=n); (B.37)

where


 n = �
h
r 2L̂ (� � )

i � 1
r L̂ (� � ):

By the weak law of large numbers we haver 2L̂ (� � )
p

! E[r 2lg(� � )] = Hg � 0

by condition C3. Then by the central limit theorem and Slutsky's theorem, we

obtain
p

n
 n =
p

m=�
 n
d! N (0; H � 1

g � gH � 1
g =� )

as n ! 1 with � g and Hg de�ned in Lemma B.5.
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Step II Convergence rate of� 0 � ~�

Note from the de�nition L̂0(� ) = L̂ (� )+ �̂ (� � )> � that in (B.35) we haver L̂0(� 0) =

0, r L̂0(� � ) = r L̂ (� � ) + �̂ (� � ), and r 2L̂0(� � ) = r 2L̂ (� � ). Then taking (B.34) �

(B.35) gives

�̂ (� � ) = r 2L̂ (� � )( ~� � � 0) + Op(k~� � � � k2 + k� 0 � � � k2): (B.38)

For � 2 N (� � ), to lighten the notation, we denote  �
� =  � (� ),  ̂ � =  ̂ (� ),

D �
� = D  �

�
, and D̂ � = D  ̂ �

. We decompose the bias of gradient estimation

de�ned by �̂ (� ) = hD̂ �
(� ) � r L̂ (� ) into

�̂ (� ) = �̂ 1(� ) + �̂ 2(� );

where �̂ 1(� ) := hD̂ �
(� ) � hD �

�
(� ) and �̂ 2(� ) := hD �

�
(� ) � r L̂ (� ). We have

�̂ 1(� ) = �
1
m

mX

i =1

h
r � G� (zi )>

�
ŝ(G� (zi )) r x D̂ � (G� (zi )) � s� (G� (zi )) r xD �

� (G� (zi ))
�i

;

(B.39)

where ŝ(x) = s(x; D̂ � ) and s� (x) = s(x; D �
� ) are the scaling factors as de�ned in

Theorem 2.1.

Let � 0
n (� ) =  ̂ � �  �

� . For any x; x0 2 X , by Taylor expansion of function

ŝ(x0)D  (x) with respect to  , we have

ŝ(x0)D̂ � (x)� s� (x0)D �
� (x) = r  [s� (x0)D �

� (x)]> � 0
n + 1

2 � 0
n

> r 2
 [~s(x0) ~D � (x)]� 0

n ; (B.40)

where ~D � = D ~ (� ) with ~ (� ) =  � (� ) + t( ̂ (� ) �  � (� )) for somet 2 [0; 1], and

~s(x) = s(x; ~D � ). We know from Theorem 2.5 that
p

n� 0
n (� ) d! N (0; � d(� )) . Note

that E[� 0
n (� )] = 0 and � d(� ) is continuous with respect to� on bounded setN (� � ).

Then by applying Lemma A.4 to sequence� 0
n (� ), we have� 0

n (� ) = Op(1=
p

n)

uniformly for all � 2 N (� � ).

Let x1 be the �rst component of x and e1 be ad-dimensional unit vector whose
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�rst component is one and all the others are zero. Then we have

ŝ(x)
@̂D � (x)

@x1
� s� (x)

@D�
� (x)

@x1

= ŝ(x) lim
� ! 0

D̂ � (x + �e1) � D̂ � (x)
�

� s� (x) lim
� ! 0

D �
� (x + �e1) � D �

� (x)
�

= lim
� ! 0

ŝ(x)D̂ � (x + �e1) � s� (x)D �
� (x + �e1) �

�
ŝ(x)D̂ � (x) � s� (x)D �

� (x)
�

�

= lim
� ! 0

(r  [s� (x)D �
� (x + �e1)] � r  [s� (x)D �

� (x)])> � 0
n (� )

�

+
1
2

lim
� ! 0

� 0
n (� )>

�
r 2

 [~s(x) ~D � (x + �e1)] � r 2
 [~s(x) ~D � (x)]

�
� 0

n (� )

�

= r  

h
s� (x) @D�

� (x)
@x1

i
� 0

n (� ) +
1
2

� 0
n (� )> r 2

 

h
~s(x) @~D � (x)

@x1

i
� 0

n (� ); (B.41)

where the third equality comes from (B.40). Sincer 2
 

h
s(x; D  ) @D (x)

@x1

i
is con-

tinuous with respect to  and 	 is compact, it is uniformly bounded for all

 2 	 . Then the second term in (B.41) isOp(k� 0
n (� )k2) = Op(1=n) uniformly for

all � 2 N (� � ). By applying the above calculations similarly to other components

of x, we have

ŝ(x)r xD̂ � (x) � s� (x)r xD �
� (x) = ~�( x)� 0

n (� ) + Op(1=n); (B.42)

where ~�( x) = r  [s(x; D  )r xD  (x)]j  � and the higher order term is uniform for

all � 2 N (� � ).

By (B.42) and recalling (B.39), we have

�̂ 1(� ) = �
1
m

mX

i =1

h
r � G� (zi )>

�
~�( G� (zi )) � 0

n (� ) + Op(1=n)
�i

= �
1
m

mX

i =1

h
r � G� (zi )> ~�( G� (zi ))

i
� 0

n (� ) + Op(1=n)

= C� � 0
n (� ) + Op(1=n) (B.43)

= � 0(� )� �
n + Op(1=n); (B.44)

where

C� := � E[r � G� (Z )> ~�( G� (Z ))] = r  E[h0
D  

(Z ; � )]j  � (� ) ;
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� 0(� ) := C� [� d(� )]1=2, � �
n := [� d(� )]� 1=2� 0

n (� ), and � d(� ) is de�ned in Theo-

rem 2.5. To obtain (B.43), we know by applying the central limit theorem that

p
m

 
1
m

mX

i =1

h
r � G� (zi )> ~�( G� (zi ))

i
� C�

!
d! N

�
0; Var

�
r � G� (Z )> ~�( G� (Z ))

� �
:

Then by applying Lemma A.4 to sequence1m
P m

i =1 [r � G� (zi )> ~�( G� (zi ))] , we have

1
m

mX

i =1

h
r � G� (zi )> ~�( G� (zi ))

i
� C� = Op(1=

p
m)

uniformly for all � 2 N (� � ). Since we have noted that� 0
n (� ) = Op(1=

p
n)

uniformly for all � , the higher order term Op(1=n) in (B.43) is uniform for all

� 2 N (� � ).

Recall that

r L(� ) = E[r lg(Z ; � )] = E[h0(Z ; � )];

r L̂ (� ) =
1
m

mX

i =1

r lg(zi ; � ); hD � (� ) =
1
m

mX

i =1

h0(zi ; � ):

By the central limit theorem, we have asn ! 1

p
n�̂ 2(� ) =

r
m
�

�̂ 2(� ) d! N (0; � � (� )=� ); (B.45)

where � � (� ) = E[� � > ] with � = h0(Z ; � ) � r lg(Z ; � ). By applying Lemma A.4

to sequencê� 2(� ), we have�̂ 2(� ) = Op(1=
p

n) uniformly for all � 2 N (� � ).

Combining (B.44) and (B.45), we have

�̂ (� � ) = �̂ 1(� � ) + �̂ 2(� � ) = � 0(� � )� �
n + �̂ 2(� � ) + Op(1=n);

which then, by (B.38), leads to

� 0 � ~� = � n + � n + Op(1=n); (B.46)

where the �rst leading term

� n = �
h
r 2L̂ (� � )

i � 1
� 0(� � )� �

n
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satis�es
p

n� n
d! N (0; H � 1

g C� d;� � C> H � 1
g ) asn ! 1 , by noticing that r 2L̂ (� � )

p
!

Hg and the asymptotic behavior of� �
n from above and applying the Slutsky's the-

orem, whereC := C� � and � d;� � := � d(� � ), and the second leading term

� n = �
h
r 2L̂ (� � )

i � 1
�̂ 2(� � )

satis�es
p

n� n
d! N (0; H � 1

g � � H � 1
g =� ) as n ! 1 with � � = � � (� � ), by noticing

r 2L̂ (� � )
p

! Hg and the asymptotic behavior of�̂ 2(� ) from (B.45) and applying

the Slutsky's theorem.

Step III
p

n-rate of convergence of̂� � � �

We apply Lemma B.3 by takingf (� ) = L̂0(� ) de�ned in (B.29) and ĝ(� ) = hD̂ �
(� ).

Note L̂0(� ) is smooth and lower bounded. Let̂� (� ) = hD̂ �
(� ) � r L̂0(� ) and

�̂ = sup� 2 N (� � ) k�̂ (� )k. Observe that

�̂ (� ) = hD̂ �
(� ) �

�
r L̂ (� ) + �̂ (� � )

�

=
�
hD �

�
(� ) + hD̂ �

(� ) � hD �
�
(� )

�
�

�
r L̂ (� ) + �̂ 1(� � ) + �̂ 2(� � )

�

= �̂ 1(� ) � �̂ 1(� � ) + �̂ 2(� ) � �̂ 2(� � ) = Op(1=
p

n);

(B.47)

where the last equality hold uniformly for all � 2 N (� � ) because we have shown

in Step II that �̂ 1(� ) and �̂ 2(� ) are both Op(1=
p

n) uniformly for all � 2 N (� � ).

Thus we have�̂ = Op(1=
p

n). Then Lemma B.3 implies

kr L̂0(�̂ )k = Op(1=
p

n):

Taking (B.36) � (B.35) gives

r L̂0(�̂ ) = r 2L̂0(� � )( �̂ � � 0) + Op(k� 0 � � � k2 + k�̂ � � 0k2); (B.48)

which further implies k�̂ � � 0k = Op(1=
p

n): This, together with (B.37) and

(B.46), implies

k�̂ � � � k = Op(1=
p

n): (B.49)
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Step IV Convergence rate of̂� � � 0

We de�ne a compact neighborhoodN 0(� � ) = N (� ) \ f � 2 � : k� � � � k =

Op(1=
p

n)g. By (B.49), we know �̂ 2 N 0(� � ). On N 0(� � ), continuous function

� 0(� ) is Lipschitz continuous with respect to� with Lipschitz constant `2. Hence

we have for all� 2 N 0(� � )

k� 0(� ) � � 0(� � )k � `2k� � � � k = Op(1=
p

n);

which is a uniform rate free of� . Then, by recalling (B.44) and noting that � �
n =

Op(1=
p

n), both of which have been shown to hold uniformly for all� 2 N 0(� � ),

we further have

�̂ 1(� ) = � 0
� � � �

n + Op(1=n);

uniformly for all � 2 N 0(� � ). Notably, the leading term in the above equation is

free of � .

Thus, we have

�̂ 1(� ) � �̂ 1(� � ) = Op(1=n) (B.50)

uniformly for all � 2 N 0(� � ).

Similarly, we have

�̂ 2(� ) = � 1=2
� (� )� �

n = � 1=2
� (� � )� �

n + Op(1=n);

uniformly for all � 2 N 0(� � ), where the leading term is again free of� . Thus, we

have the following uniform rate for all� 2 N 0(� � ),

�̂ 2(� ) � �̂ 2(� � ) = Op(1=n): (B.51)

We again apply Lemma B.3 by takingf (� ) = L̂0(� ) and ĝ(� ) = hD̂ (� ). By the

uniform rates of (B.50) and (B.51) and the decomposition in (B.47), we have

�̂ (� ) = �̂ 1(� ) � �̂ 1(� � ) + �̂ 2(� ) � �̂ 2(� � ) = Op(1=n);
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uniformly for all � 2 N 0(� � ) and thus �̂ = sup� 2 N 0(� � ) k�̂ (� )k = Op(1=n), which

leads to the desired result (B.33). Then Lemma B.3 implieskr L̂0(�̂ )k = Op(1=n).

Then by recalling (B.48), we have

k�̂ � � 0k = Op(1=n):

Therefore, the proof is completed.

Now we are ready to prove Theorem 2.7.

Proof of Theorem 2.7. By combining (B.30) and (B.31) in Lemma B.5, we have

� 0 � � � = 
 n + � n + � n + Op(1=n) = � n + � n + Op(1=n); (B.52)

where

� n = 
 n + � n = �
h
r 2L̂ (� � )

i � 1
hD �

� � (� � )

satis�es
p

n� n
d! N (0; H � 1

g � hH � 1
g =� ) with � h = E[h0(Z ; � � )h0(Z ; � � )> ]. (B.52),

together with (B.32) in Lemma B.5, leads to

�̂ � � � = � n + � n + Op(1=n): (B.53)

By the de�nition of � n and � n and the central limit theorem, we have the asymp-

totic normality
p

n(�̂ � � � ) d! N (0; � );

as n ! 1 , where the asymptotic variance is given by� = Var( � + � ) with

� = � H � 1
g h0(Z ; � � )=

p
�

� = H � 1
g CH � 1

d

h
r  l1(X ;  � ) + r  l2(G� � (Z );  � )=

p
�

i
:
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B.2.8 Proof of Theorem 2.8

Proof. We can show the asymptotic normality of̂� f -GAN by the arguments similar

to those in the proof of Theorem 2.7 where we replacel i by l f
i for i = 1; 2.

B.3 Proofs in Section 2.4

B.3.1 Proof of Theorem 2.9

We begin with a simple technical lemma.

Lemma B.6. Let random vector ~X = (1 ; X > )> and random variableY. Suppose

E(Y ~X ~X > ) is positve de�nite. Then we have

E� 1(Y ~X ~X > )E(Y ~X )E(Y ~X )> E� 1(Y ~X ~X > ) = � 0;

where� 0 is a matrix whose �rst diagonal entry is 1 while all other entries are 0.

Proof of Lemma B.6. Let E(Y) = ! , � = E(Y X), and V = E(Y XX > ). We

have

E(Y ~X ~X > ) =

0

@
! !� >

!� V

1

A ; E(Y ~X )E(Y ~X )> =

0

@
! 2 !� >

!� �� >

1

A :

Let � = ! � � > V � 1� . Then, after some simpli�cations, we have

E� 1(Y ~X ~X > )E(Y ~X ) =

0

@
1
�

�
! � � > V � 1�

�

� !
� V � 1� +

�
V � �� > =!

� � 1
�

1

A =

0

@
1

0

1

A ;

where 0 denotes a zero vector of the same dimension asX . Then the desired

result follows.

Proof of Theorem 2.9. We �rst explicitly compute the asymptotic variance of

 ̂ AGE (� ) and  ̂ f -GAN (� ) for various f -divergences to obtain the results in Ta-

ble 2.3.
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For AGE, we �rst compute the derivatives of the discriminator loss

r  l1(x;  ) = �
1

1 + eD  (x)=�
r  D  (x); r  l2(x;  ) =

eD  (x)

1 + eD  (x)=�
r  D  (x);

r 2
 l1(x;  ) = �

1
1 + eD  (x)=�

r 2
 D  (x) +

eD  (x)=�
(1 + eD  (x)=� )2

r  D  (x)r  D  (x)> ;

r 2
 l2(x;  ) =

eD (x)

1 + eD (x)=�
r 2

 D  (x) +
eD  (x)

(1 + eD  (x)=� )2
r  D  (x)r  D  (x)> :

Then

Vd = Ep�

�
p�

p� + p� =�
r  D  �

�
r  D >

 �
�

�

�
�

1 +
1
�

�
Ep�

�
p�

p� + p� =�
r  D  �

�

�
Ep�

�
p�

p� + p� =�
r  D  �

�

� >

and

Hd = Ep�

�
p�

p� + p� =�
r  D  �

�
r  D >

 �
�

�
:

As supposed in the theorem, the �rst dimension of the parameter corresponds

to the intercept, i.e., the �rst entry of r  D  (x) equals 1. By Lemma B.6, we

have

E� 1
p�

h p�

p� + p� =�
r  D  �

�


 2
i �

Ep�

h p�

p� + p� =�
r  D  �

�

i � 
 2

Ep�

h p�

p� + p� =�
r  D  �

�


 2
i

= � 0:

Then according to Theorem 2.5, the asymptotic variance of̂ AGE is given by

� d(� ) = E� 1
p�

�
p�

p� + p� =�
r  D  �


 2

�
�

�
1 +

1
�

�
� 0:

Next, we compute the asymptotic variances of the discriminator off -GANs for

various f -divergences. To lighten the notation, throughout the remainder of this

proof, we denoter D  � = r  D  �
�
.

f -GAN-KL

We recall from Table 2.2 that the discriminator loss off -GAN-KL is

L k( ; � ) = Ep� [l f
1 (X ;  )] + Ep� [l f

2 (X ;  )] = Ep� [� D  (X )] + Ep� [eD  (X ) ]:
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Then we have

Hk = Ep�

�
r D  � r D >

 �

�

Varp� (r  lk
1(X ;  � )) = Ep�

�
r D  � r D >

 �

�
� Ep� [r D  � ]Ep� [r D  � ]>

Varp� (r  lk
2(X ;  � )) = Ep�

�
p�

p�
r D  � r D >

 �

�
� Ep� [r D  � ]Ep� [r D  � ]> :

Hence the asymptotic variance of̂ f -GAN for KL divergence is given by

� k (� ) = E� 1
p�

�
r D  � r D >

 �

�
Ep�

�
p� + p� =�

p�
r D  � r D >

 �

�
E� 1

p�

�
r D  � r D >

 �

�
�

�
1 +

1
�

�
� 0:

Then we compare� k with � of AGE. Let random variable ~p = p� =(p� + p� =� ).

Consider random vectors� 1 = r D  � =
p

~p and � 2 = r D  � �
p

~p. Note that

� d1 = ( E[� 2� >
2 ])� 1 and � k1 = ( E[� 1� >

2 ])� 1E[� 1� >
1 ](E[� 1� >

2 ])� 1, where� d1 and � k1

denote the �rst terms in � d and � k . Then by Cauchy-Schwartz inequality in

the matrix form [179], we know� d1 � � k1, where the equality holds if and only

if ~p = c. By noting the de�nition of ~p, this leads to (1 � c)p� = cp� =� . By

integrating both sides, we havec = �= (1 + � ), that is, p� = p� , which never

happens due to model mis-speci�cation in Assumption 2.2. Therefore we have

� d(� ) � � k(� ) for all � .

f -GAN-RevKL

We recall from Table 2.2 that the discriminator loss off -GAN-RevKL is

L r ( ; � ) = Ep� [e� D  (X ) ] + Ep� [D  (X )]:

Similarly, the asymptotic variance of ̂ f -GAN for reverse KL divergence is given

by

� r (� ) = E� 1
p�

�
r D  � r D >

 �

�
Ep�

�
p� + p� =�

p�
r D  � r D >

 �

�
E� 1

p�

�
r D  � r D >

 �

�
�

�
1 +

1
�

�
� 0:

Write � d1 = E� 1
p�

h
p�

p� + p� =� r D  � r D >
 �

i
. Let � r 1 denote the �rst term of � r . Then

by applying Cauchy-Schwartz inequality as in the KL case, we have� d1 � � r 1

and hence� d(� ) � � r (� ) for all � .
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f -GAN-JS

We recall from Table 2.2 that the discriminator loss off -GAN-JS is

L j ( ; � ) = Ep� [ln(1 + e� D (X ))] + Ep� [ln(1 + eD (x))]:

Similarly, the asymptotic variance of ̂ f -GAN for JS divergence is given by

� j (� ) = E� 1
p�

�
p�

p� + p�
r D  � r D >

 �

�
Ep�

�
p2

� + p� p� =�
(p� + p� )2 r D  � r D >

 �

�
E� 1

p�

�
p�

p� + p�
r D  � r D >

 �

�

�
�

1 +
1
�

�
� 0:

Let � 1 = p�
p� + p�

r D  � =
p

~p and � 2 = r D  � �
p

~p. Then by applying Cauchy-

Schwartz inequality similarly as above, we have� d(� ) � � j (� ) for all � .

f -GAN-H 2

We recall from Table 2.2 that the discriminator loss off -GAN-H 2 is

Lh( ; � ) = Ep� [e� D  (X )=2] + Ep� [eD  (X )=2]:

Similarly, the asymptotic variance of  ̂ f -GAN for squared Hellinger distance is

given by

� h(� ) = E� 1
p�

� r
p�

p�
r D  � r D >

 �

�
Ep�

�
p� + p� =�

p�
r D  � r D >

 �

�
E� 1

p�

� r
p�

p�
r D  � r D >

 �

�

�
�

1 +
1
�

�
� 0:

Recall ~p = p� =(p� + p� =� ). We have
p

p� =p� =
p

~p=(1 � ~p) and (p� + p� )=p� =

1=(1 � ~p). Now we let � 1 = r D  � =
p

1 � ~p and � 2 =
p

~pr D  � . Then by applying

Cauchy-Schwartz inequality similarly as above, we have� d(� ) � � h(� ) for all

� .
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B.3.2 Proof of Proposition 2.1

Proof. To lighten the notation, in this proof, we denoted = r  D  � . For the KL

divergence, we note that

� k1 � E� 1
p�

(dd> ) = E� 1
p�

(dd> )Ep�

�
p� =�
p�

dd>

�
E� 1

p�
(dd> ) = � (1=� )

� d1 � E� 1
p�

(dd> ) = E� 1
p�

�
p�

p� + p� =�
dd>

�
Ep�

�
p� =�

p� + p� =�
dd>

�
E� 1

p�
(dd> ) = � (1=� );

which leads tok� k(� ) � � d(� )k = � (1=� ).

For the reverse KL divergence, we have

� r 1 �
1
�

E� 1
p�

(dd> ) = E� 1
p�

(dd> )Ep�

�
p�

p�
dd>

�
E� 1

p�
(dd> ) = � (1)

� d1 �
1
�

E� 1
p�

(dd> ) = E� 1
p�

�
p�

p� + p� =�
dd>

�
Ep�

�
p�

p� + p� =�
dd>

�
E� 1

p�
(dd> ) = � (1);

which leads to k� r (� ) � � d(� )k = � (1). Similarly, one can showk� j (� ) �

� d(� )k = � (1) and k� h(� ) � � d(� )k = � (1).

B.4 Proofs in Section 2.5

B.4.1 Proof of Corollary 2.2

Proof. When the generated model is correctly speci�ed, we havep� (x) = p� � (x),

a.e. Then the optimal discriminator at the optimal generator is a constant

function D �
� � (x) = ln( p� (x)=p� � (x)) = 1 , a.e., which impliesr xD �

� � (x) = 0 .

Then h0(z; � � ) = 0 , a.e., so in the limiting distribution of �̂ in Theorem 2.7,

� vanishes with probability 1. Hence the asymptotic variance of̂� becomes

� = Var( � ) = H � 1
g C� d;� � C> H � 1

g . We have

Hg = E[r 2lg(� � )] = E[r � h0(Z ; � � )] = E
h
s� (G� � (Z )) r � [r � G� � (Z )> r xD �

� � (G� � (Z ))]
i
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and

C = r  E[h0
D  � (Z; � � )] = E

�
s� (G� � (Z ))r � G� � (Z )> r  r xD  (G� � (Z )) j  � (� � )

�
:

The scaling factors for variousf -divergences at the optimal generator, withr =

eD �
� � (x) = 1, is listed in the following table. ThenH � 1

g C does not depend on the

f -divergence used.

Table B.1: Optimal scaling factors for variousf -divergences.

f -divergence KL RevKL 2JS H 2

s� 1 1 1/2 1/2

From Table 2.3, consideringp� � = p� , all the asymptotic variances of the dis-

criminator are simpli�ed into

� d;� � =
�

1 +
1
�

�
�
E� 1

p�

�
r  D  �


 2
�

� � 0
�

;

which again does not depend on thef -divergence used. Then by comparing

Hg; C; � d;� � with H 0
g; C0; � 0

d;� � in the corollary statement, we complete the proof.

B.4.2 Proof of Corollary 2.3

Proof. Similar to the proof of Corollary 2.2, the asymptotic variance of̂� is

� = H � 1
g C� d;� � C> H � 1

g . Then it su�ces to show H � 1
g C� d;� � C> H � 1

g = (1+1 =� )I d

in this case.

Under this scenario, we haver � G� (z) = I d, r xD  (x) =  1, and r  D  (x) =

(1; x> )> . Then h0
D  

(� ) = � eD  (G� (z))  1. Then we haveHg = � Ep� [r � ln p� (X )] =
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I d, C = ( 0; I d), and

� d;� � = E� 1
p�

�
p� �

p� � + p� =�
r  D  �


 2

�
�

�
1 +

1
�

�
� 0

=
�

1 +
1
�

�
2

4E� 1
p�

0

@
1 x>

x xx >

1

A � � 0

3

5

=
�

1 +
1
�

�
2

6
4

0

@
1 m>

0

m0 m0m>
0 + I d

1

A

� 1

� � 0

3

7
5

=
�

1 +
1
�

�
0

@
m>

0 m0 � m>
0

� m0 I d

1

A :

Multiplication of them gives � = (1 + 1 =� )I d, which completes the proof.

B.4.3 Proof of Corollary 2.4

For the purpose of analysis, we write down an algorithm analogous to Algorithm 3

in Algorithm 11, whereS(�̂ ; x) is replaced byS(� � ; x) and the gradient estimator

can be written as

h�
 (� ) =

1
m

mX

i =1

h
�r � S(�̂ ; G� (zi ))> r sD  (S(� � ; G� (zi )))

i
: (B.54)

For simplicity, let �̂ 1 be the output of Algorithm 3 (denoted by�̂ local in the main

text) and �̂ 0 be the output of Algorithm 11, both with T = � (n).

We �rst prove two lemmas which show that�̂ 0 and �̂ 1 share the same asymptotic

distributions.

Lemma B.7. Under conditions D1-D4, asn ! 1 , we have

1
n

nX

i =1

S(�̂ ; x i ) =
1
m

mX

i =1

S(�̂ ; G�̂ 1
(zi )) + Op(1=n); (B.55)

1
n

nX

i =1

S(� � ; x i ) =
1
m

mX

i =1

S(� � ; G�̂ 0
(zi )) + Op(1=n): (B.56)
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Algorithm 11: Local GAN with optimal score

Input: SampleSn , initial estimator �̂ , meta-parameterT

1 Initialize � 0 = �̂

2 for t = 0; 1; 2; : : : ; T do

3 True scoressi = S(� � ; x i ) for i = 1; : : : ; n

4 Generated scoreŝsi = S(� � ; G� t (zi )) for i = 1; : : : ; m

5  ̂ t = argmin  2 	

�
1
n

P n
i =1 ln(1 + e� D  (si ) � ) + �

m

P m
i =1 ln(1 + eD  (ŝi )=� )

�

6 � t+1 = � t � �h �
 ̂ t

(� t ) for some� > 0

Return: argmin� t :t=1 ;:::;T kh�
 ̂ t

(� t )k

Proof of Lemma B.7. Below we prove (B.56), and (B.55) can be similarly proved.

We �rst show that h�
 ̂ 0

(�̂ 0) = Op(1=n), where

 ̂ 0 := argmin
 

"
1
n

nX

i =1

ln(1 + e� D  (S(� � ;x i )) � ) +
�
m

mX

i =1

ln(1 + eD  (S(� � ;G �̂ 0
(zi ))) =� )

#

:

(B.57)

We apply Lemma B.3 by takingf (� ) = L̂0(� ) and ĝ(� ) = h�
 ̂
(� ). Note L̂0(� ) is

smooth and lower bounded.

Let �̂ (� ) = h�
 ̂
(� )�r L̂0(� ) and �̂ = supk� � � � k= Op (1=

p
n) k�̂ (� )k. According to (B.33)

in Lemma B.5, we have�̂ = Op(1=n). Then Lemma B.3 implieskr L̂0(�̂ 0)k =

Op(1=n) and kh�
 ̂
(�̂ 0)k = Op(1=n).

Then by noting that r sD  (s) =  , the gradient estimator (B.54) becomes

1
m

mX

i =1

h
�r � S(�̂ ; G� (zi ))> j �̂ 0

i
 ̂ 0 = Op(1=n): (B.58)

Condition D4 ensures thatS(� 0; G� (z)) is continuous with respect to(� 0; � ) for

each z, and that there exists an integrable function that uniformly dominates

S(� 0; G� (z)) for all (� 0; � ). Then by the uniform law of large numbers [178, The-
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orem 2], we have asn ! 1 (or equivalently m ! 1 sincem = �n )

sup
� 0;� 2 �










1
m

mX

i =1

r � S(� 0; G� (zi )) � E[r � S(� 0; G� (Z ))]










p
! 0; (B.59)

which implies

1
m

mX

i =1

r � S(�̂ ; G� (zi )) j �̂ 0

p
! E

�
r � S(�̂ ; G� (Z )) j �̂ 0

�
:

Therefore, (B.58) implies ̂ 0 = Op(1=n).

Also, by setting the gradient of the objective in (B.57) with respect to =  ̂ 0

to 0 and noting that r  D  (s) = s, we have

�
1
n

nX

i =1

1

1 + eD ^ 0
(S(� � ;x i )) =�

S(� � ; x i )+
1
m

mX

i =1

eD ^ 0
(S(� � ;G �̂ 0

(zi )))

1 + eD ^ 0
(S(� � ;G �̂ 0

(zi ))) =�
S(� � ; G�̂ 0

(zi )) = 0 :

Further from the Taylor expansions

1
1 + eD  (s)=�

=
1

1 + 1=�
�

1=�
(1 + 1=� )2

 > s + o( > s)

1
e� D  (s) + 1=�

=
1

1 + 1=�
+

1
(1 + 1=� )2

 > s + o( > s);

we obtain

�
1
n

nX

i =1

S(� � ; x i ) +
1
m

mX

i =1

S(� � ; G�̂ 0
(zi )) + Op(1=n) = 0 ;

which leads to (B.56).

Lemma B.8. Under conditions D1-D4, asn ! 1 , we have�̂ 1 � �̂ 0 = Op(1=n).

Proof of Lemma B.8. According to Lemma B.7, (B.55)� (B.56) gives

1
n

nX

i =1

S(�̂ ; x i ) �
1
n

nX

i =1

S(� � ; x i ) =
1
m

mX

i =1

S(�̂ ; G�̂ 1
(zi )) �

1
m

mX

i =1

S(� � ; G�̂ 0
(zi ))+ Op(1=n):

Sincek�̂ � � � k = Op(1=
p

n), we have the following expansions

1
n

nX

i =1

S(�̂ ; x i ) �
1
n

nX

i =1

S(� � ; x i ) =
1
n

nX

i =1

H 0(� � ; x i )( �̂ � � � ) + Op(1=n)

1
m

mX

i =1

S(�̂ ; G�̂ 1
(zi )) �

1
m

mX

i =1

S(� � ; G�̂ 1
(zi )) =

1
m

mX

i =1

H 0(� � ; G�̂ 1
(zi ))( �̂ � � � ) + Op(1=n)

1
m

mX

i =1

S(� � ; G�̂ 1
(zi )) �

1
m

mX

i =1

S(� � ; G�̂ 0
(zi )) =

1
m

mX

i =1

r � S(� � ; G� (zi )) j �̂ 0
(�̂ 1 � �̂ 0) + Op(1=n);
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whereH 0(� ; x) := r � S(� ; x). Then we have

�̂ 1 � �̂ 0 =

"
1
m

mX

i =1

r � S(� � ; G� (zi )) j �̂ 0

#� 1 "
1
n

nX

i =1

H 0(� � ; x i ) �
1
m

mX

i =1

H 0(� � ; G�̂ 1
(zi ))

#

(�̂ � � � )

+ Op(1=n);

where we notice "
1
m

mX

i =1

r � S(� � ; G� (zi )) j �̂ 0

#� 1

= Op(1)

by the uniform law of large numbers in (B.59),

1
n

nX

i =1

H 0(� � ; x i ) = H (� � ) + Op(1=
p

n)

by the central limit theorem, where H (� ) := Ep� [H 0(� ; X )] = Ep� [r 2
� ln p� (x)],

and

1
m

mX

i =1

H 0(� � ; G�̂ 1
(zi )) =

1
m

mX

i =1

H 0(� � ; G� � (zi )) + Op(�̂ 1 � � � )

= H (� � ) + Op(1=
p

m) + Op(1=
p

n);

where the �rst equality follows from Taylor expansion and the second equality

comes from the central limit theorem and the fact that�̂ 1 � � � = Op(1=
p

n).

Therefore, we havê� 1 � �̂ 0 = Op(1=n):

Proof of Corollary 2.4. To simplify the notation, throughout this proof, we let

I = I (� � ). According to Theorem 2.7, Corollary 2.2, and Lemma B.8, it su�ces

to show H � 1
g C� d;� � C> H � 1

g = (1 + 1 =� )I for �̂ 0. We know that given � , the

optimal discriminator in Algorithm 11 is given by D � (s) = ( � � � � )> s up to

higher order terms which do not a�ect the asymptotic variance. Then we have

r sD  (s) =  , r  D  (s) = s, and

h0
D  

(� ) = �r � S(� � ; G� (Z ))> r sD  (S(� � ; G� (Z ))) :

Then we computeHg, C and � d;� � . It is easy to seeHg = � Ep� [r 2
� ln p� (X )] = I .

Let p� (s) be the distribution of S(� � ; X ) with X � p� (x). Then by noting that

206



Ep� (s) [S] = 0 and Ep� (s) [SS> ] = I � 1 and that the discriminator does not have an

intercept, we have

� d;� � = (1 + 1 =� )Ep� (s)

�
r  D  � (S)r  D  � (S)>

�
= (1 + 1 =� )I � 1:

Also, we notice that

Epz (z)

h
r � S(� � ; G� (Z ))>

i �
�
�
� �

= r � Ep� (x)

h
S(� � ; X )>

i �
�
�
� �

=
Z �

r � p� � (x)
�
S(� � ; x)> dx

=
Z

p� (x)
�
r � ln p� � (x)

�
S(� � ; x)> dx

= Ep� (x)

h
S(� � ; X )S(� � ; X )>

i
= I ;

where the third equality is due to the fact that p� (x) = p� � (x). Then we have

C = � Epz (z)

h
r � S(� � ; G� (Z ))>

i �
�
�
� �

= �I :

Hence, we immediately know the asymptotic variance of̂� 0 and also�̂ 1 is given

by

H � 1
g C� d;� � C> H � 1

g = (1 + 1 =� )I ;

which completes the proof.

B.5 Discussion on the regularity assumptions

In this section, we give a concrete example to illustrate the satisfaction of the

regularity assumptions, as mentioned in Remark 2.1. We restate the example

here. Given a multivariate Gaussian as the real distribution onX = Rd, i.e.,

p� (x) = N (� 0; � 0) wherek� 0k < 1 and 0 < k� 0k < 1 . Consider the generative

model and discriminator class as follows:

ˆ Latent prior pz = N (0; I d) on Z .
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ˆ Linear generator classG = f G� (z) = � 0 + � 1z : � 0 2 Rd; � 1 2 Rd� d; k� 0k �

g0; 0 < g1 � k � 1k � g2g. Then p� (x) = N (� 0; � 1� >
1 ) with � = ( � 0; � 1).

ˆ Quadratic discriminator classD = f  0 +  >
1 x + x>  2x :  0 2 R;  1 2

Rd;  2 2 Rd� d; 0 < a 0 � k  2k � a1; k 1k � a2; j 0j � a3g, where ai 's

depend ongi 's, k� 0k, and k� 0k.

Then the true and generated densities are given by

p� (x) = (2 � )� d
2 [det(� 0)]� 1

2 e� 1
2 (x� � 0 )> � � 1

0 (x� � 0 )

p� (x) = (2 � )� d
2 [det(� 1� >

1 )]� 1
2 e� 1

2 (x� � 0 )> (� 1 � >
1 ) � 1 (x� � 0 ) :

(B.60)

Then the optimal discriminator is given by

D �
� (x) = ln( p� (x)=p� (x)) =  �

0 +  �
1

> x + x>  �
2x; (B.61)

where �
0 2 R,  �

1 2 Rd, and  �
2 2 Rd� d depend on parameters� .

We now verify the satisfaction of the assumptions on this example. Note that

for each D 2 D , we haver xD(x) =  1 + 2 2x and r 2
xD(x) = 2  2. Accord-

ing to (B.60), both p� and p� are multivariate Gaussians whose covariances are

bounded away from 0 and in�nity. From (B.61) and the choice ofD we know

that conditions A1 -A3 hold. Because the parameters are bounded, conditionA4

holds.

Then we verify the uniform Lipschitz continuity of D on any compact subsetK

of X . Note there existsB > 0 such that for all x 2 K , we havekxk � B . Then

for all D 2 D and x; x0 2 K ,

kD(x) � D(x0)k = k( 0 +  >
1 x + x>  2x) � ( 0 +  >

1 x0+ x0>  2x0)k

� k x>  2x � x>  2x0k + kx>  2x0 � x0>  2x0k + k >
1 (x � x0)k

� (k 2xk + k 2x0k + k 1k)kx � x0k

� (2a1B + a2)kx � x0k:
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The uniform Lipschitz continuity of fr D : D 2 Dg can be similarly obtained.

Thus, condition A5 holds.

For the envelope conditions, note that

sup
D 2D

jD(x)j2 = sup
 0 ; 1 ; 2

�
�  0+  >

1 x+ x>  2x
�
�2

� c1kxk4+ c2kxk3+ c3kxk2+ c4kxk+ c5;

sup
D 2D

kr D(x)k2 = sup
 1 ; 2

k 1 + 2 2xk2 � c6kxk2 + c7kxk + c8;

whereci 's are absolute constants. Since Gaussian distributions have �nite forth

moments, we know conditionA6 holds.

We have r � 0 G� (z) = I and r [� 1 ]ij G� (z) = (0 ; : : : ; zj ; : : : ; 0)> with only the i th

element being nonzero. Note thatEZ 2
j = 1. Thus we haveEkr � G� (Z )k2 is

uniformly bounded for all � 2 � , which veri�es condition A8 .

Note D(G� (z)) =  +  >
1 (� 0 + � 1z) + ( � 0 + � 1z)>  2(� 0 + � 1z) and 	 and � are

compact. Then we have

E sup
� 2 � ;D 2D

jD(G� (Z )) j � sup
� 2 � ;D 2D

E[c9kzk2 + c10kzk + c11] < 1 ;

whereci 's are absolute constant. This veri�es the second part of conditionA7 .

For the �rst part of condition A7 and condition A9 , we take the KL divergence

as an example. Then (2.14) becomes

h0(z; � ) = eD �
� (G� (z)) r � G� (z)> r xD �

� (G� (z)) :

Then we have

EZ � pz

�
sup

� 2 � ;D 2D

p� (G� (Z ))
p� (G� (Z ))




 r � G� (Z )> r xD(G� (Z ))





�

=
Z

sup
� 2 � ;D 2D

pz(z)
p� (G� (z))
p� (G� (z))




 r � G� (z)> r xD(G� (z))




 dz

=
Z

sup
� 2 � ;D 2D

p� (x)
p� (x)
p� (x)




 g� (x)> r xD(x)




 dx

= EX � p� (x)

�
sup

� 2 � ;D 2D




 g� (X )> r xD(X )





�

� EX � p� (x)

�
c12kxk2 + c13kxk + c14

�
< 1 ;
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where the second equality is from reparametrizationX = G� (Z ), the �rst in-

equality is due to the linearity of g� (x) and r D(x) and bounded parameter

space, the last inequality is because Gaussian distributions have �nite second

moments, andci 's are absolute constant. Hence conditionA7 holds.

The KL objective function is

L(� ) = � Ep� (x) [ln p� (X )] + Ep� (x) [ln p� (X )]

= Ep� (x)

�
1
2

(X � � 0)> (� 1� >
1 )� 1(X � � 0) + ln det( � 1� >

1 )
�

+ const;

whose smoothness is easy to see.

Consider reparametrization� 0
1 = ( � 1� >

1 )� 1 with � 1 and � 0
1 is one-to-one. and

rewrite the objective as

L(� 0; � 0
1) = Ep� (x)

�
1
2

(X � � 0)> � 0
1(X � � 0) � ln det(� 0

1)
�

;

which is strongly convex in both� 0 and � 0
1 and hence satis�es the weaker PL

condition. The PL condition remains satis�ed in the original parameter� , which

veri�es condition A9 .

B.6 Experiments on real data

To investigate the performance of our proposed method on real data, we apply it

on a real data set of human faces, CelebA [44], which contains 202,599 images. As

a representative, due its relationship with MLE, we consider the KL divergence

as the objective and compare the performance of AGE andf -GAN. We use the

Fréchet Inception Distance (FID) [46] as a quantitative evaluation metric which is

commonly used in image generation literature. FID is de�ned as the Wasserstein-

2 distance between the Gaussian approximations of the vision-relevant features

obtained from an inception model with real and generated data as the input.
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The FIDs of AGE-KL and f -GAN-KL are 36.9411 and 46.3798 (the smaller

the better) respectively, which indicates the advantages of AGE. Figure B.1

presents some generated samples from AGE-KL andf -GAN-KL, where we see

most samples from AGE are of high �delity and look like the real data, while

f -GAN samples are poorer and contain more collapsed generations. Both the

quantitive and qualitative results demonstrate that AGE can better learn the

true data distribution, which is consistent to our theory and simulation results.

(a) Real (b) Samples from AGE-KL (c) Samples fromf -GAN-KL

Figure B.1: Real and generated data on CelebA.

B.7 Implementation details

B.7.1 Implementation details of simulations

In both AGE and f -GAN algorithms, the meta-parameters include the initial

parameter � 0, the learning rate � and the time stepT. We useT = 100 for all

simulations and tune the learning rate manually. For Laplace-Gaussian, we set

� 0 = 0:1 and � = 1; for Gaussian2, we set� 0 = 0:5 and � = 0:5. We empirically

�nd that AGE is robust to a wider range of meta-parameters, whilef -GAN

is much more sensitive and even collapses during some runs, leading to some
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extremely poor performance.

B.7.2 Implementation details of real data experiments

Our experiments are performed based on the machine learning frameworkPyTorch

[180]. Both AGE andf -GAN algorithms are implemented with the following set-

tings. We pre-process the images by taking center crops of128� 128 resizing

to the 64 � 64 resolution. We adopt the SAGAN architectures [181, 3] for the

discriminator and generator which utilizes convolutional neural networks with

self-attention layers. Details for the network architectures are given in Figure B.2

and Table B.2. We use� = 10 for all experiments. For optimizing the discrim-

inator and the generator, we use the Adam optimizer with� 1 = 0, � 2 = 0:999,

and a learning rate of1 � 10� 4 for the discriminator and 5 � 10� 5 for the gen-

erator and a mini-batch size of 200. At each stept in the algorithm, both the

discriminator and the generator is updated using one mini-batch step. Models

were trained for around 50 epochs on NVIDIA RTX 2080 Ti.

(a) (b)

Figure B.2: (a) A residual block (ResBlock up) in the SAGAN generator where we

use nearest neighbor interpolation for upsampling; (b) A residual block (ResBlock

down) in the SAGAN discriminator.
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Table B.2: SAGAN architecture, wherek = 100 and ch = 32.

(a) Generator

Input: Z 2 Rk � N (0; I k )

Linear ! 4 � 4 � 16ch

ResBlock up16ch ! 16ch

ResBlock up16ch ! 8ch

ResBlock up8ch ! 4ch

Non-Local Block (64 � 64)

ResBlock up4ch ! 2ch

BN, ReLU, 3 � 3 Conv 2ch ! 3

Tanh

(b) Discriminator

Input: RGB image X 2 R64� 64� 3

ResBlock downch ! 2ch

Non-Local Block (64 � 64)

ResBlock down2ch ! 4ch

ResBlock down4ch ! 8ch

ResBlock down8ch ! 16ch

ResBlock16ch ! 16ch

ReLU, Global average pooling

Linear ! 1
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Appendix C

Appendix for Chapter 3

C.1 Proofs

C.1.1 Proof of equivalent expressions of the joint KL

Proof of (3.2). By the de�nition of KL divergence, we have

DKL (q� (x; z); p� (x; z)) = Eq� (x;z )

�
ln

q� (X; Z )
p� (X; Z )

�
= Eq� (x;z )

�
ln

p� (X )q� (Z jX )
p� (X )p� (Z jX )

�

= Ep� (x)

�
ln

p� (X )
p� (X )

�
+ Ep� (x)

�
Eq� (zjx)

�
ln

q� (Z jX )
p� (Z jX )

��

= DKL (p� (x); p� (x)) + EX � p� (x) [DKL (q� (zjX ); p� (zjX ))] :

Proof of (3.4).

DKL (q� (x; z); p� (x; z))

= Eq� (x;z )

�
ln

q� (Z jX )
p� (X jZ )pz(Z )

�
+ Eq� (x;z ) [ln p� (X )]

= � Eq� (x;z ) [ln p� (X jZ )] + Eq� (x;z )

�
ln

q� (Z jX )
pz(Z )

�
+ Ep� (x) [ln p� (X )]

= � Ep� (x)Eq� (zjx) [ln p� (X jZ )] + Ep� (x) [DKL (q� (zjX ); pz(z))] + Ep� (x) [ln p� (X )]:
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C.1.2 Proof of Theorem 3.1

The proof is very much similar to that of Theorem 2.1 in Appendix B.1. We

need the following lemma, based on which we follow the same steps to obtain

the desired result.

Lemma C.1. Using the de�nitions and notations in Theorem 3.1, we have

r � p� (x; z) = � g� (x)> r xp� (x; z) � p� (x; z)r � g� (x); (C.1)

r � q� (x; z) = � e� (z)> r zq� (x; z) � q� (x; z)r � e� (z); (C.2)

for all data x and latent variablez, whereg� (G� (z)) = r � G� (z) and e� (E � (x)) =

r � E � (x).

Proof of Lemma C.1. Let l be the dimension of parameter� . To simplify nota-

tion, let random vector X = G� (Z ) 2 Rd and Y = ( X; Z ) 2 Rd+ k , and let p

be the probability density of Y. For each i = 1; : : : ; l, let � = �e i where ei is

a l-dimensional unit vector whosei -th component is one and all the others are

zero, and� is a small scalar. LetX 0 = G� +� (Z ) and Y 0 = ( X 0; Z ) so that Y 0 is

a random variable transformed fromY by

Y 0 = Y +

0

@
g(X )

0

1

A � + o(� )

whereg(X ) 2 Rd� l and let p0 be the probability density of Y 0. For an arbitrary
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y0 = ( x0; z) 2 Rd+ k , let x0 = x + g(x)� + o(� ) and y = ( x; z). Then we have

p0(y0) = p(y)j det(dy0=dy)j � 1

= p(y)j det(I d + r g(x)� + o(� )) j � 1

= p(y)(1 + � > r � g(x) + o(� )) � 1

= p(y)(1 � � > r � g(x) + o(� )) (C.3)

= p(y) � � > p(y0)r � g(x0) + o(� ) (C.4)

= p(y0) � � > g(x0)> � r x0p(x0; z) � � > p(y0)r � g(y0) + o(� ): (C.5)

The �rst three equalities use the multivariate change of variables formula for

probability densities for the change fromY to Y 0 and the de�nition of determi-

nant with terms explicitly expanded up to O(� ). (C.3) uses the Taylor expan-

sion of (1 + 
 )� 1 = 1 � 
 + o(
 ) with 
 = � > r � g(y). (C.4) follows from the

fact that p(y0) = p(y) + o(1) and r � g(x0) = r � g(x) + o(1). (C.5) is due to

p(y) = p(y0) � (y0 � y)> � r p(y0) + o(� ). Sincey0 is arbitrary, above implies that

p0(x; z) = p(x; z) � � > g(x)> � r xp(x; z) � � > p(x; z)r � g(x) + o(� )

for all x 2 Rd; z 2 Rk and i = 1; : : : ; l, leading to (C.1) by taking � ! 0, setting

g(x) = g� (x), and noting that p = p� as both are the density of(G� (Z ); Z ) and

p0 = p� +� as both are the density of(G� +� (Z ); Z ). Similarly we can obtain

(C.2).

C.2 Detailed discussion on related work

A number of papers propose to use discriminator-based approaches for minimiz-

ing KL or more general divergences. In this section we give a detailed discussion

on the fundamental di�erence of those methods from ours.

As mentioned in many papers [50, 51], a problem off -divergence minimization
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can be decomposed into two subproblems: density ratio estimation and diver-

gence minimization. Our proposed method is coherent in this sense.

For density ratio estimation, existing methods use logistic regression [38, 41, 52]

or f -GAN D losses [50]. As mentioned in main text, logistic regression, which

is also used in our method, is motivated by its asymptotic statistical e�ciency,

while f -GAN D losses are not as e�cient and have di�erent forms for various

divergences, which is not as uni�ed and easy to implement as logistic.

More crucially, for divergence minimization, all previous methods are fundamen-

tally di�erent from ours. In a word, previous methods estimate the objective and

the consequent algorithms are heuristic based on the idea of adversarial training.

In contrast, the derived gradient formula in Theorem 3.1 enables us to directly

estimate the gradient.

To be speci�c, as pointed out by Poole et al. [50],f -divergences are a family of

divergences that depend only on samples from one distribution and the density

ratio. Based on this, they �rst estimate the objective function by plug in the

density ratio estimator. Recall the objective in (3.1)

L(�; � ) = Eq� (x;z ) [f (r (x; z))] = Ep� (x;z ) [ ~f (1=r(x; z))] : (C.6)

They obtain the estimated objectiveL̂ (�; � ) = 1
n

P n
i =1

~f (e� D (G� (zi );zi )), where

D(x; z) gives an estimate forln(q� (x; z)=p� (x; z)) , e.g., the solution to the em-

pirical logistic regression.

Their consequent algorithms are based on alternating optimization. When eval-

uating the gradient of the estimated objective wrt. the generator(/encoder)

parameters, they only take the samples part into account while ignore the de-

pendence of the density ratio estimator itself on the parameters. Speci�cally,
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they update � using �gradient�

1
n

nX

i =1

r � f (eD (G� (zi ;� i );zi ))

= �
1
n

nX

i =1

~f 0(e� D (G� (zi ;� i );zi ))e� D (G� (zi ;� i );zi )r � G� (zi ; � i )> r xD(G� (zi ; � i ); zi )

which is generally not the true gradient derived in Theorem 3.1, as shown more

concretely in Table C.1. Besides, this method cannot be directly applied in bidi-

rectional case since the samples only depend on one of encoder and decoder while

we need to learn both. A possible way one may think of is to use the equiva-

lent expression off -divergence as in (C.6). Speci�cally, one may estimate the

objective by 1
n

P n
i =1 f (eD (x i ;E � (x i )) ) and then update� similarly using �gradient�

1
n

nX

i =1

r � f (eD (x i ;E � (x i ;� i )) )

=
1
n

nX

i =1

f 0(eD (x i ;E � (x i ;� i )) )eD (x i ;E � (x i ;� i )) r � E � (x i ; � i )> r zD(x i ; E � (x i ; � i ))

which again is generally not the true gradient derived in Theorem 3.1.

Now we uniformly denote the �gradients� in the following form

1
n

nX

i =1

~sg(G� (zi ; � i ); zi )r � G� (zi ; � i )> r xD(G� (zi ; � i ); zi )

1
n

nX

i =1

~se(x i ; E � (x i ; � i ))r � E � (x i ; � i )> r zD(x i ; E � (x i ; � i ))

where~sg(x; z) and ~se(x; z) are scalings depending on the divergence and speci�c

methods. Note that ~sg = � sg and ~se = se in Theorem 3.1. Table C.1 lists

the scalings of KL, RevKL and JS divergence derived from di�erent methods,

which shows that the gradients derived from previous methods generally di�ers

from ours and even with contrary signs. This indicates that previous heuristic

algorithms will not work for bidirectional f -divergence minimization.

We then verify the failure of their algorithm in bidirectional KL divergence mini-

mization through the experiment in Section 3.5.1. Figure C.1 shows the training

curve of VAE (ideal one), AGE-KL and their algorithm.
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Table C.1: Scaling factors in gradients of KL, RevKL and JS divergence derived

from previous methods and our AGE

Divergence KL RevKL JS

Method Others AGE Others AGE Others AGE

~sg (D + 1) eD 1 � 1 � e� D e� D ln 2
1+exp( D )

1
1+exp( � D )

~se 1 � eD (D � 1)e� D � 1 � eD ln 2
1+exp( � D )

1
1+exp( D )

Figure C.1: Value of objectiveLVAE during training process of three methods.

C.3 Choice for encoder and generator distribu-

tions

In this section, we discuss the conventional choices for encoder and generator

distributions in VAEs and GANs along with our suggestions.

Gaussian generators may not be suitable. While AVB extends the Gaus-

sian encoder in VAE to an implicit distribution, we argue that the more crucial

model element is the choice for the generator distribution. A Gaussian gener-

ator used in VAE and AVB is not suitable to model more complex real data

like images. One intuitive explanation is that the complex space (e.g., pixels) is

usually of very high dimension and may have some properties which can not be
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suited well in the Euclidean space with a Gaussian distribution. In practice when

generating new data from VAE/AVB, after sampling z � pz, people always use

the mean of the Gaussian generator rather than random samples. For images,

the means tend to be blurry while the random samples are noisy and far away

from the true data distribution. The reason we suggest is due to the improper

Gaussian assumption rather than KL as the objective.

Stochastic encoders and generators have bene�ts. On the other hand,

BiGAN uses deterministic encoder and generator transformations which are es-

sentially degenerated cases in the sense thatq� (zjx) and p� (xjz) can only capture

one-point distributions. ALI and BigBiGAN use a deterministic generator and a

stochastic encoder which causes some asymmetry. In contrast, we suggest that

stochasticity in transformations increases model expressiveness and helps with

mode covering.

We suggest an implicit generator distribution. Usually in unidirectional

GANs, people use �deterministic� generators but a relatively high dimensional

latent vector. For example the progressive GAN [182] sets the latent dimen-

sionality to 512. We can think of the latent vector as a composition of latent

factors to represent high-level features and random noises to capture stochastic

variation. Then with the nonlinear transformation over the random noises, the

conditional distribution of generated data given the high-level features is im-

plicit. However in bidirectional models, the desired latent representation should

only include high-level features. Thus we separate random noises� as the source

of randomness and follow the idea of expressive implicit distributions. With an

implicit generator distribution, both VAE and AVB do not apply and hence we

are motivated to employ the proposed AGE for optimization.

Details of the implicit generator. To construct a generator with an implicit

distribution, we adopt the similar idea as the StyleGAN generator [4]. We gener-
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ate some single-channel feature maps consisting of uncorrelated Gaussian noises,

one for each layer of the generator network except the �nal output image, with

the same resolution as the output feature map of that layer. Each noise feature

map is broadcasted to all channels using learned per-pixel scaling factors and

then added to the output of the corresponding convolution. In this manner, each

convolution layer in the generator produces a conditional Gaussian distribution

given all the previous layers. After the consequent nonlinear transformations,

the �nal output image conditional on the input latent variable is an implicit

distribution.

C.4 Additional experiments on scaling clipping

In this section, we explore how the AGE algorithms behave with varying clip-

ping ranges. Following Section 3.3, we clip the scaling factors into a range of

[r0; 1=r0] with a speci�ed lower boundr0 2 [0; 1]. The case ofr0 = 0 means no

clipping while r0 = 1 is the extreme case where all AGE algorithms for di�erent

divergences converge to AGE-ALL.

Figure C.2 exhibits how various metrics vary with the lower bound of scaling

clipping r0 increasing from0 to 1 on Stacked MNIST. Experiments show that

without SC, AGE for all divergences tend to su�er from the vanishing or ex-

ploding gradient problem and perform poorly. Reverse KL is the most stable

one in this case. We notice that some divergences perform better in certain met-

rics with certain clipping ranges while some perform better in other cases. For

example, AGE-KL-SC has advantages in mode covering over other divergences,

which coincides with the results on the MoG data set. With heavy enough scal-

ing clipping, di�erent divergences do not di�er too much on this data set in

reconstruction and generation. As we narrow the clipping range (increaser0),

the behaviors of di�erent divergences converge to the same one. The extreme
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AGE-ALL performs stably and su�ciently well in all metrics, for which reason

we adopt AGE-ALL on real data sets in the main text.

We observe thatr0 � 0:5 is probably a decent choice where the AGE algorithms

for di�erent divergences signi�cantly di�er from each other and can preserve

the distinctive property of each divergence, while avoid vanishing or exploding

gradient. We hence report the detailed results of AGE-SC with a clipping range of

[0:5; 2] on Stacked MNIST and CelebA in Table C.2. We see that equipped with

the scaling clipping technique, AGE algorithms for various divergences generally

perform well and stably on real data sets.

Table C.2: Performance of AGE algorithms with scaling clipping (AGE-SC) on

real data sets.

(a) Mode coverage and reconstruction on Stacked MNIST

Divergence Modes KL Recon.(%)

ALL 981.2 (9.5) 0.3574 (0.05) 86.53 (1.58)

KL 983.5 (8.7) 0.3503 (0.04) 84.84 (1.51)

Hellinger 982.5 (10.2) 0.3497 (0.08) 85.58 (0.92)

JS 977.7 (17.7) 0.3600 (0.05) 83.70 (2.25)

RevKL 976.9 (12.1) 0.3690 (0.07) 84.73 (1.26)

(b) FIDs on real data sets

Stacked MNIST CelebA

4.40 8.51

4.68 8.83

5.04 8.73

5.36 9.76

5.06 9.93

C.5 Experimental details

In this section we state the details of experimental setup and the network ar-

chitectures used for all experiments. In experiments on one data set, we adopt

exactly the same network architecture and experimental settings for di�erent

methods. On real data sets, we implement the previous SOTA methods BiGAN

[43] and BigBiGAN [32, 33] rather than directly using the results reported in

the original papers for two reasons: (i) for fair comparison we implement them
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(a) Number of modes covered in generations

(larger is better)

(b) RevKL of real/generated mode dist.

(smaller is better)

(c) Reconstruction accuracy (higher is better) (d) FID (smaller is better)

Figure C.2: Behavior of AGE algorithms with scaling clipping (AGE-SC) on

Stacked MNIST in mode covering, data reconstruction and generation. We re-

peat each experiment 10 times with the standard error shown by the error bar.

under exactly the same settings as our methods; (ii) the BiGAN paper used the

old DCGAN architecture and did not report quantitative metrics for generation

but just visually presented some generated samples; (iii) BigBiGAN used large

training scale which we cannot a�ord and only consider one data set ImageNet.
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C.5.1 MoG

For both 9-Gaussians and 25-Gaussians data sets, each majority class contains

10,000 samples and each minority class contains 500 samples. The standard de-

viation is 0.3 for all classes. The generator and encoder have two and three

fully connected layers respectively with 500 units in each layer with batch-

normalization and ReLU as the activation function. The discriminator consists of

three modules of two fully connected layers with 400 units each and Leaky-ReLU

as the activation function to extract features fromx, z and their concatenated

features. We use the Adam optimizer with a learning rate of1 � 10� 4 for D and

5� 10� 5 for E and G and a mini-batch size of 500. The models on 25-Gaussians

are trained for 30 epochs before evaluation. We use 30D steps perG=E step

on 9-Gaussians to retain a nearly optimalD, and 5 D steps perG=E step on

25-Gaussians to make it a harder task.

C.5.2 Stacked MNIST

We adopt the DCGAN [183] architecture for Stacked MNIST. When following

exactly the same experimental setup reported in PacGAN [42] and VEEGAN

[41], we �nd that all of the algorithms can cover all modes. Hence we reduce the

model capacity to make it a harder task. Speci�cally, details for networks are

given below in Table C.3-C.5. We use a pre-trained MNIST classi�er to classify

simulated samples on each of the three stacked channels. We train all models on

128,000 samples, with a mini-batch size of 64, for 50 epochs. We use Adam with

a learning rate of 0.0001 and update all three networks once on each mini-batch.

Evaluation for mode covering is done on 26,000 test samples. In all experiments,

we use 50k generated images for evaluating FIDs.
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Table C.3: Generator network for Stacked-MNIST. With batch-normalization.

With one Gaussian feature map added to each conv layer.

Layer Number of outputs Kernel size Stride Activation

Input z � N (0; 1)8 8 - - -

Fully-connected 4 � 4 � 256 - - ReLU

Transposed convolution 7 � 7 � 128 5 � 5 2 ReLU

Transposed convolution 14� 14� 64 5 � 5 2 ReLU

Transposed convolution 28� 28� 3 5 � 5 2 Tanh

Table C.4: Encoder network for Stacked-MNIST. With batch-normalization. The

number of outputs is twice the latent dimension with a Gaussian encoder.

Layer Number of outputs Kernel size Stride Activation function

Input x 28� 28� 3 - - -

Convolution 14� 14� 64 5 � 5 2 ReLU

Convolution 7 � 7 � 128 5 � 5 2 ReLU

Convolution 4 � 4 � 256 5 � 5 2 ReLU

Fully-connected 8 or 16 - - -

C.5.3 CelebA and ImageNet

We pre-process the images by taking center crops of128� 128for CelebA and73�

73for ImageNet and resizing to the64� 64resolution. For such complex data sets,

we adopt the SAGAN [181, 3] architecture forD and G. For the discriminator,

we adopt the similar idea in BigBiGAN, where we theD network consists of

three modules (Figure C.3) whereDx is the normal SAGAN discriminator with

data x as input and featuref x and scoresx as output, Dz is an MLP with latent

z as input and scoresz as output, andDxz is an MLP with concatenated feature

(f x ; f z) as input and scoresxz as output. Unlike BigBiGAN which introduces

additional unary terms in the D loss, we use a single output ofD as the average

(sx + sz + sxz )=3 and keep the formulation ofD(x; z) � logistic regression between
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Table C.5: Discriminator network for Stacked-MNIST. Without batch-

normalization.

Layer Number of outputs Kernel size Stride Activation function

Input x 28� 28� 3 - - -

Convolution 14� 14� 64 5 � 5 2 LeakyReLU

Convolution 7 � 7 � 128 5 � 5 2 LeakyReLU

Convolution 4 � 4 � 256 5 � 5 2 LeakyReLU

Flatten - - - -

Concatenatez - - - -

Fully-connected 1024 - - LeakyReLU

Fully-connected 1 - - -

joint distributions q� (x; z) and p� (x; z). In this sense, involving unary scores here

is just an architectural design forD while in BigBiGAN makes it deviate from

the original formulation (3.1). Details for newtorkG and Dx are given in Figure

B.2 and Table C.6. The encoder architecture is the ResNet50 [184] followed by a

4-layer MLP (size 1024 for CelebA and 2048 for ImageNet) with skip connections

after ResNet's global average pooling layer.

We use Adam with � 1 = 0, � 2 = 0:999, and a learning rate of1 � 10� 4 for D

and 5 � 10� 5 for E and G. Due to limited computational resource, we use a

mini-batch size of 256 for CelebA and 240 for ImageNet. We update all three

networks once on each mini-batch. Models were trained for around 50 epochs on

CelebA and 200 epochs on ImageNet on NVIDIA RTX 2080 Ti.

Figure C.3: Architecture of the discriminatorD(x; z)
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Table C.6: SAGAN architecture. CelebA usesk = 100 and ch = 32; ImageNet

usesk = 140 and ch = 64.

(a) Generator

Input: z 2 Rk � N (0; I )

Linear ! 4 � 4 � 16ch

ResBlock up16ch ! 16ch

ResBlock up16ch ! 8ch

ResBlock up8ch ! 4ch

Non-Local Block (64 � 64)

ResBlock up4ch ! 2ch

BN, ReLU, 3 � 3 Conv 2ch ! 3

Tanh

(b) Discriminator module D x

Input: RGB image x 2 R64� 64� 3

ResBlock downch ! 2ch

Non-Local Block (64 � 64)

ResBlock down2ch ! 4ch

ResBlock down4ch ! 8ch

ResBlock down8ch ! 16ch

ResBlock16ch ! 16ch

ReLU, Global average pooling (f x )

Linear ! 1 (sx )
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C.6 Additional samples and reconstructions

Figure C.4: Generations, reconstructions and latent space from bidirectional

generative models on the MoG data set using various divergences as the objective.

Shown top to bottom, left to right are AGE-KL, AGE- H 2, f -GAN-KL, AGE-

ALL, AGE-RevKL, GAN (AGE-JS), logD-GAN, Hinge. We can clearly observe

that mode collapse occurs for all divergences except KL. Moreover, the encoder

learned by AGE-KL matches the aggregated posteriorq� (z) and prior pz(z) the

best. Apart from better mode covering, another reason for this is due to the

justi�cation of our formulation in unidirectional generative modeling.
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